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Exploring Hyper-heuristic Approaches for Solving
Constraint Satisfaction Problems
by
Jose Carlos Ortiz Bayliss
Abstract
This dissertation is submitted to the Graduate Programs in Engineering and Information Technologies in partial fulfillment of the requirements for the degree of Doctor of Philosophy in
Information Technologies and Communications, with a major in Intelligent Systems. This
document describes and analyses the variable and value ordering problem in Constraint Satisfaction Problems (CSP), and proposes novel techniques to generate hyper-heuristics for such
problem. Hyper-heuristics are methodologies that selectively apply low-level heuristics according to the features of the instance at hand, combining the strengths of these heuristics to
achieve more general solution methods. The objective of this dissertation is contribute to the
knowledge about variable and value ordering heuristics and the description of new techniques
to produce hyper-heuristics that behave steadily competent on a wide range of instances when
compared against those ordering heuristics.
The C S P is a fundamental problem in Artificial Intelligence. It has many immediate
practical applications which include vision, language comprehension, scene labelling, knowledge representation, scheduling and diagnosis. The complexity of C S P is in general, computationally intractable.
Stated as a classic search problem, every C S P can be solved by going through a search
tree associated to the instance. In this way, every variable represents a node in the tree. Every
time a variable is instantiated, the constraints must be checked to verify that none of them is
violated. When an assignment is in conflict with one or more constraints, the instantiation
must be undone, and another value must be considered for that variable. If there are no other
values available, the value of one previous instantiated variable must be changed. A s we can
see, when solving a CSP, the problem of the ordering in which the variables and their values
are ordered affects the complexity of the search. Based on this, solving a C S P requires an
efficient strategy to select the next variable, in other words, a form to assign priorities and
decide which variable will be instantiated before the others and then, decide which value to
use for it. Because an exhaustive search is impossible due to the exponential grow with the
number of variables, the search is usually guided by heuristics. There are many heuristics
exist to decide the ordering in which the variables and their values should be tried, but they
have proved to be very specific and work well only on instances with specific features.
In this dissertation we are interested in developing a solution model which is able to generate methods that show a good performance for different instances of CSP. Because hyperheuristics are able to adapt to the different problems or instances by dynamically choosing
between low-level heuristics during the search, they seem suitable for being used to achieve
the objective described. These hyper-heuristics should be able to give good-quality results
for a wide set of different C S P instances. In other words, we are interested in developing a
ix

more flexible solution model than those presented in previous works. These hyper-heuristics
can be produced through many strategies. We want to explore some of them and analyse their
performance, in order to decide which one are more suitable than others according to some
properties of the instances and the current needs in time and quality.
In this dissertation, three approaches were used to generate the hyper-heuristics. The
first approach uses a decision matrix hyper-heuristic, which contains information about the
low-level heuristic to apply given certain features of the instances being solved. This approach
is limited in scope because it was designed to work with a small set of features but it provided
good results. Later, we studied an evolutionary approach to generate hyper-heuristics. This
model is more general than the decision matrix approach and experiments suggest that it
produces the hyper-heuristics with more quality among the three models described in this
document. Nevertheless, the evolutionary approach requires a significant number of additional
operations with respect to the other models to produce one hyper-heuristic. Finally, a neural
network approach is introduced. The running time of this model proved that the approach is
effective to produce good quality hyper-heuristics in a reasonable time.
The general idea of this investigation is to provide a better understanding of the variable
and value ordering heuristics for C S P and provide various models for hyper-heuristic generation for variable and value ordering within CSP. A l l the models described in this investigation
generate hyper-heuristics that can be applied to a wider range of instances than the simple
heuristics and still achieve acceptable results with respect to time and quality.
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Chapter 1
Introduction
The Constraint Satisfaction Problem (CSP) is a fundamental problem in artificial intelligence,
very important in theory, but also with many immediate applications ranging from vision, language comprehension, scene labelling, knowledge representation, scheduling and diagnosis
(see for example: [81], [306] and [82]). In general, C S P tasks are computationally intractable
(NP hard) [82].
Many methods for solving C S P have been developed and used in the last years. Most
of these methods construct a search tree to find a solution. Each node in the tree represents
one variable in the problem. Because an exhaustive search is impossible for most of real
problems, these methods guide the search by means of low-level heuristics. The selection of
the next variable to instantiate at each stage of the search, and the later selection of the value
for that variable affects the search complexity and represents an opportunity to optimize the
search. Because many heuristics exist, and none of them is able to behave well for all the
instances, the selection of the right heuristic for the current instance is not trivial. Every C S P
contains characteristics that makes it more suitable to a certain heuristic than to others. If
these characteristics can be identified, then the problems would be solved more efficiently.
Hyper-heuristics are a modern approach to take advantage of the selective application of the
low-level heuristics. They deal with the problem of selecting the best low-level heuristic for
a certain problem, given the current characteristics. A hyper-heuristic works as a high-level
heuristic which controls the application of the low-level heuristics in order to use the most
suitable one for the current problem state. Different approaches have been used to generate
hyper-heuristics [39,26,217,218] and they have proved to achieve promising results for many
optimization problems such as scheduling, transportation, packing and allocation.

1.1

Problem Statement and Motivation

The general C S P can be stated as a set of variables X, each one with a corresponding domain
D and a set C of constraints between the variables which specify the combinations of values
that are acceptable (good) and which ones are inconsistent (nogood) [308]. In a general way,
solving a C S P means to find the values for each of the variables in the problem in such a
way that their instantiations do not violate any of the given constraints or to prove that no
1
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solution exists [81]. With regard to their complexity, CSP are problems that belong to the N P Complete class [114] and can be found in a wide range of theoretical and practical applications
which include: scheduling, vision, resource allocation, temporal reasoning, graph theory and
satisfiability (see for example [306], [198], [183] and [108]). Although the C S P are N P complete problems in a general case, there are some instances which are very easy to solve,
but there also exist very hard ones, hard enough that sometimes they are practically impossible
to solve. A s we can notice, sometimes the N P complexity is the worst case of analysis for a
wide class of problems and does not provide enough information about the actual hardness
of certain instances. In terms of hardness, a C S P is hard when a great computational effort
is either required to find a solution or to determine that none exists. Some instances are
easy to solve because of the small number of constraints [289], and there are other instances
where it is obvious that there is no solution due to the highly restricted of the instance. It is
necessary to identify in a clear way which instances are really difficult to solve. The hardness
theory states that, in N P problems, there are one or more order parameters and the really
hard instances take place around some critical values of those parameters [147, 262, 316]. In
other words, this class of problems shows a phase transition, that is an abrupt change from
being easy to hard, and it represents a large increment in the search cost. Some studies have
been developed trying to identify this transition phase, and these studies have shown that
the analysis of the structure of the search space in some of these problems can be helpful to
determine the hardness or easiness of an instance [308, 310]. Also, many studies have been
developed to randomly generate hard instances of binary C S P where to test algorithms (see
for example: [228], [312] and [313]), and these studies have shown that random binary C S P
have very interesting properties which we can use to test CSP algorithms.
Stated as a classic search problem, every C S P can be solved by going through the corresponding search tree associated to the instance [58]. This search can be done by using any
search algorithm for solving graphs. In this way, every variable represents a node in the tree.
Every time a variable is instantiated, the constraints must be checked to verify that none of
them is violated. When an assignation is in conflict with one or more constraints, the instantiation must be undone, and another value must be considered for that variable. If there are no
other values available, the value of one previous instantiated variable must be changed. We
will describe in detail the solution mechanisms for CSP in Chapter 2.
As we can see, when solving a C S P it is impossible to avoid the implicit problem of the
variable and value orderings at the time of the instantiation. The order in which the variables
are instantiated, and the order in which the values for those variables are selected change the
form of the search tree, and then affects the complexity of the search [228]. Based on this,
solving a C S P requires some efficient strategy to select the next variable, in other words, a
form to assign priorities and decide which variable will be instantiated before the others and
then, decide which value to use for it. It is important to find better methods for ordering
these variables and values and then, reducing the complexity of the search. The ordering is so
important, that sometimes, i f we are limited in time, it can represent the difference between
finding a solution or not [219].
It is possible to establish different criteria to order the variables and their values, and
there are two fashions: static and dynamic. In the static ordering, the order of the variables is
set at the beginning of the search and is kept until it ends. It pays no attention to the changing
state of knowledge about the instance during the search. On the other hand, with the dynamic
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ordering, the order of the variables is constructed through the search based on some criteria over the characteristics of the variables left to instantiate. Empirically, many experiments
have proved that the dynamic ordering is more efficient than the static one [85, 228] and the
current literature presents various heuristics designed to dynamically order variables in CSP.
Nevertheless, none of these heuristics has proved to be efficient for all the instances of the
problem. For variable ordering the list of heuristics is significantly shorter and basically it
is done under the assumption that taking the less conflictive value for the current variable is
the best decision. A compilation of variable and value ordering heuristics can be found in
Chapter 2. Because the variable and value ordering dramatically affect the search complexity [152], finding methods to order in an efficient way those variables and their domains is a
very important topic of study.
In order to generate an automated method for any optimization problem, we must produce a solution technique that takes into account the context within which the technique will
be used. It is important to distinguish between two scenarios:
Scenario A . We are looking for the best solutions possible and preferably one that is optimal. A n y slight improvement on the solutions will represent a big difference. We are
prepared to invest time and money to obtain these solutions.
Scenario B . This is not a one-off problem but an instance of a class of problems which we
encounter regularly. We want to use the same method for a number of other problems
without having to spend a lot of time re-adapting the method to each new instance
or new problem tackled. We would much prefer one method as long as the solutions
produced are of acceptable quality across the various problems which we have to solve.
One general method is more efficient to implement than a range of problem-specific
approaches. We require solutions which are good enough (soon and cheap enough) [39].
For the first scenario, it may be worth considering exact algorithms, or the development of meta-heuristic techniques, which, in practice, are often hybridized with problem specific heuristics. Meta-heuristics have proved to be very successful for solving optimization
problems, specially when domain-specific knowledge is incorporated [45]. The advantage of
meta-heuristics in this scenario is that, once the technique has been developed, good-quality
solutions can be produced very quickly. The drawback of meta-heuristics in this scenario,
however, is that in order to apply the same technique to a different problem or instance, one often needs to carry out tuning of the method (sometimes this tuning needs to be extensive) [45].
Hence, problem-specific meta-heuristics are often not readily applicable to a new problem or
instance [63].
In scenario B , we are looking for a technique which can be easily applied to different
problems. This means that we require a method which was not designed for a particular
problem or instance, but is instead applicable to a class of problems or domains. It is important
to let clear that the idea is not to solve all the problems with one method, but a subset of
problems. The aim of using hyper-heuristics is to raise the level of generality [45]. The
overall goal of using hyper-heuristics is to develop systems that can operate at a higher level of
generality, but which can also produce solutions which are competitive with some specialized
methods [45].
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In this investigation, we have focused on scenario B . We are interested in developing
a solution model which is able to generate hyper-heuristics for different instances of CSP.
Hyper-heuristics are an emergent optimization methodology which aims to give a higher level
of flexibility and domain-independence than most current techniques. Hyper-heuristics are
able to adapt to the different problems or instances by dynamically choosing between lowlevel heuristics during the search [14].
The hyper-heuristics produced should be able to give good-quality results for a wide set
of different C S P instances. In other words, we are interested in developing a more flexible
solution model than those presented in previous works. The general idea of this investigation
is to provide one or more hyper-heuristic frameworks that can be applied to a wide kind of
problems (not just the CSP), with few changes.
Then, we are interested in producing methods that are applicable, in the first place, to
a wide range of instances, and that could be applied to other domain problems with little
changes. A s Ross [238] says:
"The broad aim (of hyper-heuristics) is to discover some algorithm for solving a whole
range of problems that is fast, reasonably comprehensible, trustable in terms of quality and
repeatability and with good worst-case behaviour across that range ofproblems".
This is the kind of solutions we are interested in this dissertation.

1.2

Objectives

The general objective of this investigation is to explore different hyper-heuristic approaches
to solve CSP. The aim is to achieve a method which is able to perform well on a wide range
of C S P instances with different characteristics.
To achieve the general objective, some particular objectives must be fulfilled:
• Identify a set of C S P instances which can be used to properly test hyper-heuristics.
• Justify the hyper-heuristic approach for CSP.
• Define a set of low-level variable and value ordering heuristics to be used by hyperheuristics for CSP.
• Identify a set of features that can be used to describe the C S P instances.
• Implement a C S P solver to be used within this investigation.
• Design and implement different hyper-heuristic generation frameworks for CSP.

1.3

Research Questions

There are some question needed to be answered throughout the development of this research.
These questions are:
• Is there an adequate set of parameters that describe the current problem state of different
C S P instances?
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• Under what conditions is value ordering a useful tool when solving CSP?
• What characteristics of the problem state should the hyper-heuristics include to be able
to map a particular instance state to a combination of dynamic variable and value ordering low-level heuristics?
• Are hyper-heuristics adequate for solving hard CSP?
• How is the performance of a good hyper-heuristic for hard instances compared to its
performance on easy instances?
• Do the low-level ordering heuristics used in the research give the hyper-heuristic enough
operations to modify the instances?
• What learning mechanisms should be used to design hyper-heuristics for CSP?
• Can the hyper-heuristics obtained for C S P provide the generality we are looking for and
to be able to solve a broad range of problems?
• Is the generation time of hyper-heuristics worth the effort? Do the quality of the results
justify the generation effort?
• What is the performance of the hyper-heuristics compared against the single low-level
heuristics application?
• How do the hyper-heuristics produced to solve random C S P behave when are applied
to real problems? Are the models that generate hyper-heuristics for random C S P able
to produce good quality hyper-heuristics for real C S P instances?

1.4

Solution Overview

This dissertation explores the applications of hyper-heuristics for constraint satisfaction, specially focused on the task of variable and value selection during the search.
The overall picture of this investigation is related to the fact that many methods for
solving C S P exist, most of them are based on a search approach. When search is implemented
to solve CSP, the order in which the variables are selected and their respective values are tried
affects the complexity of the search. Because an exhaustive search is infeasible because the
space grows exponentially with the number of variables, many heuristic methods exist, but
they are specialized to certain types of the problem.
The solution presented in this investigation provides a more general approach which is
based on the idea of combining methods that perform well only on some instances to obtain a
new strategy that combines the strengths of those methods to perform well on a wider range
of instances. Indirectly, we are trying to provide a more general C S P solver. B y designing
more general methods to order the variables and values within C S P instances, we are at the
same time, designing more general solvers for CSP.
Our solution explores different aspects related to constraint satisfaction. The first one is
the importance of variable ordering and its impact in the cost of the search. The second one,
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is to identify the real implications of value ordering, which many studies claim that it is useful
and many others that it is not. We have identified some situations where value ordering is
important and others where it is useless. The final aspect of this solution is the most important
issue of this dissertation: how can we combine methods to create a hyper-heuristic which is
able to order variables and their values with such a performance that is comparable to the best
result of a set of low-level heuristics?
The hyper-heuristics constructed and described in this investigation construct a solution
from scratch. This hyper-heuristics have the characteristic that they work on a tree search.
In other investigations, a hyper-heuristic decides to move and later it accepts or rejects the
movement, based on the performance obtained. In hyper-heuristics for CSP, a bad decision
may still get to a solution, and then, it is not possible to measure its performance as in other
domain problems. In this investigation, the hyper-heuristic is applied to construct a tree, a tree
that guides and decides the performance of the next decision of the hyper-heuristic.
The solution described in this dissertation presents various strategies to construct hyperheuristics, starting from the simple idea of using a different heuristic decided by a random
choice at some points of the search, until we get to more complex generation strategies, involving neural networks and genetic algorithms. Constructing a good quality hyper-heuristic
is not only a matter of combining low-level heuristics at random or by impulse; it is the result
of a previous analysis and the theory that using a certain low-level heuristic at one specific
moment has a good chance to produce a small subtree during the rest of the search.
Finally, it would be useless to construct new methods to solve C S P without the proper
tests of performance. Our hyper-heuristics were tested on a wide set of instances, both from
random C S P generators and non-random instances taken from public repositories.

1.5

Main Contributions

This dissertation studies aspects that have never been explored before regarding hyper-heuristics and CSP. The most important contribution is the generation and analysis of various general
models to produce hyper-heuristics based on a search tree. In this research we have use them
in the domain of CSP, but these models can be applied to any domain by just providing a set
of features that describe the problem state, a set of low-level heuristics and a set of instances.
In a more detailed description, the contributions of this investigation are:
Branching factor on CSP search. We briefly explored the different branching schemes
used in the literature to go through the search tree. We found evidence that supports the
idea that k-way branching is more efficient than 2-way branching on random instances.
The analysis of hyper-heuristics within a search tree. The hyper-heuristics developed in
this dissertation are meant to work together with a tree search. The implications of
using different schemes of decision points, it is, the number of times a hyper-heuristic
has to decide which low-level heuristic to apply, were studied and their consequences
in the running time were discussed.
The definition of vector hyper-heuristic. The definition of the vector hyper-heuristic and
the analysis of the heuristic space presented in this document is one of the main contributions of this dissertation. Many studies about hyper-heuristic generation have been

1.6. THESIS ORGANIZATION

7

presented before, but just a few exist that consider the space of heuristics and the complexity of finding a good quality hyper-heuristic are found in the literature.
The analysis of variable and value ordering for CSP. A n extensive analysis of the impact
of variable and value ordering for C S P is presented in this dissertation. We focused
our attention on the interactions of variable and value ordering and the regions of the
space where they achieved the better results. This analysis served as a basis for the
comparison of methods and to propose a very simple hyper-heuristic framework which
is based on a probabilistic decision matrix.
The description and generation of three frameworks to generate hyper-heuristics. These
frameworks were described and implemented by incorporating different generation models. Each model produces hyper-heuristics for variable and value ordering according to
different criteria and with different demands of resources. For example, the evolutionary
framework requires more time to generate one hyper-heuristic compared to the decision
matrix and the neural network framework. A l l these frameworks explore the space of
heuristics and find good combination of low-level heuristics to form hyper-heuristics
for variable and value ordering for CSP.

1.6

Thesis Organization

The following chapters of this dissertation present, in a more detailed manner, all the technical
details that are relevant to this document.
Chapter 2 provides a deeper and more detailed explanation about C S P and the methods
used to generate and solve them. Also, a compilation of the past investigations about hyperheuristics is presented, stressing the learning mechanisms used and the domain where each
implementation was applied in.
In Chapter 3 we explain the methodology used during this investigation. In this chapter,
the phases of the research are described along with their justification.
Chapter 4 explains in detail how the distinct variable and value low-level ordering
heuristics work, their drawbacks and strengths. This part of the dissertation may work as
a tutorial to variable and value ordering for CSP.
In Chapter 5 we present some preliminary experimentation to compare the performance
of the low-level heuristics on either random instances produced with various generators and
structured instances taken from public benchmarks. In this chapter we discuss the basic ideas
about how to produce a pattern that maps features to heuristics.
A more formal concept of hyper-heuristic for C S P is presented in Chapter 6. In this
chapter we also discuss the hardness of finding a good hyper-heuristic for variable and value
ordering in CSP, the features used to describe the problem instances and how they change as
the search progresses. Finally, three simple hyper-heuristics are described, implemented and
tested. These hyper-heuristics exploit some patterns that map from C S P features to low-level
heuristics.
Chapter 7 presents the first of three frameworks to generate hyper-heuristics for variable
and value ordering within CSP: the decision matrix hyper-heuristic framework. A brief story
about the framework and how it was developed is provided before describing the framework
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and the decision matrix hyper-heuristics in detail. The hyper-heuristics generated were tested
on different instances providing encouraging results.
Chapter 8 presents a framework that uses an evolutionary approach to produce hyperheuristics. The framework is described and analysed and a set of experiments and results is
provided.
The neural network hyper-heuristic framework is described in Chapter 9. In the first
place we present the evolution of the approach and the changes it has suffered from the first
ideas until the current description given in this document. Later, some experiments are performed and the quality of the neural network hyper-heuristics is evaluated.
A condensate of the main results and the final analysis of the performance of the different
frameworks and hyper-heuristics is presented in Chapter 10.
Finally, Chapter 11 provides the conclusions derived from the work developed during
this investigation. Along with the conclusions, some alternatives to continue the search and
their respective challenges are described.

Chapter 2
Related Background
This section provides the background information related to this research such as CSP, genetic
algorithms, neural networks and hyper-heuristics.

2.1

Constraint Satisfaction Problems

In this section we will present a more formal definition of the CSP. First we will introduce
the concepts of domains, assignments and satisfying in terms of set relations and later we will
present the most used solution methods.

2.1.1

Definitions

The domain of a variable is a set of all possible values that can be assigned to the variable.
If x is a variable, then we use D to denote the domain of it [208, 286]. When the domain
contains numbers only, the variables are called numerical variables. The domain of a numerical variable may be restricted to integers, rational numbers or real numbers. For example,
the domain of an integer variable is an infinite set { 1 , 2 , . . . } . If the domain contains boolean
values only, the variables are called boolean variables and the domain of a boolean variable is
the set {true, false}. When the domain contains an enumerated type of objects, the variables
are called symbolic variables. For example, a variable that represents the days of the week is
a symbolic variable which domain is the finite set {Monday, Tuesday, Wednesday, Thursday,
Friday, Saturday, Sunday} [286].
A label is a (variable, value) pair that represents the assignment of the value to the
variable. In this research, we use (x, v) to denote the label of assigning the value v to variable
x. This representation is only meaningful i f v is in the domain of x (i. e. v E D ).
A compound label is the simultaneous assignment of values to a (possibly empty) set of
variables. We use
vi), (x , v ), • • •, (x , v )) to denote the compound label of assigning
V-L, v ,..., v to x i , x ,..., x , respectively [286].
Since a compound label is seen as a set, the ordering of the labels in the representation
is insignificant. In other words, the compound label ({x, a), (y, b), (z, c)) is treated exactly
as the same compound label as ((y, b), (x, a), (z, c)), ({z, c), {x, a), (y, b)), etc. Besides, it is
important to remember that a set does not have duplicate objects.
x

x

2

2

n

2

2

n

n

n
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A fc-compound label is a compound label which assigns k values to k variables simultaneously [286]. The variables of a compound label are the set of all variables which appear in
that compound label:

2.1.2

Formal definition of CSP

A C S P is composed by a finite set of variables, each one with its corresponding finite domain
of values. It also contains a series of constraints which restricts the values that those variables
can simultaneously take. Here we will present a more formal definition.
A C S P is a triple [286]:
(X,D,C)
where:
• X is a finite set of variables x±, X 2 , . . . , x ;
n

• D is a function that maps every variable in X to a set of objects of arbitrary type:
D : X —»• finite set of objects (of any type). We shall take D as the set of objects
mapped from x by A - These objects are called possible values of Xi and the set D
the domain of x .
Xi

t

Xi

{

• C is a finite (possibly empty) set of constraints on an arbitrary subset of variables in X.
This kind of CSP is sometimes referred as the consistent labelling problem. Some C S P
contain variables that have infinite domains (e. g. numerical variables). There are also instances where the set of variables could change dynamically (depending on the value that one
variable takes, different sets of new variables could emerge).
The main task in a C S P is to assign a value to each variable such that all the constraints
are satisfied simultaneously or to prove that no such assignment exists. A solution tuple is a
compound label for all those variables which satisfy all the constraints. A C S P is satisfiable i f
a solution tuple exists. Depending on the requirements of an application, C S P can be classified
into the following categories [286, 81]:
1. C S P in which the goal is to find any solution tuple.
2. C S P in which the goal is to find all solution tuples.
3. CSP in which the goal is to find optimal solutions, where optimality is defined according
to some domain knowledge.
In this research we will focus on C S P in which the goal is to find any solution tuple.
A n instance is said to be fc-consistent if and only if for any (k — 1) variables, each
consistent (k — l)-tuple assignment to the (k — 1) variables can be extended to a consistent
A>tuple assignment to any other k variable. A C S P instance is called strongly A;-consistent i f
and only i f it is j-consistent for each j < k. O f special interest are the strong-A; consistencies
for A; = 1, 2,3, also known as node-consistency, arc-consistency and path-consistency [183].
th
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Constraint Representation
A constraint can be represented in many different ways. The two most used forms of representing constraints are:
In intension. Constraints with numerical values can be represented by equations or inequalities [134]. For example, a binary constraint C may be represented as x + y < 10.
xy

In extension. A n y constraint may be expressed as the set of all legal (or illegal) compound
labels for the subject variables.
A constraint can affect any number of variables from 1 to n (where n is the number of
variables in the problem). The number of affected variables is the arity of the constraint [261,
155].
In general, there are many possible ways of modelling a problem as a CSP. Each model
might contain a different set of variables, domains and constraints. The choice model can
have a large impact on the time it takes to find a solution [29]. One important decision is the
arity of the constraints used. A unitary constraint (a constraint that only affects one variable)
can be used to remove any value which does not satisfy the constraint from the domain of
the variable at the outset. Since unitary constraints are dealt by preprocessing the domains of
the affected variable, they can be ignored thereafter [261]. Binary constraints affect at most
two variables. If all the constraints in a C S P are binary, the variables and the constraints can
be represented in a constraint graph (also known as constraint network). The nodes of the
graph represent the variables and the edges between the nodes represent constraints between
variables [261]. A binary CSP is a C S P with unitary and binary constraints only.
A C S P with constraints not limited to unitary and binary will be referred as a non-binary
(or general) C S P [286]. Although a problem may be naturally modelled with non-binary
constraints [112], these constraints can be easily and automatically transformed into binary
constraints and researchers have traditionally focused on binary constraints [249]. Because
any constraint of higher arity can be expressed in terms of binary constraints, binary C S P are
representative of all C S P [261]. Most of the research done in constraint satisfaction assumed
that constraint problems can be exclusively formulated in terms of binary constraints [23].
While many academic problems fit this condition, many real problems include non-binary
constraints. Modelling a problem with non-binary constraints has several advantages. It facilitates the expression of the problem and enables a more powerful constraint propagation
as more global information is available [250]. Most of the C S P search algorithms have been
designed specifically for binary constraints, and furthermore, like all modelling decisions, the
choice of binary or non-binary constraints has a significant impact on the time it takes to solve
a C S P [9].
Any non-binary C S P can polynomially be converted into an equivalent binary C S P [87,
80, 242, 221]. In practice, however, it presents serious drawbacks concerning spatial and temporal requirements, which often make it inapplicable. The translation process generates new
variables, which may have very large domains, causing extra memory requirements for algorithms. In some cases, solving the binary formulation can be very inefficient [10, 305]. In any
case, this forced binarization usually generates unnatural formulations [23]. A n alternative
approach consists of extending binary algorithms to non-binary versions to be able to solve
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non-binary problems in their original formulation. This approach eliminates the transformation process and its drawbacks, but raises other issues. The main issue is how these binary
methods can be generalized into new non-binary ones. For some algorithms, this extension
presents no conceptual difficulty; their binary definitions allow only one possible non-binary
generalization [23]. For other algorithms, several generalizations are possible.
The two most studied methods to transform a non-binary C S P into an equivalent binary
C S P are the dual and hidden transformations [87, 242]. The dual transformation comes from
the relational database community and was introduced by Dechter and Pearl [87]. In the dual
transformation, the constraints of the original formulation become variables in the new representation. The new variables are referred as dual variables, and the variables in the original
C S P are called original variables. The domain of each dual variable is exactly the set of tuples
that are in the original constraint relation. There is a binary, called dual constraint, between
two dual variables i f the two original constraints share some variables. A dual constraint prohibits pairs of tuples that do not agree on the shared variables. The transformed instance can
be represented as a constraint graph, which is referred as dual graph. More recently, Pang and
Goodwin [221] proposed a generalization of the dual graph. They called their generalization
w-graph. The o;-graph is simpler than the dual graph in terms of cyclicity, width and number
of nodes.
The hidden transformation, on the other hand, was proposed by Rossi et al. [242], who
showed that binary relations have the same expressive power than non-binary relations. In
the hidden transformation, the set of variables consists of all the ordinary variables in the
original formulation with their original domains plus all the dual variables as defined by the
dual transformation. There is a binary constraint, called the hidden constraint, between a dual
variable and each of the ordinary variables in the constraint represented by the dual variable.
A hidden constraint enforces the condition that a value of the ordinary variable must be the
same as the value assigned to it by the tuple that is the value of the dual variable.
Independently of the formulation, we must recall that a higher arity cannot be interpreted
as having more difficult constraints [249].
Examples of Problems that Can Be Modelled as CSP
Many problems can be represented as CSP. These problems include: graph colouring, propositional satisfiability and scheduling, among others.
Graph Colouring
The graph colouring problem consists of a graph, a specified number of colors and the
requirement to find a color for each node in the graph such that no pair of adjacent nodes has
the same color [149]. The task is to assign colors to the vertices of an undirected graph such
that adjacent vertices are not assigned the same color [289]. Graph colouring has received a
considerable attention and a large number of methods have been developed to solve it [191,
156, 256], including specific techniques that rely heavily on the use of heuristics.
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Propositional Satisfiability
The first computational task shown to be NP-hard by Cook [59] was propositional satisfiability (SAT). SAT is a special kind of C S P [180]. Given a formula of the propositional
calculus, the task is to decide i f there is an assignment to its variables that makes the formula
true according to the usual rules of interpretation [257]. Consider a set of boolean variables
{xi,x ,...,
x }, a literal / is a variable x or its negated form x, a clause c is a logical OR of
some literals such as x\ V x V x^. A propositional formula F in conjunctive normal form
(CNF) is a logical AND of several clauses such as q A c A . . . A c . F is often simply written
as a set { q , c ,..., Cm}. In SAT, the task is that given F, testing whether the clauses in F can
all be satisfied by some consistent assignment of truth values {true, false} to the variables.
2

n

2

2

m

2

Scheduling
The problem of scheduling a collection of tasks and activities is another problem that
can be modelled as a CSP. In this problem, a list of tasks is given, together with specified constraints on which tasks can be carried out at the same time, which tasks must precede which
others, and so on. To solve the problem, it is required to find an assignment of times to each
task which satisfies all of these constraints simultaneously. A good introduction to scheduling
as a C S P can be found in [291].
Frequency Assignment Problem
The frequency assignment problem [97] is another important problem which can be
modelled as a CSP. In this problem, an arrangement of radio transmitters and receivers is
given, together with a description of how the signals from each transmitter propagate to each
receiver. To solve the problem, it is required to find an assignment of one (or more) available frequencies to each of the transmitters such that, when each transmitter broadcasts at
its assigned frequency, the desired signals can be received at each receiver without excessive
interference from other, unwanted signals. Typically, this means that transmitters which are
geographically close must be assigned frequencies which are widely separated. The frequency
assignment problem can be formulated as a C S P in many different ways, see for example [97].

2.2

Solution Methods for CSP

Solving a C S P requires to determine i f there exists a solution to the problem or to prove that
there is none [246]. The algorithms for solving a C S P usually fall into two categories: local
search algorithms and systematic algorithms [160]. From these two categories, the systematic algorithms are the most popular technique to solve CSP. A more detailed description of
solving methods for C S P can be found in [189], [203], [175], [286] and [227].
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Local Search Algorithms

Local search algorithms perform an incomplete exploration of the search space by repairing
infeasible complete assignments (see for example: [190], [256], [252], [138] and [126]). A s
soon as a decision is suspected to lead to a dead-end, it can be undone, without having anything
else to prove. Local search algorithms are capable of following a local gradient in the search
space. In terms of response time, they seem to be more efficient than the systematic algorithms
to find the first solution [160].
The efficiency of any local search algorithm for C S P depends on three things [101]:
1. The size of the search space (the number of variables and the size of their domains).
2. The search surface (the structure of each constraint and the topology of the constraint
graph).
3. The heuristic used to guide the search through local improvements.
In choosing a new value for a variable, the most obvious heuristic is to select the value
that results in the minimum number of conflicts with another variable: the Min-Conflicts
heuristic [191, 190]. Min-Conflicts is a very effective heuristic for many CSP, specially when
given a reasonable initial state.
One very important feature of local search methods is that they can be used in an online
setting when the problem changes [245]. If during the solution procedure something in the
problem specification changes, all we have to do is to start from the current state and solve
the new instance.

2.2.2

Systematic Algorithms

Systematic algorithms explore the tree search which is based on the possible values for each of
the variables of the problem [58]. These algorithms start from an empty variable assignment
that is extended until obtaining a complete assignment that satisfies all the constraints in the
problem [160]. From this perspective, it is possible to use methods for search in graphs to
solve C S P [207]. For small problems, it is feasible to explore the complete search space
and find the optimal solution. For large problems (as most of the real problems are) it is not
possible to run an exhaustive search due to the exponential growth in the search space with
respect to the number of variables and the time needed to explore it [142]. Thus, every C S P
can be treated as a classic search problem over a search space and can be solved using any
of the conventional search methods like Depth First Search (DFS) [245]. For example, i f we
use D F S to find a solution to a certain instance, it can be seen that the branching factor in the
search grows more than exponentially in the number of variables. A t the first level of the tree
there are nm nodes because each node can take any of the m = \D\ possible values. In the
next level there are (n — l)m nodes and so on until we get to the level n where there are n\m
nodes when the number of possible assignations is only m . If the search tree takes only one
variable per level, the number of nodes in the tree is reduced to just m [51]. This implies
that the variables should be ordered in some way and the order will be followed sequentially
to instantiate all of them until a solution is found or we prove that there is not any solution
n

n

n
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at all. The basic search algorithm for C S P is called chronological backtracking, or simply
backtracking [129, 27] and is a general search strategy widely used in the literature [269, 82].
This algorithm takes one variable at the time and considers only one value for it. If the
assignation is in conflict with one or more constraints, another value is selected. If at any
point i n the search there is not any valid value for that variable, the algorithm backtracks and
assigns a new value to the previously instantiated variable. With these backward movements
the algorithm tries to undo the path once a failure has been detected, and go to upper levels
until it gets to a variable where it is possible to change its value and continue the search from
that node. Backtracking is, in the simplest version, a non informed search, which makes
the time for most of the problems grow exponentially with the number of variables. The
worst case of backtracking occurs when no solution exists solely because of an inconsistency
between the last variable instantiated and the other variables. The number of pair tests is at
most the number of leaves on the search tree m , times the number of constraints e = \C\,
and so backtracking is 0(em ) [184]. This result emphasizes the the importance of reducing
the domain size m as much as possible.
n

n

Branching Strategies
Two approaches can be used to expand the search tree: 2-way and d-way branching. Most
search algorithms use d-way branching, in which an instance P is solved as follows. Select
a variable x with domain D = {vi, v , • • •, v }. For each v € At, we restrict P by setting
x = v, and recursively try to solve the restricted instance. P has no solution i f and only i f
none of the m restricted versions do [154]. In 2-way branching, the first choice point creates
two alternatives, x = v and x ^ v\. The first (left branch) is explored; i f the branch fails,
or i f all solutions are required, the search backtracks to the choice point, and the right branch
is followed instead. Crucially, the constraint x ^ v\ is propagated, before a second point is
created between x = v and x ^ v , and so on.
With binary branching, the subtrees resulting from successive assignments to a variable
are not explored independently; propagating the removal of a value from the current domain of
the variable on the right branch can lead to further domain reductions. This propagation affects
the search when future values of the variable are considered. Hence, the order in which values
are assigned affects the search [267]. A s we will see later, the same effect can be produced
in d-way branching i f we use any constraint propagation scheme (see Section 2.2.2 for more
information). Thus, the order in which the values are assigned is important independently of
the branching scheme.
Any strategy for d-way branching can be simulated by a 2-way branching strategy with
no significance loss of efficiency [154]. In most cases, with 'standard' variable and value
ordering heuristics, 2-way branching ends up simulating d-way branching [222]. To see
why, consider pure 2-way backtracking with variable ordering based on the M R V heuristic
(a heuristic that selects the variable with the smallest domain size). If we select variable x because it has the smallest domain size m, the second recursive call (right branch) will produce
an instance where x has also the minimum domain size (m — 1). Smith and Sturdy studied
the effect of changing the value ordering heuristic in 2-way branching, comparing the performance to d-way branching. Their finding was that 2-way branching, even with the worst value
ordering, is not worse than d-way branching [270, 266]. Nevertheless the apparent difference
x

2

x

2

2

m
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in the quality of the results, most of the research performed on C S P has used d-way branching,
and only a few extra studies on the comparison between 2-way and d-way branching strategies
have been reported [222, 270, 154].
When trying to optimize the search, we will attempt to reduce the search effort in terms
of some parameter we decide to use. Based on the current state of the search, two policies are
clearly identified [303]: (1) when search is in a state that has solutions i n its subtree, search
effort will be minimized by making decisions to remain on a path to a solution; (2) when the
search enters a state where the subtree does not contain any solutions, then the search effort
will be minimized by failing as quick as possible to leave that branch [303].
Many improvements to chronological backtracking have been proposed, and they can
be conveniently classified as look-ahead and look-back schemes [180, 86, 84]. Look-ahead
schemes include functions that choose the next variable to be instantiated, choose the next
value to be tried for the selected variable and reduce the search space by maintaining a certain
level of local consistency during the search (see for example: [139], [208], [11] and [24]).
Conversely, look-back schemes are designed to learn from conflicts in order to avoid the same
conflict situations occurring later in the search [31]. Based on experimental analysis, these
two paradigms are usually considered as not entirely orthogonal. More precisely, the enhancement of look-ahead techniques is sometimes counter-productive to the effects of look-back
techniques [273, 226, 11, 24, 56]. There are other improvements which cannot be classified
into one of these categories, for example: randomization, restart strategies and decomposition
methods.

Look-ahead Schemes
Look-ahead schemes are related to the future of the search process. They try to minimize
the future search effort by means of good variable and value selection, and by reducing the
domains of the variables according to the current instantiations.
Variable and Value Ordering Heuristics
Non trivial problems still need the adoption of heuristics to speed up the search and find
solutions with acceptable use of resources (time and/or space) [61]. Heuristics follow certain
principles to guide the search and their implementation usually depends on the specificities
of the problems (or even the problem instances), and is more often an art than a science [61].
Variable and value ordering heuristics are effective techniques to reduce the search effort for
solving C S P but their results vary from instance to instance, they tend to be very specialized
for some kinds of problems. A t present, there is not a clear way to classify these heuristics
other than in terms of features of the problem their discriminate, such as number of constraints
and domain size, or they overall effect on efficiency [300]. Variable and value ordering heuristics complement each other. If value selection is done well and the problem is solvable, there
will be few choices leading to dead-ends and backtrack. Thus, it will be relatively less i m portant for the overall search cost that the occasional incorrect choices are pruned quickly by
good variable ordering heuristics. Conversely, i f the value selection has many errors, or the
problem is not solvable, then variable ordering will be particularly important to limit the cost
of the many incorrect choices by rapidly uncovering conflicts [145].
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Further in this section we provide an extensive description of the most used heuristics
for variable and value ordering within CSP.
Constraint Propagation
Constraint propagation [105] is a general term to propagate the implications of the constraints and one instantiated variable among the others [245]. Constraint propagation techniques increase the efficiency of the search by reducing the domains of the variables during
the search. The reason why they do not always lead to improved performance is because they
also tend to increase the number of consistency checks performed at each node [6]. The constraint propagation should be done quickly, because it is not useful i f it takes more time to
propagate de effect of the constraints than doing the search without the propagation [57, 255].
How much constraint propagation is useful? Deciding the level of consistency that
should be enforced on C S P is not evident. Generally speaking, backtracking will benefit
from representations that are as explicit as possible, having higher consistency level. However, the complexity of enforcing strong-A; consistency is exponential in k. A s a result, there
is a trade-off between the effort spent on preprocessing and the one spent on search [81]. A s
observed, although conceptually simple, pruning values during the search has rather profound
computational effects. Different amounts of computation can be devoted to detect inconsistent
values. Once a value is known to be inconsistent, it is usually removed from the domain and
this can yield exponential savings in the search of the subtree below [8].
Many algorithms have been developed to perform constraint propagation. A l l the constraint propagation algorithms remove the values that cannot appear in any solution to reduce
the search space before or during the search. The following is a list of the most common
methods used in the literature.
Forward checking (FC) [139] combines backtracking search with a limited form of arcconsistency maintenance. Arc-consistency guarantees that any value of the domain of a variable can be found in at least a support in any constraint [30]. Reducing the sizes of the
domains should make the problem easier to solve [33]. F C works as follows: when a variable
x is instantiated the algorithm must look at each non instantiated variable y connected to x
through some constraint and deletes from the domain of y all the values that are in conflict
with the current value of x. If there are no more valid values for x the process executes backtracking and the search continues. F C uses information about the constraints to reduce the
search space. Although F C detects many inconsistencies, it does not detect them all because
it only checks the variables directly connected to x. F C is an algorithm which does the minimal amount of constraint propagation in the sense that it performs the minimal amount of
look-ahead needed to avoid having to look back. According to [24], F C is the algorithm that
performs the right amount of filtering.
A n improved version of F C was initially proposed by Zweben and Eskey [324] and
subsequently presented independently by Dent and Mercer [88]. This algorithm has been
called minimal forward checking, which was proposed as the lazy version of F C . Minimal F C
avoids doing consistency checks until they are absolutely necessary.
Another important technique for constraint propagation is Maintaining arc-consistency
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( M A C ) [247, 248]. M A C gives a fast method for constraint propagation and is substantially
stronger than F C . This technique verifies that all the arcs among the constraints are consistent
(i. e. it maintains arc-consistency in the whole instance). A n arc between variables x and
y is consistent if, given the current domains for these variables, for each value of x exists at
least one value of y that is consistent to it. The arcs are made consistent by deleting from the
domain of y those values that have no consistent value in the domain of x. M A C uses the
same basic framework as F C , alternating search and consistency inference steps, but differs
conceptually in two aspects:
• The instance is made arc-consistent initially.
• When a new variable is assigned a value, all the other values in the domain are eliminated and the effects of removing them are propagated through the instance as necessary
to restore full arc-consistency.
F C makes arc-consistent any constraint involving the last assigned variable and exactly
one future (uninstantiated) variable while M A C makes arc-consistent any constraint of the
problem (then, the whole problem is arc-consistent) [177]. Also, Sabin and Freuder [247]
showed that M A C can outperform forward checking on hard instances of CSP.
Within the category of maintaining arc-consistency methods, the family of methods A C
has been developed. The most representative of the methods within this family are A C 3 and
A C 4 . The A C 3 algorithm is the basic and most widely used arc-consistency enforcing algorithm for CSP. The A C 3 algorithm was proposed by Mackworth in 1977 [183] as a generalization and simplification of the earlier filtering algorithm of Ullmann [290] and Waltz [306],
known as A C 2 . Before A C 2 , A C 1 (which is a brute force algorithm [185]) was used to maintain arc-consistency. Given any C S P with n variables, m values in the domain of each variable,
and e constraints, the complexity of A C 1 is 0(enm ). The strength of A C 3 lies in that it is
simple, empirically efficient, extensible and easily implemented [302, 321, 30]. A C 3 can be
both a constraint-oriented [183] and a variable-oriented propagation algorithm [187]. This
algorithm has a worst case complexity bound that is significantly better than the complexity
of a strategy of scanning all pairs until no inconsistencies are found. The optimal worst case
complexity of A C 3 is 0(em ), where e is the number of constraints and d the uniform domain
size.
3

3

After A C 3 , many algorithms have been developed for maintaining arc-consistency such
as A C 4 [197], A C 6 [21] and A C 7 [22], all of them written with a value-oriented propagation
scheme [25]. These last algorithms have even a better worst case complexity which is optimal
in the general case: 0(em ). Even though various arc-consistency algorithms exist, they are
not used as frequently as A C 3 or A C 4 . A related problem concerns the order in which the values are checked for consistency. Certain heuristics can produce a marked improvement in the
performance of A C 3 [304]. On the other hand, it was once claimed that A C 4 was value orderindependent but it was later proved that both A C 3 and A C 4 provide opportunities for ordering
to be effective, so these heuristics are important regardless of the algorithm chosen [302].
2

Also, more elaborated algorithms for propagating constraints exist. Bessiere and Regin
proposed the AC2000 and AC2001 algorithms, which like A C 3 , accept both constraint-oriented
and variable-oriented propagation schemes [25]. AC2000, like A C 3 , is free of any data structure to be maintained during the search. AC2001, requires an extra structure when implemented. Both algorithms reach an optimal worst case time complexity [25]. More recently,
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new algorithms as AC2001/3.1 [25, 321], A C 3 d [292], AC3.2 [176] and AC3.3 [176] were
designed to guarantee arc-consistency.
The historical development has led to the impression that at each stage, when a new algorithm emerges, it is superior to the previous algorithms in terms of efficiency. Nevertheless,
because the main results are based on the worst case asymptotic behaviour, it is not clear that
one of the latest algorithms (which are better than A C 3 in this sense), are actually better for a
given problem or even on average [302]. For example, Van Hentenryck remarks that A C 4 is
better for some problems, and A C 3 for others [298].
Arc-consistency can also be used as a solution method for CSP without the need of any
search. In this case, i f after the constraint propagation only one value is assigned to any of
the variables, that assignment is part of the solution (in case there is one). If all the variables
are given only one value, that is the solution to the problem. Nevertheless, the empirical
evidence suggests that this technique is usually more expensive than search [185]. Thus, it is
common to combine search with arc-consistency. Arc-consistency is then mainly used only
as a constraint propagation scheme to reduce the search space.
Look-back Schemes
Backtracking does not intent to use the constraints to reduce the search space. It is an exhaustive search that systematically explores the whole search tree. It is complete because it is able
to find the solution if one exists and every solution found will not violate any constraint, so the
algorithm is also reliable. The algorithm explores a whole branch before exploring the others.
Because this process covers the tree from top to bottom, and once a variable has changed its
value the search continues with no warranty that this new step in the search will lead to a
solution, the procedure may require too much time [219]. It is because of this that many modifications have been made to the simple backtracking algorithm to optimize it. Nevertheless,
the computational cost of applying these modifications is sometimes high.
Look-back schemes basically try to learn from previous mistakes in the search and try
to avoid them in future decisions. The most important look-back techniques are related to
the way the backtracking can be improved. Intelligent backtracking [36, 17, 37] (also referred as selective backtracking and directed backtracking [86]), is a name to describe a set
of techniques that implement backtracking, but they do not return to the previous instantiated
variable but the one that is relevant to the variable that caused the problem. These algorithms
do not spend time with irrelevant instantiations and directly return to the problematic one.
The next is a revision of the most common intelligent backtracking mechanisms used in
C S P investigations:
Backmarking
Backmarking [115] is a version of backtracking that attempts to minimize the number of
redundant consistency checks during the search without changing the search space that is explored. B y recording, for each value of a variable, the shallowest (variable, value) pair with
which it was inconsistent, i f any, backmarcking can eliminate the need to repeat unnecessarily
checks which have been performed before and will again succeed or fail [109].
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Backjumping
One of the most recurrent intelligent backtracking algorithms cited in the literature is
backjumping [116, 117, 79, 84]. Backjumping [117] is a technique that reduces search space,
therefore increasing efficiency. While backtracking always goes up one level in the search
tree when all values for a variable have been tested, backjumping may go up more levels.
Backjumping uses a marking technique that maintains, for each variable, a pointer to the
highest level variable with which any value of the current variables was found to be incompatible. Backjumping then, attempts to minimize the number of nodes visited within the search
and consequently reduce the number of consistency checks performed during the search process [227]. Indeed, backjumping is a complete algorithm that always expands fewer nodes
than chronological backtracking [125].
Conflict-directed Backjumping
Conflict-directed backjumping was proposed by Prosser in [227]. One important observation about conflict-directed backjumping is that, simultaneously increasing the level of
local consistency even further to arc-consistency and improving the dynamic variable ordering heuristic diminishes the effects of conflict-directed backjumping [24]. If arc-consistency
is maintained and a good variable ordering heuristic is used, conflict-directed backjumping becomes useless [56]. Thus, the number of nodes saved by using conflcit-directed backjumping
depends on the variable ordering heuristic used [11, 227]. Also, given the same deterministic variable ordering heuristic, conflict-directed backjumping never visits more nodes than
chronological backtracking [173].
Dynamic-backtracking
Dynamic backtracking [125] is another useful improvement to the basic backtracking
algorithm. With dynamic backtracking, we can retain the values selected for the variables that
are jumped over, and then move the backjumped variable to the end of the partial solution in
order to replace its value without modifying the values of the variables that followed it. In
other words, with dynamic backjumping, one moves back to the source of the failure in the
search without erasing the intermediate work [16].
Graph-based backtracking
Graph-based backjumping extracts knowledge about dependencies only from the constraint graph. Whenever a dead-end occurs at a particular variable x, the algorithm backtracks
to the most recent variable connected to x in the graph [79].
Other Improvements to Systematic Methods
Other techniques to improve systematic methods include restart approaches, randomization
and decomposition methods.
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Randomization and Restarts
Small changes to a variable or value ordering heuristic, such as the change in the ordering produced by the tie breaking scheme can lead to great differences in running time [311].
Two instances may be identical, except for the order in which the variables and values are
ordered. A particular complete search algorithm may solve the first in seconds and require
hours or days to solve the second [131]. A s we can observe, there is a large variability in the
performance of different heuristics on the same instance. A common intuitive understanding
of this extreme variability is that a bad decision may force the search to refute a very large
inconsistent subtree, causing considerable thrashing [153]. A technique called randomization
and restarts has been proposed to take advantage of this variability of performance in combinatorial problems [181, 141, 130]. With this technique, a random ordering (or it can be a
modification of a given 'good' ordering provided by some unstable heuristic) should be used
to select the variables and then, i f the search is taking more time, space or steps than certain
predefined bound, the search is restarted and a new ordering is created [311]. The problem
with these methods is that we cannot know in advance how many random orderings we must
try before concluding that the instance is unsolvable and, if no solution is found, we cannot
guarantee that the instance is unsolvable unless all the orderings had been tried.
Decomposition Methods
Decomposition methods keep the problem representation intact, and attempt to exploit special features of the constraint graph which admit simple solutions. The cycle-cutset
method [79] is based on identifying a set of nodes that, once removed, would render the
constraint graph cycle-free. The cycle-cutset method is based on two facts: one is that the
tree-structured C S P can be solved very efficiently [86, 106, 184], and the other is that variable instantiation changes the effective connectivity of the constraint graph. When a group of
variables constitute a cycle-cutset, the remaining constraint network is cycle-free, and any efficient algorithm for solving constraint problems is applicable. Thus, a general way of solving a
problem whose constraint graph contains cycles is to instantiate the variables in a cycle-cutset
in a consistent way and solve the remaining tree-structured problem by a tree algorithm.
The problem with this method is that, in most practical cases, more than one variable is
required to cut all the cycles in the graph.

2.2.3

Soft Computing to Solve CSP

Soft computing is a term used in informatics to refer to many techniques commonly used to
handle partial or inexact information. Soft computing includes: evolutionary computation,
swarm intelligence and neural networks. Some researchers have used soft computation to
solve C S P and other combinatorial problems. The most significant ones include evolutionary computation [77, 95, 100, 68], neural networks [4, 307, 158, 204] and swarm intelligence [253, 271, 254, 294]. These approaches represent an alternative to find a solution for
C S P sometimes faster than with traditional search methods.
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Evolutionary Computation
Various studies have used evolutionary computation to tackle C S P [186, 69, 293, 323, 277,
53]. In this approach, a genetic algorithm is usually used to directly find a solution to the
problem or well a variable ordering to be used during the search. Moriarty also used an
evolutionary neural network for variable ordering in C S P [201]. Another approach was developed by Hemert [295], where he uses a small population of about 10 individuals with an
algorithm called the microgenetic iterative descend [32]. The scheme proposed by Hemert is
based on the idea of using heuristics and breakout mechanisms to solve CSP. Zou et al. [323]
proposed a dynamical evolutionary algorithm to solve constrained optimization problems. In
their approach, the population of the genetic algorithm is composed by particles, and each
particle is assigned a momentum and an activity by simulating the molecular kinetic theory.
These two quantities are later used during the selection process. More recently, Terashima
et al. [281, 279, 215] have proposed a hyper-heuristic model for variable ordering in C S P
and their results show that the model still has to be refined to achieve better results but the
current results are promising. Cebrian and Dotu [53] presented the hybrid evolutionary algorithm G A - G R A S P for solving binary CSP. The algorithm applies the idea of a G R A S P - l i k e
method ( G R A S P comes from Greedy Randomized Adaptive Search Procedure) to perform
genotype-phenotype mapping for solving random binary CSP.
A more detailed explanation of evolutionary algorithms, comparisons and how they are
applied to constraint satisfaction can be found in [99], [70], [98] and [71].

Neural Networks
In a neural network approach, the constraints are encoded in the network topology, biases and
connection strengths. When the network settles into a stable configuration (state of minimum
energy), the pattern of firing neurons represents a solution [4] .Thus, the C S P is converted into
an optimization problem, where the task of the network is to minimise a non-negative function that vanishes only for solutions [158]. Nakano and Nagamatu [204] proposed a Lagrange
neural network for solving C S P where, in addition to the constraints, each C S P has an objective function. This work claims to supply a way to represent various practical problems more
briefly than using other representation schemes. Jonsson and Sodenberg developed a neural
network approach for solving boolean C S P [157] and later the same approach was extended to
more general C S P [158]. Jonsson and Sodenberg applied their approach on graph colouring
with random instances with three colours and varying edge densities. Tsang and Wang [288]
described a neural network approach called G E N E T for solving C S P with binary constraints
through a convergence procedure. Each node in the network is used to represent one label in
the CSP. Each node has a binary output, where on means that the corresponding assignment is
being made. The set of all nodes which represent the labels for the same variable form a cluster. The connections among the nodes are constructed according to the constraints C, with an
inhibitory connection between incompatible nodes and no connections between compatible
nodes. The weights of all connections are initialized to —1. The convergence procedure starts
with one random node in the network being turned on. For each convergence cycle, every
node calculates its input. In each cluster, the node that receives the maximum input w i l l be
turned on, and the others will be turned off. Since only negative connections exist, the winner
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in each cluster represents a value which, when assigned to the corresponding variable, violates
the fewest constraints.
Recent experiments suggest that a neural network is the approach that produces the best
results when combining various features about different heuristics [61].
Swarm Intelligence
The main idea of ant colony optimization (which is the most representative of the swarm
intelligence meta-heuristics [91]) is to model the problem as the search of a best path in what
is called the construction graph, which represents the states of the problem [294]. Artificial
ants walk through this graph looking for good paths. They communicate by laying pheromone
trails on edges of the graph and they choose their path with respect to the probabilities that
depend on the amount of pheromone previously left.
One of the first researchers that applied swarm intelligence to solve C S P were Schoofs
and Naudts [253, 254], but other studies of ant colony optimization had been used before for
other optimization problems such as vehicle routing, job-shop scheduling and graph colouring [91]. Schoofs and Naudts adapted the PS discrete algorithm described in [168] to search
solutions in CSP. Almost simultaneously, Solnon [271] proposed an ant algorithm for solving
CSP. This algorithm follows the classical ant colony optimization scheme for combinatorial
problems [91]. A t each cycle, each ant constructs a complete assignment and then, pheromone
trails are updated. The algorithm stops iterating either when an ant has found a solution or
when a maximum number of cycles has been performed.

2.3

Measurement Concepts in CSP

Before explaining each of the heuristics suggested to be used in this research, it is important
to define some concepts that will be useful to measure how easy or hard is to find a solution
for a C S P and which represent the basis for these heuristics to work properly.
The first concept is the size of the CSP. Because the state space consists of all the possible assignations of values to variables, its size is the product of the sizes of the domains
rixiGX x i - Then, the size of the problem is defined as the logarithm base two of the size of
the space state [119]:
m

A second concept is the solution density of the problem. This measure considers that, if
a constraint c$ prohibits in average a fraction p of possible assignations, a fraction 1 — p of
assignations is allowed. Then, the average solution density p is the average fraction of allowed
assignations through all the constraints. If independence between the constraints is supposed,
then p is defined as [119]:
Ci

Ci

Another important concept derived from the previous ones is the expected number of
solutions in the problem E[S]. This is simply the product of the size of the state space by the
probability that an element in the state space is a solution [119]. This is stated as follows:
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It is expected that the hard problems are found when E[S] = 1.
Not less important are the values of the constraint density and constraint tightness. The
constraint density (pi) represents the proportion of edges in the constraint graph, and the
constraint tightness, on the other hand, represents the proportion of conflicts in the instance.
In any C S P with arity a, the maximum number of edges in a constraint network of n variables
is given by ("). If e constraints exist within the instance, the constraint density is given by:

We know that the number of constraints within the instance cannot exceed (") and the
number of conflicts per constraint is defined by the number of variables involved and their respective domain sizes. Assuming that all the variables in the constraint have the same domain
size d, and that the whole instance contains c prohibited tuples, the constraint tightness of a
C S P instance is given by (assuming that uniform domain sizes are used):

The last concept before going on the study of each heuristic is one derived from the
size and solution density of the problem, this concept is the kappa factor (K). This concept is
suggested in the literature as a general measure of how restricted a combinatorial problem is.
If K is small, the problems usually have many solutions to their size. When K is large, instead,
the problems often have few solutions or do not have any at all. The kappa factor is defined
as follows [119]:

It has been found that hard problems take place when K « 1.

2.4

Ordering Heuristics

In this section we provide an extensive survey about the most used variable and value ordering
heuristics for CSP. Some of the heuristics used in practice are a combination of two or more in
order to improve their performance. A composed heuristic uses one heuristic first, and then,
if necessary, uses a second heuristic to break ties [30]. Composed heuristics have been widely
used in the literature with interesting results.

2.4.1

Variable Ordering Heuristics

Variable ordering heuristics have the task to dynamically order the variables during the search,
according to some criteria. The basis for variable ordering heuristics is the 'fail first' principle,
which was introduced by Haralick and Elliot [139]. The principle states that "to succeed, try
first the variables that are more likely to fail". Thus, the 'fail first' principle suggests that we
should select the variable with the lowest probability of success and, by doing so, reducing the
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expected length of the branch and minimise the search cost [269, 83]. For more information
about heuristics, their behaviours and most relevant results see, for example, [19] and [20].

Domain-based Heuristics
According to the 'fail first' principle, a good variable ordering heuristic should select the variable which is more likely to fail. If we consider only the domain size of the variables, the
more likely to fail variable is the one with the smallest domain size.
Minimum Remaining Values
The Minimum remaining values (MRV) heuristic (also known as failfirst[261], dom [24],
dynamic variable ordering (DVO) [110] and dynamic search rearrangement (DSR) [230]) is
one of the most simple and effective heuristics to determine which variable to instantiate
next [139, 230, 274, 317]. This heuristic selects the variable with the smallest number of
available values in its domain. The idea consists basically in taking the most restricted variable from those which have not been instantiated yet and by doing so, reducing the branching
factor of the search. This heuristic allows the search to quickly find branches in the tree that
take to a failure and produce a backtracking. M R V seems to be the ideal complement for
backtracking: i f the domain of a given variable is empty, the heuristic will select that variable
to instantiate, and because the domain is empty, the failure will produce a backward movement immediately. Some researchers affirm that the combination of backtracking and M R V
exhibits a performance of three to 3000 times better than the single backtracking algorithm,
depending on the problem [245].
M R V has proved to be inefficient when the constraints are sparse, since it ignores the
degrees of the variables. This problem also occurs when the C S P has the same domain size
for all the variables. In that case the variable with the smallest remaining domain tends to
be a variable constrained by the largest number of past variables (because such variable has
had its domain reduced most often). However, if the initial domain sizes are not uniform,
then the second variable chosen might be selected because its initial domain size is small and
not because its domain has been reduced by the instantiation of the first variable. Hence, the
second variable might not be constrained by the first and would not be a good choice [269].
A n interesting observation about this heuristic, is that, when combined with backjumping, it
visits exactly the same nodes as chronological backtracking [11].
MRVx Series
Smith and Grant deeply studied the 'fail first' principle to generate new variable ordering heuristics and proposed three modifications to the basic M R V heuristic [269]. On the
assumption that we need to select the variable that is more likely to fail, the probability that
a variable leads to a dead-end is maximized by choosing the variable with the smallest domain. However, other factors, such as the number of future variables which each variable
constraints, also affects this probability. Thus, the heuristics presented by Smith and Grant
(known as the series of heuristics FFx making reference to the F F heuristic) incorporated more
information about the subproblems to generate three new heuristics. A s expected, the more

CHAPTER 2. RELATED

26

BACKGROUND

information each of these heuristics include to decide which variable to apply, the higher the
cost of processing such information. To avoid inconsistencies about the terminology in this
document, we w i l l refer to the series F F x as M R V x .
When applying M R V 2 , it selects the variable v which maximizes:
it

Where m is the initial domain size,
the domain size of X j , and d . is the future degree of
X(. The M R V 2 heuristic takes into account an estimate (based on the initial parameters of the
problem generation) of the extend to which each value of Xi is likely to be consistent with the
future connected variables of x^
M R V 3 builds on M R V 2 by using the current domain size of the future variables rather
than m. The selected variable will be the one that maximizes:
x

Where C is the set of all constraints in the problem and F is the set of unassigned variables.
M R V 4 modifies M R V 3 by using the current tightness of the future constraints, pij (the
fraction of tuples from the cross-product of the current domains that fails to satisfy the constraint). Thus, M R V 4 will select the variable that maximizes:

The progression from M R V through M R V 4 uses more and more information in determining which variable is most likely to fail at any given stage of the search [269].
Constrainedness-based Heuristics
A n alternative principle for variable ordering heuristics is proposed by Gent et al. [119]. In
that study, the next variable should be selected so as to minimize the constrainedness of the
future subproblem. The hope is that this will guide the search towards under-constrained subproblems, since under constrained problems tend to have many solutions and be easy to solve.
Four new heuristics using different measures of constrainedness were investigated, included
one based on K, the general measure of the constrainedness of combinatorial problems [123].
These heuristics also select the most constrained variable, but based on other factors than the
domain size of each variable.
Rho
The Rho heuristic was used for the first time by Ian P. Gent [119]. It is based on the
approximated calculation of the solution density p. The basic idea is to select a variable that
enters in the subproblem which contains the largest fraction of solution states. This is, the
subproblem with the largest solution density. If the constraints in which the variable Xi is
involved are C , then to maximize p we have to select the variable that maximizes:
Xi

(2.11)
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In other words, the variable that also minimizes p{xi) = Y\. &c (1 PCJ) (
C represents the subset of constraints where the variable Xj is involved). This heuristic selects the
variable that holds the constraints with more conflicts [119]. When we have uniform constraint tightness, the Rho heuristic is equivalent to the maximum degree ordering [85].
c

x

XI

Expected Number of Solutions
The Expected number of solutions (ENS) heuristic, selects the variable in such a way that
the subproblem maximizes the expected number of solutions. This heuristic will maximize
the size of the subproblem so as the solution density. The selection criterion of this heuristic
is a combination of the M R V and Rho heuristics [119].
Let S be the number of solutions to the current subproblem. If S = 0, the current
subproblem has no solutions, and the algorithm will find a dead-end at some further point.
If S = 1 m the current subproblem has exactly one solution and S will remain constant on
the path leading to this solution and drop to zero on every other path. A s we move down on
the search tree, S decreases as we instantiate variables and cut some of the solutions to the
problem. Unfortunately, it is difficult to know S at each node of the search tree. Instead, we
use E[S] as an estimate for S. To maximize the likelihood that S is non-zero beneath us,
we branch into the subproblem that maximizes E[S]. That is, we branch on the variable that
reduces E[S] the least.
Kappa
The Kappa (K) heuristic selects the variable in such a way that the resulting subproblem
minimizes the kappa factor, K [123]. The constrainedness parameter K represents a notion of
how restricted a problem is. It is likely that problems with K <C 1 are less restricted and may
have many solutions, while the problems with K 3> 1 are likely to be highly restricted and
may not be solved [119]. With this heuristic, we branch on a variable that is estimated to be
the most constrained, giving the least constrained subproblem; this is, the subproblem with
smallest K.

Graph-based Heuristics
Graph-based heuristics try to exploit the structure of the constraint graph in order to guide the
search through promising branches.
Brelaz
The Brelaz heuristic (BZ) [34] (also known as dom/deg [24, 269]), which was originally developed for graph colouring and has since been applied to CSP, is a variant of the
M R V heuristic. It chooses a variable with the smallest remaining domain, but in case of
a tie, chooses from these, the variable with the largest future degree, that is the one which
constraints the largest number of unassigned variables. It can be observed that B Z is then
a composed heuristic; it is essentially M R V but tie breaking on the variable with most constraints acting into a future subproblem. B Z addresses a flaw of the M R V heuristic, that it
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takes no account of the constraint graph.
B Z was found to be one of the best heuristics on uniform binary problems with low constraint density, that is, problems with uniform domain sizes and constraint tightnesses [119].
However, the results are not so encouraging when the constraint graph is complete [263].
Maximum Backward Degree
The Maximum backward degree ( M B D ) [301] heuristic, also known as Max cardinality
selects the first variable arbitrarily, then, at each stage it appends to the selected variables one
which is connected to the largest group among the variables already instantiated [85].
Max Conflicts
The Max conflicts ( M X C ) heuristic is very simple, and the main idea is to select the
variable which instantiation will produce a subproblem that minimizes the number of conflicts among the variables left to instantiate. This heuristic is a variation of the Min-Conflicts
heuristic for value ordering [191, 190], but it was adapted and used for variable ordering in
previous works [281, 280, 279].
This heuristic selects the value that is involved in the maximum number of conflicts
among all the constraints. Once again, let p be the fraction of infeasible tuples within each
constraint Cj. Then, M X C will select the variable that minimizes:
Cj

(2.12)
That is, the variable that maximizes
M X C tries to generate the subproblem
that contains the smallest number of conflicts among the remaining constraints.
Maximum Forward Degree
The Maximum forward degree heuristic [301], also referred as Max width [106], prefers
the variable in the constraint graph that connects to the maximum number of variables that
have not yet been selected. M W was originally designed as a static ordering heuristic, where
the ordering should be computed once before the algorithm begins, but it can be adapted to
update the ordering at each node of the search.
Conflict-directed Heuristics
Conflict-directed heuristics use the structure of the constraints to guide the search. They also
apply the 'fail first' principle by using extra information provided by the number of times a
constraint has been checked and proved to be either satisfied or broken.
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Weighted Degree
The weighted degree (WDG) heuristic (known also as wdeg) is able to direct systematic
search into hard parts of a CSP [31, 177]. This heuristic proposes to capture previous states of
the search that has been exploited. To do so, this heuristic attaches a counter, called weight,
to every constraint of the problem. The counters will be updated during the search whenever
a dead-end occurs (no more values available for the current variable remain). This heuristic
examines first the locally inconsistent or hard parts of CSP by selecting with priority the variables with the largest weighted degrees, respecting the 'fail first' principle.
Max Promise
The Max promise (MP) heuristic selects the variable with the largest summed promise
values across its domain. The promise for a value is the product of the supporting values taken
across all domains of neighbouring future variables [118].

Space-based Heuristics
These heuristics use the information about the space used during the search to decide which
paths to take at each node of the search.
Min Nodes
Nudel [208] proposed trying to minimize the number of nodes in the search tree directly. In choosing the next variable to instantiate, we should try to choose the one which
will minimize the number of nodes visited in the search tree below this variable. The heuristic
proposed by Nudel behaves exactly as M R V at the beginning of the search of the domains size
if the variables are uniform [269]. The problem with this heuristic is the cost of estimating
the nodes that will be expanded at each step of the search i f we perform dynamic variable
ordering.

2.4.2

Value Ordering Heuristics

Once a variable has been selected to be instantiated, it is necessary to select one of the values
from its domain. This order is important because it also has an impact on the cost of the
search. Value ordering is particularly important when there is information available during
the search which allows the values to be ordered according to the principle of choosing first
those most likely to succeed. Suppose we have selected a variable to instantiate: how should
we choose which value to try first? It may be that none of the values will succeed, in that
case, every value for the current variable will eventually have to be considered, and then the
order will not matter. On the other hand, i f we can find a complete solution based on the
past instantiations, we want to choose a value which is likely to succeed, and unlikely to lead
to a conflict. So, we apply the 'promise' principle [118] (also known as 'best-first' [322] or
'succeed first' principle [267]).
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If we are trying to find all the solutions to a problem, or the problem does not have any
solution, it has been generally accepted that the ordering does not matter because we have to
consider every possible value [249]. Nevertheless, this argument assumes that the search tree
is formed by d-way branching [194]. When using 2-way branching, the order of the values is
more important even though we are interested in finding all the solutions or when the problem
is unsolvable [264]. Smith and Sturdy claim that, depending on the problem constraints, the
saving in the search effort over d-way branching can be around 50%, given a good value
ordering heuristic to a 2-way branching search method [266].
Comparatively to the work done for variable ordering, little work has been done on
algorithms for value ordering [111, 118]. The arguments behind this little effort on exploring value ordering may be related to the fact that selecting a given value is computationally
more difficult than selecting a given variable, particularly when one considers dynamic selection [179, 322]. For example, some studies suggest that as the hardness of the instances
increases, the utility of the advice of value ordering heuristics decreases to the point where
they perform as poorly as a random ordering in guiding the search [299]. The second reason is because many researchers consider value ordering useless when solving unsatisfiable
instances or when trying to find all the solutions (all the values need to be considered). Nevertheless, value ordering heuristics have proved to be worth the extra effort and can significantly
reduce the search effort for some types of constraints [266].
Many criteria have been applied to determine the next value to try once a variable has
been selected for instantiation. Early criteria for value selection estimated the number of solutions to the problem [86]. Subsequent efforts used ideas from Bayesian networks to improve
such estimation [188, 299, 162]. Recent work on learning about values focused on nogoods
(instantiations that are not part of any solution). Nogoods can guide the search away from
re-exploration of fruitless subtrees, particularly with help of restart procedures [178]. Also,
the domain reduction observed after propagation, called impact, can be used as a heuristic to
select both a variable and a value to assign to it [235]. More recently, multi-point constructive
search has learned elite solutions, instantiations most likely to be extended to a solution [18].
Elite solutions are used in combination with restart to speed search on C S R
Search with a perfect value ordering heuristic would make variable ordering irrelevant,
because propagation after a compatible assignment would never cause a wipeout [322].
In the next lines we present a description of the most common value ordering heuristics
used in previous investigations on C S P :
Point Domain Size
The Point domain size (PDS) [111] considers the effect of the current value in the rest
of the problem. It invokes constraint propagation for each value to be tested and then, assigns
points to the values according to the next: 8 points for each future domain of size 1, 4 points
for each future domain of size 2, 2 points for each future domains of size 3, and so on. The
points can be specified according to the criteria of the researcher. This value ordering is very
expensive in terms of computation effort, because for each value in the domain of the selected
variable we must perform a constraint propagation process.
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Frequency Heuristics
Zhang and Epstein [322] proposed that, instead of look-ahead to predict a value most
likely to succeed, the algorithms should learn and use the values that frequently survive propagation during the search. They tabulate R, how often a value is removed during propagation,
and S the frequency with which a value is challenged to see i f it has a support. These heuristics assume that the more frequently a value is removed, the less likely it is to be compatible,
and the more frequently a value has been challenged, the more likely R is to be an accurate
predictor of that value's ability to survive.
The first of the frequency heuristics, R, chooses a value with the lowest recorded R.
Our second search heuristic, R S , chooses a value with the lowest observed R/S ratio. R S
prefers values that have rarely been removed and frequently challenged during propagation.
Both heuristics direct search to choose values that have been repeatedly survived propagation
during search on this problem [322].
Dynamic Multiple Spanning Tree
Estimations of the number of solutions to a CSP, originally introduced in [139], can be
used sometimes as value ordering heuristics. The idea of using an estimate of the number of
solutions in the subtree rooted at a particular instantiation was applied by Dechter and Pearl
to create a static value ordering heuristic that selects the value with the higher probability of
leading to a solution [86]. Later, Vernooy proposed a new static value ordering heuristic called
the multiple spanning tree method (MST), which approximates the probability that a C S P is
satisfiable [299]. Dynamic M S T combines M S T and bayesian networks to approximate solution probabilities for branching choices based on the current configuration of the search.
Min-Conflicts
The Min-conflicts ( M N C ) heuristic prefers the value involved in the minimum number
of conflicts. This heuristic is trying to leave the maximum flexibility for subsequent variable
assignments. If we select the value that is involved in the minimum number of conflicts, we
can suppose that the resulting subproblem will have more solutions than the other subproblems. This heuristic is the direct implementation of the 'most promising' principle for value
ordering [118].
Sticky Value
Frost and Dechter proposed a value ordering heuristic to be implemented along with
backjumping [109]. The Sticky value (SV) heuristic remembers the value assigned to a variable during the forward phase (for example, during constraint propagation), and then to select
that value, i f it is consistent, the next time the same variable needs to be instantiated (if the
'sticky value' is not consistent, a value is chosen arbitrarily).
The intuition is that i f a value was successful once, it may be useful to try it first later
on the search. This heuristic is inspired by local repair strategies [190, 256] in which all variables are instantiated and then, until a solution is found, the values of individual variables are
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changed but never uninstantiated.
Most supported value
Zhan-shan and Hui-ying [258] proposed the Most supported value ( M S V ) heuristic embedded within the backtracking algorithm, which produces a new algorithm called B T - M S V .
This algorithm sorts the values in the domain according to the number of supports and arranges the values whose supports are the most in the front of the domain. Therefore, the
algorithm will be forced to expand the value which has more supports, that is, it is more likely
to be part of a solution.

2.4.3

Constraint Ordering Heuristics

It is not only important the order in which the variables and their values are revised, but the
order in which the constraint among the variables are checked. This is a topic which has not
received enough attention and only a few works can be found about it. Constraint ordering
heuristics study the constrainedness of the problem and mainly classify the constraints so that
the tightest ones are revised first [249]. In this way, the tightest constraints are selected first
for consistency checking. Thus, the search space is pruned soon and inconsistent tuples can
be found earlier because it is not necessary to check these inconsistent tuples with the rest of
the constraints with the corresponding savings in consistency checks.

2.5

The Phase Transition

Because C S P are an NP-complete problem, the worst case performance of any algorithm that
solves them is exponential [121], Nevertheless, the average case performance between different algorithms, determined experimentally, can vary by several orders of magnitude [109].
Numerous studies have been performed on random CSP in order to measure the performance
of algorithms [85, 247, 287] and to investigate the nature of problems [228, 260]. Probably
the earliest report of the complexity peak in C S P is due to Gaschnig [117], where he studied
the 10-queens problem.
CSP are known to exhibit complexity transitions, such as the transition from polynomial
to exponential cost [320] and a peak in the median cost for some cases [54]. A phase transition in random CSP problems has been studied in many investigations [227,228,110, 262]. In
^-satisfiability, the hardest area for satisfiability is near the point where 50% of the formulas
are satisfiable (a point that is commonly referred in the literature as the crossover point) [257].
This area is similar to the region observed in C S P in general, where the crossover point and
the maximum average solution cost coincide [262]. The term mushy region was first used
by Smith to denote the range of values of the order parameter over which the phase transition from solubility to insolubility occurs, in order to emphasise that the transition is not
instantaneous [262].
There is a relation between the structure of CSP and the difficulty of solving them with
search algorithms [54,193, 308,72, 309]. Specifically, the median search cost of many search
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algorithms for C S P exhibits a sharp peak as a structural parameter is varied. This peak coincides with the transition from under-constrained to over-constrained instances, often manifested as an abrupt change in the probability that an instance has a solution. This peak corresponds approximately to the value of p at which half the problems are unsolvable and half are
solvable, the point referred to by Crawford and Auton as the crossover point [72]. Inside this
region, where the instances change from under to over-constrained, the most difficult solvable
instances and the most difficult unsolvable instances co-exist [148, 262, 73]. For larger values
of p , as problems become uniformly unsolvable, the fall in the median consistency checks is
much more gradual, and it is an over-simplification to describe this side of the phase transition as a region of easy problems [262]. Although it does become easy to prove insolubility
for p close to 1, many of the problems in this region are easy only by comparison with the
unsolvable problems occurring in the mushy region [262].
A t the edges of the phase transition, the population of problems is dominated either by
solvable or by unsolvable problems [262]. Maximum search cost occurs during the phase transition, for any algorithm of the same general type as F C . For unsolvable problems, the search
effort decreases as p increases, because the increasingly tight constraints allow a greater degree of pruning in any algorithm which backtracks as soon as it encounters a failure. Hence
the cost, for unsolvable, is greatest at the smallest value of p for which unsolvable problems
occur, i.e. in the mushy region [262].
2

2

2

2

2

The case of solvable problems is more complex. A s p increases, the fact that the number of solutions is decreasing rapidly becomes significant and it becomes harder (for any
algorithm) to find a solution. During the phase transition, the solvable problems have very
few solutions and as solutions become rarer, the algorithm must on average explore more of
the induced search space before finding the first solution [262].
A s problems get very large (n —>• oo), experimental evidence suggests that the phase
transition becomes increasingly sharp, so that in the limit there is an instantaneous change
from solvable to unsolvable problems at a single value of p , and we should expect that the
maximal search effort will then coincide with this point. However, for finite problems, the
phase transition occurs over a range of values of p , and p iu the value at which the average
search effort reaches a maximum and the probability that a problem has a solution is 0.5,
occurs at some point in that range. The phase transition is independent of the algorithm used
to find the solutions [262].
The phase transition is only an interesting event i f just one solution is required. It can
be also viewed as a transition from a partial search of the induced search space (which can be
terminated as soon as a solution is found) to a complete search (which is required i f there are
no solutions) [262].
Williams and Hogg [310] developed a technique to predict where the hardest problems
are to be found and where the fluctuations in difficulty are greatest in a space of problem
instances. Smith and Dyer [262] studied the location of the phase transition in binary C S P
and discussed the accuracy of a prediction based on the expected number of solutions. Their
results show that the variance of the number of solutions can be used to set bounds on the phase
transition and to indicate the accuracy of the prediction. A theoretical result by Achlioptas
et al. shows that conventional models used to generate random C S P instances, specifically
models A to D (which we will describe later), do not have an asymptotic threshold due to the
presence of flawed variables [3]. They showed that as long as the number of permissible pairs
2
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of value assignments in each constraint is any constant fraction of all possible pairs, then as the
number of variables increases, the probability that a solution exists tends to zero. This implies
that a threshold phenomenon does not underlie random C S P generated using such models,
since asymptotically almost all the instances generated will not have a solution. The thresholdlike picture given by experimental studies is misleading. In particular, the problems with
defining parameters in what is currently perceived as the under-constrained region (because a
solution can be found fast) are in fact over-constrained for large n (obviously, larger than the
values used in experiments) [3]. A bad variable makes a C S P unsatisfiable, albeit in trivial,
completely local manner. Almost certainly there exists at least one bad variable and thus that
the instance is almost certainly unsatisfiable. It is worth noting that this phenomenon does not
occur in specific random C S P (such as SAT or colorability), where there is some structure, or
even no randomness at all, in the choice of the forbidden pairs of values for two constrained
variables [3].
Achlioptas et al. concluded that new models for generating random C S P are necessary
before any asymptotic analysis can be performed [3]. This is the reason why they proposed the
alternative model E , which has only one parameter r. The instances generated through model
E do not have trivial local inconsistencies. Moreover, they proved how almost certaintly find
a solution for a random C S P instance i f r is smaller than some upper bound and also gave a
counting argument based on a technique introduced in [169] showing that no solution exists
if r is greater than some different bound [3]. The current generation models, such as E [3],
F [182], R B [314] and R D [316] do not suffer from generating trivial unsatisfiable instances.
We can divide the class of all possible binary C S P into subclasses that share common
properties. Quite often we choose to work on a number of these subclasses for which its
members have the same number of variables, the same domain size for each variable and the
same ratio of edges to possible edges in the corresponding hyper-graph. These properties
are called order parameters [296]. Binary C S P exhibit a phase transition when one looks at
the order parameters constraint density and constraint tightness. A s we stated before, K is
a measure of the constrainedness of a C S P and it can also be used as an order parameter to
locate the phase transition.
Extensive studies on binary C S P provide evidence that the phase transition coincides
with a peak in the effort required to either find a solution for an instance or determine that
it has no solution [267, 262, 229]. To determine whether a problem instance is located in
the phase transition an estimator is provided by Williams and Hogg [310], which uses the
expected number of solutions and the conjecture that the most difficult problem instances
have only one solution. In [119] a general order parameter is proposed, which also uses the
number of solutions to locate the phase transition. Van Hemert combined both estimators to
obtain a new one for the location of the phase transition:
(2.13)
The phase transition from solvable to unsolvable occurs when t « 1.
Another question related to this is why some instances that have the same tightness
are more difficult to solve than others [147]. The most likely answer lies in the structure of
the problem instances, i . e., the distribution of the conflicting value pairs. Some specific
structural entities have been the object of study, among which are local graph topologies [89],
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parameters describing properties of the global graph [310] and the size of a substructure that
has certain properties [259].
It has been observed that i f n, m and pi are held constant, there is a small range of
values of p where the average search effort rapidly increases to a peak and then falls away,
while at the same time the proportion of solvable problems drops to zero. That is, there is
a phase transition [260, 228, 110]. Over an ensemble of problems, the average search effort
will be greatest when the ensemble has on average one solution (E[S] = 1) [260, 310]. This
corresponds to the crossover point where half the problems are solvable. For given values
of m, n and p there will be a critical value of constraint tightness, P2 , where the average
search effort will be maximum. Williams and Hogg [308,309,310] developed approximations
to the cost of finding the first solution and to the probability that a problem is solvable, for
specific classes of CSP (graph colouring, fc-SAT) and for the general case. A predictor of the
critical value for p is:
2

x

crit

2

This predictor of the critical value of p where the phase transition will be located becomes more accurate for denser constraint graphs [121]. So it seems that for some classes of
problem in which m increases with n, fycrit —• Vicrit as n —¥ oo, but this is not the case i f m
remains constant [262].
2

2.5.1

The Double Phase Transition

Indications, of a second peak in the mean search cost, the existence of rare, exceptionally hard
cases below the transition in the median cost, and the transition between polynomial and exponential search cost, were observed in the satisfiability problem in the 90's [72, 124]. This
second peak was also evident in constraint satisfaction models based on random selection of
minimized nogoods [310]. For graph colouring, the most difficult to solve instances seemed
to lie just outside the previously described phase transition, giving rise to what the authors
called the double phase transition. The first with on average the most difficult to solve instances and the second where the most difficult problem instances are found together with
easy to solve problem instances [149, 268]. These observations, as well as the generality of
the theoretical arguments presented in [149], suggested that such double phase also existed
for binary C S P [267, 262].
The two different behaviours for the tail of the cost distribution suggested that there are
actually two qualitatively distinct regions of hard problems: (1) a region containing a high
density of relatively hard problems giving the peak in the median, and (2) a region, with
somewhat lower connectivity, in which most problems are very easy to solve but which also
contains a few exceptionally hard instances [149].
After years of research, we now know that this second peak where exceptionally hard
instances were observed does not occur because of the problem features, but it is an artifact of
some specific solvers, influenced by the choice of the generation model and the characteristics
of the instances [113]. Thus, the second phase transition is not a property of random CSP.
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Random Binary CSP Generation

Recent years have witnessed the rapid development of new search methods for constraint
satisfaction. A n important factor in the success of these algorithms is the availability of good
sets of benchmark problems to evaluate and fine-tune them [2]. There are two main sources
of benchmark problems. One class is based on real-world applications and the other is from
random instance generators. Real-world instances are arguably the best source, but unfortunately are often short in supply. Then, random problem generators therefore provide a good
additional source of problem instances. These generators also have the advantage of a more
direct control over the problem characteristics, such as size and expected hardness [1, 75].
One general criticism to random C S P is their lack of structure, which makes them considerably different to real-world CSP. In real-world application contexts, the underlying C S P
often exhibits some structure in terms of its solution space [216]. For example, there may be
many solutions to the problem that are different only in terms of a small number of assignments. Specially, many real-world problems exhibit some form of interchangeability amongst
values [107]. Interchangeability in this case means that we can change one assignment in a
solution, holding the others fixed and still have a solution.
Random C S P generation has been a very studied matter in the current literature due to
the importance of finding challenging problems that allow us to test different solution approaches. Many strategies and models for random C S P generation have been developed and
they have been used in various investigations [257, 228, 3, 314].
The generation of a random instance of C S P was originally divided into two stages:
first, the generation of the constraint graph, governed by the parameter pi, and secondly,
the generation of the relation matrix for each pair of variables linked by a constraint, using
p [262]. This two-step approach gives place to four models of random problems (models A
to D) which have been widely used in most experimental and theoretical studies. In each of
these four models, we generate a constraint graph G, and then for each edge in this graph,
choose pairs of incompatible values. The models differ in how we generate the constraint
graph and how we choose incompatible values. In each case, we can describe problems by
the tuple (n, m,p\,p2), where n is the number of variables, m is he uniform domain size, pi
is a measure of the density of the constraint graph, and p is a measure of the tightness of the
constraints. In later studies about random CSP, Achlioptas et al. showed that the conventional
random models A to D are almost surely trivially unsolvable for large enough problems [3].
The original four models are not the only way to generate random instances of CSP, and now
the state of the art includes more elaborated models like: E [3], F [182] R B [314], R D [316]
and an evolutionary model based on a genetic algorithm [296], to cite the most relevant. For
many years, constraint satisfaction algorithms were benchmarked using only random problems from the first four models A to D [182].
2

2

Studies based only on random problems are limited since they do not reflect real applications. However, random problems are useful for systematic analysis of algorithms [236].
Also, random C S P have become a standard for testing constraint satisfaction solving and
heuristic algorithms because of its randomness [258].
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Models A to D
A s mentioned before, the generation of a random binary C S P is usually done in two steps.
First, the constraint graph G is constructed as a random graph and then for each edge (constraint) in G a set of edges (incompatible pairs of values) is inserted in C (the incompatibility
graph). A general framework for doing this is presented in [229, 262]. With more detail:
• Step 1: Either (1) each one of the (™) edges is selected to be in G independently of all
other edges with probability p i or (2) we uniformly select a random set of edges of size

ft©2

• Step 2: Either (1) for every edge of G each one of the m edges in C is selected with
probability p , or (2) for every edge of G we uniformly select a random set of edges in
C of size p m .
2

2

2

The parameter p i determines how many constraints exist in a C S P instance and it is
called constraint density, whereas p determines how restrictive the constraints are and it is
called constraint tightness.
Combining the options for the two steps we get four slightly different models for generating random C S P which have received various names in the literature. In particular, i f both
step one and two are done using the first option we get Model A [220], while i f they are both
done using the second option, then we get Model B [262].
Given the random C S P (n, m,pi,p )
generated using model B , the expected number of
solutions is given by 2.15.
2

2

The number of possible assignments of m values to n variables, multiplied by the probability that a randomly chosen assignment is consistent. For instance, when p = 0 (or p = 0),
there are no inconsistent pairs of values and E[sol\ = m ; when p = 1 (and p i > 0) there
are no solutions, the expected number of solutions decreases very rapidly, from m , as p
increases from zero [262].
A value of p for which E[S] is small, but not too close to zero, can be expected to give
a mixture of problems with no solutions and problems with very few solutions, i . e. a point
close to the crossover point, P2crit [262].
From E[S] = 1, we have m (l — p rit) ~^ ^
= 1, and hence we obtain a predictor
of p
(previously presented in Equation 2.14). The experimental results show that the
observed value of picrit and the predicted value
are in close agreement, except for low
values of pi (smaller than 0.3), when
is an over-estimate of
That is, for small
values of p i , E[S] is greater than 1 at the crossover point [262].
To help unify experimental studies with different problems, Gent et al. [119] defined the
constrainedness, K of an ensemble of combinatorial problems as presented in 2.7. If K m 0
then problems are very under constrained and solvable. It is usually very easy to find one of
the many solutions. If K ~ oo then problems are very over constrained and unsolvable. It is
usually relatively easy to prove their insolubility. If K W 1 then problems are on the "knifeedge" between solubility and insolubility [182]. It is often difficult to find solutions or prove
the insolubility of such problems. This definition of constrainedness has been used to locate
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the phase transitions behaviour in NP-complete problems like constraint satisfaction [182].
Gent et al. [121] showed experimentally that rapid transitions in solubility occur around K PS 1
for a selection of model B problems with between 10 and 110 variables and domains of sizes
between 3 and 50. Problem hardness for a wide variety of algorithms tends to peak around
these transitions [182].
For all the four conventional models A to D , i f the number of constraints is e, for some
suitability large constant e, then the resulting instances are almost certainly over-constrained
and there almost surely exists a flawed variable. For such e, the expected number of solutions
tends to 0 as n
oo and, thus, so does the probability of satisfiability [3]. Achlioptas et
al. proved that for any p — e/n all four conventional models A to D generate instances
that are trivially unsatisfiable [3]. Note that their results do not apply to problems in which
the constraints have certain types of structure. For example, i f each constraint only allows
variables to take different values then problems encode graph colouring, which has good
asymptotic properties.
x

Model B is actually a special case of model G B [315] with arity a = 2. That is, model
G B is a natural generalization of model B to the fc-ary case. It is assumed that a > 2 and that
all the variable domains contain the same number of values m > 2 in model G B . Another
condition is that the constraint tightness that determines how restrictive the constraints are,
satisfies the inequality 0 < p < l / m
.
a _ 1

2

Model E
Achlioptas et al. proposed an alternative random problem class called model E [3]. Model E
does not suffer from the previously discussed asymptotic shortcoming, and it does not separate the generation of the constraint graph from the selection of the nogoods. In this model,
we uniformly, independently and with repetitions select pm n(n — l ) / 2 nogoods out of the
m n(n — l ) / 2 possible. If a random instance generated using this model has less than n/2
nogoods then it almost surely has a solution [3]. Williams and Hogg also studied random
problems with both a fixed number of nogoods picked uniformly, and with an uniform probability of including a nogood [310]. The differences between model E and the models of
Williams and Hoggs are likely to be slight [182].
2

2

Model E quickly gives problems with complete constraint graphs (complete graphs can
also be generated with model B i f p = 1). Since nogoods are selected independently and
with repetitions, K is approximately proportional to p (Gent et al. [122] experimentally confirmed that K serves as a good measure for comparing algorithm performance across a wide
variety of different problem classes). In this model, for a random C S P instance 7r, it w i l l be
more intuitive to describe directly how to generate C* (as opposed to the two-step procedure
described for models A to D). C* is a random n-partite graph with m vertices in each part
constructed by uniformly, independently and with repetitions selecting p ( " ) m conflicts out
of the (£)m possible ones. Also, let r denote the ratio of the selected conflicts over the number of variables [3].The constraints generated by model E are similar to the nogoods used by
Williams and Hogg [310], except that here repetitions of edges are allowed.
x

2

2

If for a random instance 7r generated using model E , we have r < 1/2 then, since C*" has
rn edges, 7r almost certainly has a solution [3]. This allows us to conclude that the instances
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generated by model E avoid the trivial asymptotic insolubility that besets the instances generated by the conventional models A to D . A value r ^ t exits, for which value the passage from
solvability to insolubility is abrupt and, thus, displays a threshold-like behaviour [3].
After generating a problem instance with model E , we can measure the density and
tightness of the constraints for this instance. The density of the constraints p i is often equal to
1, except for very small values of p (p < 0.05). The tightness of the constraints p is always
smaller than or equal to p because of the possible repetitions. With sufficiently high p values
(p > 0.11) the p value will be lower than p.
One shortcoming of model E is that it generates complete constraint graphs for quite
small values of p, even though each constraint contains just a few conflicts. It is hard to
generate sparse constraint graphs with tight constraints. B y comparison, in models A and D
we can independently adjust the constraint tightness and density. In model E , we randomly
select pm n(n — l ) / 2 conflicts independently and with repetitions. By a coupon collector's
argument, we expect a complete constraint graph w h e n p « l o g ( n ( n — l ) / 2 ) / m [182].
2

2

2

2

Model F
Maclntyre et al. [182] generalized model E to tackle the problem of generating sparse constraint graphs with tight constraints. They generalized the process by reversing the usual
process of generating a constraint graph and then selecting conflicts within it. In model F,
we select uniformly, independently and with repetitions, pip m n(n — l ) / 2 conflicts out of
the m n(n — l ) / 2 possible. We then generate a constraint between connected vertices in
the graph with exactly p n ( n — l ) / 2 edges and throw out any conflicts that are not between
connected vertices in this graph. Model E is a special case of model F in which pi = 1.
Model F (like model E) is not trivially unsolvable as we increase the problem size [182]. In
addition, by setting pi small but p large, we can generate sparse constraint graphs with tough
constraints [182].
2

2

2

x

2

Models RB & RD
X u and L i [314, 313] developed a new type of random C S P model, which they called model
R B . Model R B is basically a revision to the standard model B [120, 265]. B y relating the
hardness of model R B to model B , it is show that there exist a lot of hard instances in model
R B [314]. It is proved that the phase transition phenomenon does exist for model R B as the
number of variables approaches to infinity [314].
We assume that the constraints involve at least two variables (a > 2), and all the variable
domains contain the same number of values m = n in model R B (where a is a constant).
The generation of a random C S P instance in model R B is done in the following two steps:
a

• Step 1: We select with repetition t = rnlnn random constraints. Each random constraint is formed by selecting without repetition a of n variables.
n

• Step 2: For each constraint we uniformly select without repetition pm incompatible
tuples of values, i. e., each constraint relation contains exactly pm incompatible tuples
of values (conflicts).
a
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The parameter r determines how many constraints are in a C S P instance, while p determines how restrictive the constraints are. Model R D uses the same generation framework
than R B , but instead of treating p as a proportion, it is treated as a probability.
The expected number of solutions E[S] for model R B is given by

Random Instances Obtained Through Genetic Algorithms
Apart from the random generation models discussed previously, van Hemert showed that an
evolutionary algorithm can be used to detect problem instances that are harder to solve [296,
297]. The approach used by van Hemert searches the space of binary C S P looking for hard to
solve instances and the fitness of each problem is defined as the number of consistency checks
required by a solution technique to solve the problem or prove the problem unsolvable. The
evolutionary algorithm maintains a population of binary C S P of which it changes the structure
over time. Basically, its genetic operators alter the individual conflict pairs between two values
of two variables. The set of variables and their domains are kept unchanged. Only the ratio of
forbidden value pairs to the total amount of value pairs can vary [296].
The central theme here is to use evolutionary computation to create difficult to solve
combinatorial instances. The chromosomes represent instances and the evolutionary algorithm maintains a population of these instances and changes their structure over time. The
goal of the evolutionary algorithm becomes to maximally aggravate the algorithm by trying
to increase the search effort that it requires to solve the instances within the population.

2.6

Genetic Algorithms

Genetic algorithms are a computational model based on the idea that fittest individuals have
a larger reproductive probability, that is how it happens in nature. Genetic algorithms are
often used as optimization methods and search algorithms to solve problems. The simplest
genetic algorithm, which is known as simple genetic algorithm, works with binary strings
that are modified over time. The idea is that each generation is better than the previous one.
Each binary string represents an individual, and the set of individuals is the population (the
term individual and chromosome are indistinctly used in this document). To execute the
genetic algorithm we must first create a random population. Each individual is a bit string and
represents a potential solution to the problem. The differences among individuals makes some
of them better than others. A fitness function is needed to evaluate how good an individual
is. This fitness function assigns a numeric value to the individuals according to their aptitude.
Later, in a selection phase, the fittest individuals have a bigger reproductive probability, and
some are copied into the population of the next generation. B y using genetic operators like
crossover and mutation, the genetic algorithm modifies the individuals in the population. The
crossover operator takes two parents and combines them to form two new individuals (similar
to what occurs in nature). The mutation operator makes random transformations in some
parts of the chromosome. Because the mutation process is usually a destructive process, the
mutation rate is often low and is used as a way to give diversity to the population.
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Holland proposes a way to implement selection and crossover [150]. Nowadays, many
other ideas exist, but Holland's are still the basis of many theoretical and practical studies in
the area. Extensive documentation on genetic algorithms can be found in publications of the
next authors: Holland [150, 151], Goldberg [128], Koza [174], Davis [76] and Mitchell [192].
The simple genetic algorithm is composed of the next steps [199]:
1. Decide how to code the domain problem.
2. Generate an initial population of n potential solutions.
3. Evaluate the fitness of every potential solution (individual) in the current population.
4. Select two individuals in some random way. If an event with probability p occurs, combine them to form two new individuals. If the event does not occur, the new individuals
are exactly the same as the selected individuals.
c

5. For every bit in the individuals do: i f an event with probability p takes place, change
the value of that bit to its complement. If the event does not take place, the bit remains
the same.
m

6. Include the new individuals in the new population.
7. If the new population has already n individuals, call it current population and repeat
from step 3 unless a termination condition is reached. Otherwise repeat from step four.
The basic elements that constitute a genetic algorithm include a population of individuals, a fitness function and the genetic operators designed to select, combine and modify the
individuals through the evolutionary process.
The population is composed of a set of individuals or chromosomes that represent solutions to the problem. The larger the population the greater the number of potential solutions
that the genetic algorithm will process. There are two important aspects related to the population in a genetic algorithm: the population diversity and the selective pressure. Between
these two concepts an inverse proportional relation exists: the higher the selective pressure,
the sooner the population will lose its diversity and vice versa. If the selective pressure is
increased, the best individuals (those with highest fitness) are given an advantage. This may
seem good, but this will make the individuals to be very similar in just a few generations,
reducing the exploration of the search space. If there is a little selective pressure, the risk of
being stuck in a small fraction of the search space is high. On the other hand, if the selective
pressure is high, the risk of premature convergence increases.
In a genetic algorithm, the fitness represents the quality of the solution coded within
each individual. It is a way to evaluate the performance of the individuals in the population.
To measure the fitness, a function must be designed specifically for the problem at hand. This
function must use the characteristics coded in the chromosome and the aspects of the expected
solution in order to assign a numeric value to the individual. The fitness evaluation is closely
related to the problem to be solved.
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Genetic Operators

The genetic operators include all the functions that allow the algorithm to select, combine and
modify the individuals in order to change their fitness.
Selection Operators
To perform the selection of some individuals, the fitness is used as parameter. The individuals
are somehow selected according to their fitness to be part of the next generation. The most
common selection methods are listed below:
Proportional Selection
In this method, the selection probability is proportional to the fitness of each individual.
This selection method can be implemented in different ways. The most common and simple
is called 'roulette wheel'. In this implementation, a roulette is designed and each individual is
given a proportional fraction of the roulette. The fittest individuals have a bigger fraction of
the roulette, and this gives them more probabilities of being selected.
Ranking Selection
In this selection method the individuals are ordered based on their fitness. The best individual is given a ranking of one and the worst one is given a ranking of n — 1. With this
ranking, a calculation of adjusted fitness is done and a proportional selection is made over this
adjusted fitness.
Tournament Selection
The tournament selection has proved to be very efficient and easy to implement. A
tournament selection of size m is implemented as follows:
1. The population is mixed. This is made to change the position of every individual in the
population.
2. Every individual participates in m tournaments with the individuals located in adjacent
positions to it. The individuals for each tournament are selected by using a window
of size m that is moved over the population. The last individual in the population is
considered to be adjacent to the first one.
3. The winning individual of each tournament is given a copy in the new population.
Crossover Operators
The crossover is a recombination of genetic material between the selected individuals to form
new ones. Among the crossover operators, the literature includes one-point, two-point, multipoint and uniform, to mention the most common.
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One-Point Crossover
The one-point crossover is the simplest crossover operator. A crossover point inside
the chromosome is randomly selected and the genetic material is exchanged between the two
individuals selected for crossover (these individuals are known as the parents). A n example
of the one-point crossover is shown in Figure 2.1.

Figure 2.1: One-point crossover example

Figure 2.2: Two-point crossover example
Two-Point Crossover
In two-point crossover, two points are randomly selected over the length of the chromosome and the genetic material of the parents that is contained inside the points is exchanged.
This crossover operator is useful if the coding of the problem suggests a strong relation between the beginning and ending of the chromosome. A n example of the two-point crossover
is shown in Figure 2.2.
Multi-Point

Crossover

In this operator, n crossover points are selected to exchange the genetic information of
the parents. This crossover operator is not recommended unless the problem representation
justifies the process.
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Uniform Crossover
For perform uniform crossover, a binary pattern is generated. The probability that a zero
exists is po. Every chromosome is compared with this pattern to determine which genes are
transmitted to its son. If the pattern has a zero at a certain position, the first parent will give
that gene to the son, otherwise the gene is given by the second parent.
M u t a t i o n Operators
The mutation operators try to simulate the random mutations that take place in nature. The
idea behind mutation is to bring diversity into the population, and avoid the permanent loss
of genetic material due to the crossover. In a chromosome that is being mutated, one of its
genes is randomly selected. When the chromosome representation is binary, the chosen bit is
replaced by its complement. If the representation is not binary, other approaches have to be
used to determine the new value of the gene. A n example of the mutation process is shown in
Figure 2.3.

Figure 2.3: Mutation example

2.6.2

Modifications to the Simple Genetic Algorithm

The simple genetic algorithm has received many modifications through the years in order to
improve its results. In this section we present some of these modifications that give place to
more specialized types of genetic algorithms.
Steady State Genetic Algorithm
A steady state genetic algorithm does not create a new population each generation. It
only replaces a small part of the population (usually one or two individuals). There is no
concept of generation because there are individuals that remain for long time. In a steady
genetic algorithm we use the term cycle instead. This selection process produces a higher
selective pressure than the generational selection. The general idea of this genetic algorithm
is:
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1. Select two parents from the population.
2. Create a new individual using the crossover and mutation operators.
3. Calculate the fitness of the new individual.
4. Select an individual to be replaced in the population.
5. Replace the old individual i f the new individual is better.
In a steady state genetic algorithm the best individuals do not depend on random factors
to determine i f they will be still present in the next cycles because the element to replace is
selected in a deterministic fashion.
Messy Genetic Algorithm
A messy genetic algorithm [128, 127] contains variable length strings that can be underspecified or over-specified with respect to the problem the algorithm is trying to solve. A
chromosome is over-specified i f there is more than one value for one gene; while a chromosome is under-specified i f it does not have any defined value for one gene. A messy genetic
algorithm solves problems by combining small blocks to form more complex strings which
are able to cover a wider range of problem features.
The fundamental differences between traditional and messy genetic algorithms are [78]:
• Messy genetic algorithms use variable strings that may be over or under-specified with
respect to the problem being solved.
• Messy genetic algorithms use simple cut and slice operators instead of fixed-length
crossover operators.
• The evolutionary process in messy genetic algorithms is divided into two phases: a
primordial phase and a juxtapositional phase.
Messy genetic algorithms use strings that may be over or under-specified with respect
to the problem at hand. For example, i f we use two bits to represent genes and one bit to
represent their alleles (the values each gene can take), the messy string ((101)(100)(010)),
codes two values for gene 2: 0 and 1 (indicated by the first two pairs of the string), which
makes this gene over-specified. On the other hand, the value for gene 3 is absent and then it
is under-specified because it does not appear in the string.

2.7

Neural Networks

A neural network is an interconnected group of neurons that uses a mathematical or computational model to process information based on a connectionistic approach [143]. Neural
networks are inspired by the structure within the brain of living beings where a vast number of
neurons which only have a limited processing power are connected to others. These neurons
interact changing and creating connections during the learning. Then, neural networks are
inspired in the hardware of the brain, creating a system composed by many neurons vastly
connected.
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2.7.1 The Generic Neuron Model
In this section we describe a very generic structure of neuron, which can be extended to
specific purpose neural networks. A neuron is a simple calculation device which, from an
input vector (from the outside of the network or from other networks) responds with only one
output. The elements that compose a neuron are:
• A n input vector Xj (t).
• A set of synaptic weights for neuron i, Wij, which represent the intensity of the interaction between each pre-synaptic neuron j and the post-synaptic neuron i.
• A propagation rule a(wij,Xj(t)) that provides the potential post-synaptic value hi(t) =
a(wij,Xj(t))
for neuron i as a function of the synaptic weights and its input vector.
• A n activation function fi((Xi(t —
which provides the current activation state
a(t) = fi(ai(t — l),hi(t)) of neuron i, as a function of its past state cii(t) and its current
post-synaptic potential.
• A n output function F^a^t)), which indicates the current output yi(t) = Fj(aj(t)) for
neuron i as a function of its activation state.
In this way, the operation of neuron i can be expressed as:
(2.17)
Inputs and Outputs
The input and output variables can be either digital of analogical, it depends on the
model and the application. Depending on the output type, the neurons tend to receive specific names [202]. In this way, standard neurons which output can only be 0 or 1 are called
McCulloch-Pitts neurons, while those which only accept outputs with -1 and +1 are called
Ising Neurons. If a neuron accepts many discrete values, then we should refer to it as Potts
neuron. Sometimes, the output must be specified between a range, for example when dealing
with analogical outputs.
Propagation Rule
The propagation rule allow us to obtain, based on the inputs and the weights, the postsynaptic potential value hi of the neuron. The most common function is a lineal one and is
based on a weighted sum of the inputs with the synaptic weights. Usually, a bias 0i is attached
to the weights vector with a negative value:
(2.18)
In a more formal way, Equation 2.18 can be expressed in terms of the scalar product of
the input vector and the synaptic weights vector:
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The synaptic weight Wij defines in this case the intensity of the interaction between presynaptic neuron j and post-synaptic neuron i. Given a positive input, i f the weight is also
positive, it will tend to excite the post-synaptic neuron. On the other hand, i f the weight is
negative it will tend to inhibit it. In this sense we can identify exciting and inhibiter synapses.
The bias (or threshold value # j ) represents the minimal firing threshold of the neuron. In other
wors, the only way for the neuron to fire is that the sum of the inputs is greater than the value
of the bias.
Activation Function
The activation function (also referred as transference function) defines the current activation state a,i(t) based on the post-synaptic potential hi(t) and its own previous activation
state a,i(t — 1):

Nevertheless, many models do not consider that the current state depends on the previous
state to calculate its current state and then, they exclude it from the calculation:

There are other activation functions, and there are some restrictions about their used
based on the learning algorithms of the neural networks. For example, backpropagation neural networks [243] require a derivable activation function to work.
Output Function
The output function represents the global output of the neuron y,(£) as a function of
its current activation state a,i(t). Very commonly, the output function is simply the identity
F(x) = x, in such a way that the activation of the neuron is considered also, the output of the
neuron:

The output function can also be a step type, which avoids that the neuron fires unless a
given threshold is reached.
Neuron Types
A s we mentioned before, there are distinct types of neurons and they should be used according
to the features of the specific problem and the desired architecture of the system. In this section
we briefly mention three of the most representative types.
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Threshold Neurons
If we consider the standard neuron model with only digital inputs, x = {0,1} and the
activation function is a step function (also known as Heaviside Junction) defined between 0
and 1, we obtain:
t

(2.23)
From Equation 2.23 we can observe that, only i f the membrane potential is greater than
the bias value, then the neuron is activated.
Sigmoid Neurons
If we now consider that we can have a mixture of input types which include both digital
and analogical inputs and the outputs are exclusively analogical, we could use a sigmoid
neuron. The sigmoid function is a continuous ' S ' shaped function which is also derivable in a
certain interval, for example, [0, +1], depending on the concrete function that we choose. The
most common function used with this neuron is:
(2.24)
This neuron model is used in multilayer networks. The requisite of working with derivable functions is imposed by the learning rule, as is the case of backpropagation [243].

2.7.2

Neural Network Architectures

A more formal definition of a neural network is given by Muller [202]. A neural network is a
directed graph with the following properties:
• Each node i is assigned a state variable X{.
• Each connection (i, j) between nodes i and j is associated a weight

€ R.

• Each node i is associated a bias # j .
• For each node i, a function fi(xj,u>ij,9i) is defined. This function will update the state
of the node.
In general neural network terminology, the nodes represent neurons and the connections between nodes, the synapses. Thus, we can characterize the neurons according to their
connections:
• A n input neuron is a neuron without input synapses.
• A neuron without outgoing synapses is called an output neuron.
• Neurons which are not input or output neurons are referred as hidden neurons.
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Learning Mode

In the context of neural networks, the learning can be defined as the process of adjusting the
parameters of the network by stimulation of the environment which surrounds the network.
The learning type is determined by the way such parameters are adapted. In most of the
models, the learning consists of simply fixing the synaptic weights to the point where the
network is able to perform some task with at least, some expected quality.
The training process is an iterative process and can be either supervised or unsupervised.
In supervised learning, example input vectors are iteratively presented to the network and the
desired output is compared against the actual output. If they are different, the weights of
the network are adjusted (how the weights are adjusted depends on the specific network type
and learning mechanism). Conversely, in unsupervised learning, the example input vectors
are presented to the network but no desired output is provided. Thus, the network itself (by
adjusting the weights) will create its own mapping from input vectors to outputs.
When a neural model is constructed, it is a fundamental task to decide which neuronal
model and architecture will be used. Also, the initial weights need to be defined (they can be
initialized to 0 or to random values). In order for the network to be operational it is needed to
train it.
Usually (and it may not be the case for all the neural networks), once the system has been
trained, the learning of the network stops and the structure and weights will remain unaltered.

2.7.4

Self Organizing Map

The Self Organizing Map (SOM), sometimes also referred as Kohonen Network [170, 171]
finds representations in one or two dimensions from an input space which may be represented
by more than two dimensions. The objective of the network is to represent this mapping
through vectors in the data space in such a way that they are distributed in a grid or any
other regular pattern. The network must distribute the vectors in the data space with the same
distribution of probability than the original data. In this way, the vectors found by the network
are an abbreviated representation of the data. Another useful way to see the objective of the
network is to consider the vectors as the centroids of the data (clustering).
S O M is formed by an input layer (which does not perform any computation) and a K o honen layer as shown in Figure 2.4. Between these two layers there are weighted connections.
When an input pattern x is presented to the network, each unit in the Kohonen layer calculates
its input:
(2.25)
Where D(x,

4 )

is a measure of the distance between the vector of weights of neuron i in
the Kohonen layer and the input vector. Among all the neurons in the Kohonen layer, only the
one with the minimum input / j will fire
= 1), the rest will not be activated fa = 0).
The learning rule of S O M modifies the vectors of weights of the neuron that fired, making it even closer to the input vector. The vectors of weights of the other neurons remain
unchanged.
(2.26)
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Where a is the learning rate (defined in the range [0,1]). This rate usually starts with one
value close to 0.8 and decreases linearly until reaching 0. In this way, the vector of weights
of the winning network will have more chances of firing when an input is similar to the last
input that made such neuron fire.

2.7.5

Learning Vector Quantization

The Learning Vector Quantization (LVQ) was introduced by T. Kohonen [170] as a way to
implement the ideas of S O M for pattern classification. L V Q is a supervised neural network
that uses a competitive (winner-take-all) learning strategy. It is related to other competitive
learning neural networks such as the S O M algorithm that is a similar algorithm for unsupervised learning with the addition of connections between the neurons. In L V Q , a label is
assigned to each neuron in the Kohonen layer. These labels identify the classes the network
has the task to learn. It is possible to have more than one neuron in the Kohonen layer for the
same class. When a patterned is presented as an input to the network, the network output is
the label of the winning neuron; it is, the class associated to that neuron.
In other types on neural networks, the weights among the connections play the main role
in the network design. In L V Q , it is also important the position of the neurons in each layer.
The purpose of the training in L V Q can be seen as converting the similarity of input signals
into proximity of excited neurons. In other words, training a L V Q neural network consists
in defining class regions in the input space and associate similar prototype vectors into each
class region [172]. The more complex the class distribution, the more prototype vectors that
will be required, some problems may need thousands. Multiple passes of the L V Q training
algorithm are suggested for more robust usage, where the first pass has a large learning rate to
prepare the prototype vectors and the second pass has a low learning rate and runs for a long
time (perhaps 10-times more iterations) [35]. Another feature that makes L V Q attractive for
researchers is that it only uses a set of appropriately chosen prototype vectors. This way the
classification method is much more efficient, because the number of vectors that should be
stored and compared with is significantly smaller than with other neural networks [133].
Because L V Q is based on S O M , they have a similar learning rule: they both modify
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only the vector of weights of the winning neuron. The only difference with respect to S O M
is that in L V Q , the vector of weights of the winning neuron is only modified i f the neuron
corresponds to the desired class. To improve the training speed, it is common to implement
repulsion. If the winning neuron does not correspond to the desired class, its vector of weights
is adjusted, moving it away from the input.

2.8

Hyper-heuristics

There are several reasons why the combination of heuristics can offer improved performance,
compared to a single expert (in this case, a low-level heuristic). There may be no single
heuristic that is best on all problems. A combination of heuristics could thus enhance the
accuracy and reliability of the overall system [223]. On a limited training data, different
candidate heuristics may seem equally accurate, but as long as the number of instances and
test increases, the best candidate may not continue being the best choice to solve the new
instances. None of the many heuristics that can be considered for C S P always outperforms
the others, and it is common that this gap between heuristics is small [61, 179]. Hence, a
combination of heuristics is desirable.
The isolated application of heuristics has not proved to be an efficient method for solving all the instances of the problem. When presented with a problem instance, it may not be
obvious which heuristic to apply, even though one of them might end up performing much
better than others on a group of instances [6]. Thus, a technique that provides some advice
about which heuristic is to be best for the current instance would be very useful [146]. A more
efficient alternative to isolated application of heuristics to the whole instance is to apply a different heuristic depending on the current problem state; this is the task of a hyper-heuristic.
A hyper-heuristic is used to define a high-level heuristic which controls the low-level heuristics [42]. The hyper-heuristic manages the selection of which low-level heuristic should be
applied at a moment, based on the characteristics of the low-level heuristics and the region
of the space currently under exploration [63, 137]. Combining multiple heuristics that are
based on different features sometimes results in a better performance than which can be obtained by either heuristic working in isolation [142]. This phenomena has been referred as
"heuristic synergy" and we do not have yet enough understanding of the basis of such synergies [300, 301]. With the use of hyper-heuristics we try to improve the performance of the
exploration of the state space compared with the individual use of the low-level heuristics.
The use of hyper-heuristics provides an efficient way to apply the most suitable heuristic for
the current state of the problem during the solution search process.
A s mentioned before, hyper-heuristics are motivated by the aim of providing a more
general procedure for optimization [39] and differ from the widely used term meta-heuristic
in the fact that instead of controlling simpler heuristics for a narrow set of problems, a hyperheuristic is a re-usable method that chooses among a set of heuristic approaches to robustly
tackle a wider range of problems. Meta-heuristics are mostly developed for particular types
of problems, tend to be knowledge rich, requiring substantial expertise in both the problem
domain and appropriate heuristic technique and usually produce solutions by operating directly on the problem [5, 92]. Thus, the meta-heuristic methods developed for a particular
problem may not perform well i f applied to a different problem. This results in methods that
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are hardly re-usable in practice. While meta-heuristics tend to control the way a low-level
heuristic modifies the solution, hyper-heuristics simply choose which low-level heuristic to
apply and have no control over the way the solution is altered by the low-level heuristics.
This makes hyper-heuristics less domain dependent than meta-heuristics and therefore easily
re-usable [64].
The increase in the level of generality could underpin a new generation of decision support systems which are applicable across a range of problems rather than the current state of
the art which tends to focus on bespoke tailor-made systems [41]. Many combinatorial optimization problems having intensive practical interest such as timetabling, packing, scheduling, vehicle routing, are computationally difficult and are solved with a variety of heuristic
and meta-heuristic approaches [126, 40]. The search space involved in these approaches can
be huge, and problems themselves are often categorized as NP-hard [114]. Thus, a combination of heuristics, selectively applied based on the features presented in a problem, may work
well on a wide range of instances.
For certain classes of problems, hyper-heuristics have shown to yield high quality practical solutions in a much shorter development time than that of other approaches such as tabu
search and genetic algorithms, and using relatively little domain knowledge [66]. Hyperheuristics may be used in cases where little domain knowledge is available (for example when
dealing with a new poorly understood or unusual problem) or when a solution must be produced quickly (e. g. prototyping) [66].
Over the past few years a number of hyper-heuristic studies have been reported in the
literature although the term 'hyper-heuristic' is not always used [275, 102, 251, 283, 66]. In
fact, the term 'hyper-heuristic' was introduced relatively recently [90]. The first ideas about
hyper-heuristic were published in the early 1960's by Fisher and Thompson [104, 74] and
tackled the problem of job-shop scheduling. The selection method was based on a probabilistic weighting of the low-level heuristic, which represented various scheduling rules. Book
chapters by Ross and Hart [239] and Burke et al. [40] present a detailed description of hyperheuristics, their evolution, examples of their application on different problem domains, and
future research issues. A s recently established by Ross [238], hyper-heuristic research has
been steadily evolving through the years, especially in the last 15 years. However, the goal to
develop algorithms that are more generally applicable to all optimization problems is still far
from reach. Having a super-algorithm that determines for a given problem P the right method
to obtain the best solution is not straight forward. Choosing the exact features to determine
problem P may have many decision points making the sequence of heuristic choices absolutely critical and at the same time very difficult. This is an important aspect for continuing
research.
Some of the investigations on hyper-heuristics that have been done were developed to
tackle the problems of Channel assignment optimization [164, 163], Scheduling of project
presentations [167], Timetabling and scheduling problems [318, 319, 232, 67, 166, 52, 43],
B i n packing problems [241, 240], Cutting stock problem [278, 285, 284], Automated pianograms [15], Shelf space layout [15], Component placement [7], Determining shipper sizes [93],
Transportation [140], Sales summit scheduling [64] and C S P [279, 28, 211]. Also, some
works have been developed to study the properties and general aspects of hyper-heuristics,
see for example: [39, 26, 217, 14, 218, 225].
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Classification of Hyper-heuristics

We can distinguish between two classes of hyper-heuristics: iterative hyper-heuristics (also
known as perturbative hyper-heuristics) and constructive hyper-heuristics. The former receives as an input an initial base solution s and at every iteration a low-level heuristic is
applied to produce a new solution st. If si is better than s, it becomes the new base for future
iterations. If it is worse, it may either be discarded or still become the new base with a certain
chance. The mechanism to choose the low-level heuristic to be applied next and the policy to
accept or reject non-improving solutions are what differentiate most of the proposed iterative
hyper-heuristics [272,41, 42]. The second type of hyper-heuristic, the constructive ones, suggest a sequence of low-level heuristics to be applied in secession in order to build a solution
from scratch. The task is to find the best sequence of low-level heuristics. Finding the best
sequence of low-level heuristics, contained in a given repository H, is called the associated
problem. Typically, the associated problem is solved by exploring many sequences through
different search heuristic frameworks such as genetic algorithms [103, 144]. Less common
are selection mechanisms that analyse the problem instance in hand and suggest, based on
previous experience, the heuristic to be used to solve the new instance [44].

2.8.2

Selection Mechanisms

A key ingredient to implement any hyper-heuristic approach is the selection mechanism. The
selection mechanism guides the hyper-heuristic in the way in which low-level heuristics are
selected [45]. The heuristic selection mechanisms used in the literature are either based on
offline classifier models [44, 318, 240, 319] or online machine learning techinques [45, 205,
52, 14, 93]. Previous research has shown that hyper-heuristics with online learning have
advantages over offline learning hyper-heuristic approaches in terms of solution quality and
algorithm independence [52]. Several online learning hyper-heuristic mechanism have been
based on the ideas of reinforcement learning [276], in which historical information is used
in order to choose heuristics in a more intelligent way in the next stage of the search. That
is, each heuristic is subject to a reinforcement procedure to increase or reduce its chances of
being chosen in the future. To do this, some quantitative measurements are generally used to
evaluate the performance of each heuristic throughout the search. Preferences or priorities are
then applied to those heuristics that have obtained good overall performance during the search
history. Most hyper-heuristic approaches have used long-term memories. That is, information
gathered during the early stages of the search has the same influence as the information which
was obtained only recently [14].
The selection mechanisms commonly used in the literature include evolutionary computation (genetic algorithms [135, 62, 137, 285, 284, 282], genetic programming [12], classifier
learning systems [278]), swarm intelligence [42, 41, 55], simulated annealing [15, 93], tabu
search [165, 45], neural networks [200, 215, 214, 209], decision matrices [211, 212] and a
choice function model [167, 234]. A more detailed revision of each of the works developed
with these selection mechanism and what they were used for is presented in the next lines.
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Probabilistic Approaches
Fisher and Thompson [104] tackled the problem of job-shop scheduling. The selection
method was based on a probabilistic weighting of the low-level heuristics, which represented
various scheduling rules. Subsequent investigations on hyper-heuristics were carried out by
Mockus et al. [196, 195] who advocated a Bayesian mechanism for searching between lowlevel heuristics.
Evolutionary Computation
Terashima et al. developed a constructive hyper-heuristic based on the genetic algorithm
technique to find indirect ways to solve exam timetabling problems [283]. Hart et al. [140]
developed an evolving heuristically driven schedule builder for a real-life chicken catching
and transportation problem. The problem is divided into two subproblems and each is solved
using a separate genetic algorithm. The two genetic algorithms evolve a strategy for producing schedules, rather than a schedule itself in the application. Another genetic algorithmbased hyper-heuristic approach was presented by Cowling, Kendall and Han [62, 135, 136]
for solving a trainer scheduling problem. In their work, the chromosome within genetic algorithm represents an ordered sequence of low-level heuristics to be applied to the problem.
Another evolutionary hyper-heuristic approach is reported by Ross et al. [241] for solving binpacking problems. The selection mechanism in that research uses learning classifier systems
and genetic algorithms respectively to learn, for a given stage of bin-packing problems, which
heuristics were more useful than others [241, 240]. In their approach, each classifier represents a bin-packing heuristic or rule. Another approach presented by Kendall [165] combined
a genetic algorithms with a tabu list to monitor the performance of each low-level heuristic in
solving an examination timetabling problem.
Reinforcement Learning
Nareyek [206, 205] also proposed a hyper-heuristic method that uses ideas based on reinforcement learning [161, 276] in order to choose which heuristic to apply at each decision
point. The variants of the approach are evaluated on a constraint programming environment
for planning and scheduling.
Choice Function
Cowling, Kendall and Soubeiga [63, 67, 66] report the application of another type of
hyper-heuristic which uses a choice function to rank the low-level heuristics. The choice function is a process which learns on-line the sequence of heuristics to be applied to the problem.
They applied their approach to a sales summit scheduling problem [65], a project presentation scheduling problem [67] and a nurse scheduling problem [66] and they found that the
problems can be solved effectively. Gaw et al. [234] and Soubeiga [272] have also developed
choice function hyper-heuristics for a variety of optimization problems. Continued work has
developed the choice function approach for use within multi-objective problems [46].
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Tabu Search
Burke et al. [45,49] designed a tabu search hyper-heuristic technique to solve timetabling
and rostering problems. Their framework also incorporates some principles of reinforcement
learning, and the heuristics compete against one other in order to be selected. In [137], Han
and Kendall added a tabu search method to their previous genetic algorithm hyper-heuristic
approach. The addition of the list helps to prevent the hyper-heuristic from calling those inefficient low-level heuristics in one specific chromosome where each chromosome is a sequence
of low-level heuristics which are applied, in the given order, to the problem at hand. Burke
et al. [48] analysed the use of hyper-heuristics approaches for multi-objective optimization
problems. Their method measures the performance of each simple neighbourhood exploration heuristic and adapts it according to the knowledge gained during the search and during
previous runs of the algorithm. Burke et al. have also applied the tabu search approach to
design a graph based hyper-heuristic for timetabling problems [43].
Case Based Reasoning
The machine learning paradigm of case-based reasoning has also been recently used to
select heuristics for course timetabling problems (Burke et al. [47, 38, 44] and Petrovic and
Qu [224]). In these papers, the case-based reasoning system maintains a case base of information regarding the performance of different heuristics on previously solved timetabling
problems.
Simulated Annealing
Dowsland et al. [94,93] designed a simulated annealing based hyper-heuristic for reducing the packaging waste. Their approach was applied to determine shipper sizes for storage
and transportation. Bai et al. also developed a similar simulated annealing mechanism [14,13]
for course timetabling and nurse rostering, respectively. The heuristic selection in this last
framework is based on the ideas of stochastic ranking [244], in contrast with the deterministic
approaches used in most of the other hyper-heuristic algorithms.
Swarm Intelligence
The ant colony optimization approach, which is the most representative of the swarm
intelligence methods, was used for the generation of hyper-heuristics for the project presentation scheduling problem by Burke et al. [41] and for the travel tournament problem by Chen
etal. [55].
Neural Networks
The work [200] is one of the first investigations that used neural network approaches
to produce combinations of heuristics. Even though the term hyper-heuristic was never used
in that investigation, the approach corresponds to hyper-heuristic methodologies. Later, Corr
et al. [60] presented a neural network based construction heuristic for the time examination
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problem. More recently, work by Ortiz-Bayliss et al. [215, 214, 209] has focused on producing hyper-heuristics for C S P by using neural and neuro-evolutionary approaches. In their
approach, the neural networks represent hyper-heuristics, and given an input vector, the network decides which low-level heuristic to apply at a given moment.
Decision Matrices
A very simple way to code hyper-heuristics is to represent them as decision matrices
where the axes of the matrices represent significant properties of the instances. This matrix is
used to guide the selection of low-level heuristics according to the changing properties of the
instance at hand. Recent work by Ortiz-Bayliss et al. has explored different ways to exploit
this selection mechanism [211, 212, 213].
Other approaches
Gratch and Chien [132] developed an adaptive problem solving system to select proper
heuristic methods from a space of heuristics after a period of adaptation, and applied it to a
network scheduling problem. Randall and Abramson [233] designed a general meta-heuristic
based solver for combinatorial optimization problems, where they used linked list modelling
to represent the problems, thus the problem was specified in a textual format and solved
directly using meta-heuristic search engines. In [164], the authors, instead of concentrating
in the low-level heuristics sequences, used a Monte Carlo [7] hyper-heuristic as acceptance
criteria based on the solution quality returned by randomly calling the low-level heuristics.
Kendall and Mohamad [163] used the hyper-heuristic method presented in [7] but proposed a
different acceptance criteria as used by Dueck [96]. The method, the Great Deluge Algorithm
(GDA), was extended and the performance of the algorithm as a local search meta-heuristic
was evaluated and obtained very promising results on examination timetabling problems [50].

2.9

Summary

In this chapter we have presented relevant information related to this research. Some examples
of problems that can be represented as C S P were presented and discussed. Also, distinct
methods to improve the search on C S P were explained, including a very complete survey of
variable and value ordering heuristics. We mentioned the importance of random instances
to generate sets with special characteristics that allow us to test our algorithms on specific
situations but also stressed the importance of structured instances as part of the real application
of any approach.
We provided a brief explanation of some techniques that will be used to generate the
hyper-heuristics, specifically focusing out attention on decision matrices, genetic algorithms
and neural networks.
The final part of the chapter presents the definition and importance of hyper-heuristics
as general methods, followed by a survey of hyper-heuristic investigations, considering the
computational techniques used to implement each hype-heuristic and the problem domain
where they were applied.

Chapter 3
Methodology
In this chapter we provide a detailed description of the methodology used during this research.
Each step of the investigation is presented and justified. The steps are described in chronological order, which also corresponds to the structure of this dissertation.

3.1

Methodological Process

The methodology of this investigation is divided into five main phases which are briefly described in the lines below.

3.1.1

Phase I. Understanding What Has Been Done

The first phase of the methodology mainly contains information about two areas of interest:
the study of CSP, their properties, solving methods, random models and complexity; and the
generation and applications of hyper-heuristics for CSP and other problem domains.
Then, the first phase in this investigation included a vast study of the current literature
directly related to our investigation. We searched for published material in the areas of constraint satisfaction and hyper-heuristics. Regarding CSP, we focused our attention specially
on variable and value ordering heuristics used in previous studies. We also studied the complexity of C S P and how the interaction of variable and value ordering heuristics affects the
different solution schemes for CSP. Related to the generation of CSP, we provided a survey
of the most common random generation models. The importance of this step relies in the fact
that we needed to know the previous approaches for solving CSP, their drawbacks and limitations, as well as their advantages over other techniques. This part was important because
we needed to decide how to implement the C S P solver which was used in this investigation.
With regard to hyper-heuristics, we found for the state of the art hyper-heuristic approaches
and studied the literature to find the most suitable generation models that could be applied to
CSP, according to the results of previous studies. The complete reference to C S P definitions,
solution and generation methods and a survey of the variable and value ordering heuristics
can be found in Chapter 2. Together with the information about CSP, in the same Chapter a
survey of hyper-heuristics studies and their applications is presented.
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Phase II. Understanding the Low-level Heuristics

We need to provide a set of low-level heuristics that will be selected and applied by a highlevel method. Then, the delimitation of such heuristics, and the understanding of their decisions is critical for this investigation. The second phase of the methodology is entirely related
to the low-level heuristics and their behaviour. It was necessary to define a set of representative heuristics (the most relevant, the most used, the ones with the best results, etc), both from
variable and value ordering to be included in the investigation. It was not feasible to include
all the heuristics described in the literature because of the time needed to implement and test
them within our approach. Once a set of heuristics was defined, the next step consisted in understanding the behaviour of such heuristics in order to apply them and identify their strengths
and weaknesses. It was also important to provide the reader enough information about the way
each heuristic makes its decisions, because a bad understanding of the heuristics may produce
a bad reading of its implications and results. The information of the low-level heuristics used
in this investigation is described in Chapter 4.

3.1.3

Phase III. Justification of the Hyper-heuristic Approach

This phase of the research includes the preliminary studies to justify that a hyper-heuristic approach can be used for CSP. This phase was included three particular objectives: (1) Selection
of the instances to be used in the research, (2) Evaluation of the performance of the low-level
heuristics on those instances and (3) Justification of the hyper-heuristic approach.
In this investigation, we decided to include both random and non-random instances.
The importance of random instances relies in the fact that they would allow us to test our
approaches on instances with specific features, for example, hard instances located in the
phase transition (See Chapter 2 for more information about C S P and the phase transition).
To generate C S P instances, many random generators exist. We made a selection among all
the models and we implemented the selected ones to be used within this investigation. Also,
a new model was proposed and proved to produce interesting instances in terms of hardness
when compared to other generation models.
Even though, random instances are not enough to test the implications of our models.
That is the reason why we also included non-random instances taken from public benchmarks.
These instances included quasi-random, patterned and real instances. Then set of instances
with very different properties was used to analyse the performance of the methods described
in this investigation.
Once we understood the way the low-level heuristics work and we had a well defined
set of instances where to test our methods, it was necessary to test the heuristics on those
instances. We observed different behaviours for different heuristics according to the region of
the space under exploration. O f special interest was to test the implications of incorporating
value ordering to the search. Also, the information gathered in this step proved that there are
some regions in the space where some heuristics are better than others. One of the major
conclusions derived from the studies performed during this phase was that value ordering
seems to be completely irrelevant to the search when the instances have no solution.
After we gathered evidence of the existence of regions where some heuristics were better
than others, were able to justify our need for more flexible methods to solve CSP, methods
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that are able to use that information to perform better than the single low-level heuristics. In
this part of the research we concluded that distinct variable and value ordering heuristics show
different responses according to the problem instances.
This phase of the investigation is described in Chapter 5.

3.1.4 Phase IV. A Formal Definition of Hyper-heuristic
The next part of the investigation dealt with the problem of providing a more formal definition
for hyper-heuristics for CSP. This definition was used later to describe the hyper-heuristics
generated by the different frameworks developed in this investigation. The formal definition
represents our interest in not only generating but understanding how the low-level heuristics
can be combined to produce more flexible methods. A t this point it was also the time for
selecting the features that would describe the C S P instances. We needed to define a set of
features which was expressive enough to really represent the changing states of the search,
being useful to guide the search.
It would be pointless to produce hyper-heuristics without a valid reference of the performance of other simple combination methods. Then, we decided to generate random hyperheuristics to be used as control parameters. Along with the random hyper-heuristics, two
simple hyper-heuristic models were proposed to exploit the information gathered by the preliminary studies, as an attempt to use such information to improve the variable ordering within
CSP.
Chapter 6 contains the information derived from this phase of the research. This phase
was important for the objective of the research because it provided the definitions to justify
the hyper-heuristic frameworks described in the next phase.

3.1.5 Phase V. Hyper-heuristic Generation Frameworks
A t this point of the investigation we had already explored many of the main aspects of the
theory needed to understand C S P and hyper-heuristics. It was the time to focus our attention
in generating and analysing hyper-heuristics. Three models were proposed and described,
each one with particular characteristics:
The decision matrix framework. A framework that produces hyper-heuristics based on
a decision matrix approach is described in Chapter 7. The model explores the use of
decision matrices to represent hyper-heuristics for variable and value ordering within
CSP. The framework modifies a first decision matrix, which is initialized with one lowlevel heuristic. Each hyper-heuristic, which is represented by a matrix of integers, is
improved by a local search method. This method tries to improve the hyper-heuristic
by modifying one cell of the matrix at the time, based on some criteria to decide which
ones to update before the others. The approach is able to produce good quality hyperheuristics, which can be compared in performance to the best result of the low-level
heuristics. This model served as basis for designing and implementing the other two
frameworks presented in this dissertation.
The evolutionary framework. To generate this model, we implemented the concept of vector hyper-heuristic. Then, any hyper-heuristic was seen as a set of (features, heuristic)
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pairs. To improve the performance of the hyper-heuristics, a steady state genetic algorithm was used, achieving promising results. For this framework it was necessary to
design a genetic algorithm approach which was able to exploit the features of the problem. To do so, a very specialized fitness function and genetic operators were developed.
Chapter 8 includes the complete description of the model and the most important results
of the hyper-heuristics generated with it.
Neural network framework. The neural network model was also based on the idea of the
vector hyper-heuristic. It appeared as a way to learn the information from the low-level
heuristics and the regions of good performance by modifying the weights of a neural
network, specifically a L V Q neural network. This framework proved to achieve good
quality results with low training times of the hyper-heuristics. The analysis and results
of this approach is detailed in Chapter 9.
A l l the models were explained and analysed, producing different results and allowing
us to conclude some relevant ideas. The analysis of each framework in terms of quality of the
results and generation time, along with the analysis of the most important results closed the
experimentation phase of this dissertation.
With all the results from the different experiments and the information gathered along
this investigation we concluded the dissertation. We explained our theories about why some
results occurred and what is expected as future work in Chapter 11.

Chapter 4
Low-level Heuristics
In this chapter we will discuss the low-level heuristics used in this investigation. We will
provide a more detailed description of how different heuristics decide which variable and
value to select by providing some examples. We will also provide explanations about the
cases where some of these heuristics have similar behaviours.

4.1

Solving a CSP

In this investigation we will focus on search methods to solve CSP. The algorithm developed
performs DFS on the instances and iteratively constructs the solution, one variable at the time.
The solving algorithm includes constraint propagation (AC3) and intelligent backtracking
(backjumping). Also, the central part of this research is the selection of the next variable
and value to be tried and that is why our approach utilizes variable and value ordering at
each node of the search. Thus, the ordering is dynamical, constructed during the search.
Also, every time a variable is assigned a value, the properties of the instance change and
a new subproblem arises; a subproblem with different features composed by the remaining
uninstantiated variables.
The base algorithm for solving a C S P instance used in this research is presented in
Algorithm 1. We will apply this algorithm to solve a small example instance.
Consider we are trying to solve a C S P instance described by:

(4.1)
Also, the constraints are expressed in extension, representing conflictive pairs of values:

(4.2)
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The value between parenthesis in each constraint represents its tightness. We must recall that
the constraints in our representation are bidirectional (for example, c = (1,3) = c i =
(3,1)). Also, in this specific case, the tightness is not uniform among all the constraints. The
instance described by Equations 4.1 and 4.2 is shown in Figure 4.1.
i2

2

Figure 4.1: A C S P instance example
If we analyse the properties of this instance, we can measure that its constraint density
is 7/15 = 0.467 and its constraint tightness is 21/135 = 0.156. More information about
important C S P measurements can be found in Section 2.3 in Chapter 2.
Let us suppose that according to a given variable ordering heuristic H we select variable
XQ for instantiation. In a second decision, the value ordering heuristic H decides that x§ = 3.
The constraints where x is involved are revised to see if none of them is violated. If all the
constraints are satisfied (like in this case), it is time to perform the constraint propagation.
In our example, after propagating the effect of the instantiation of x among the variables
connected to it, x will contain only one allowed value. Thus, we also need to propagate
0

x

e

6

2
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that value to the remaining variables. A t the end of the constraint propagation process we
will obtain a new instance with different properties to the original instance. In Figure 4.2
we can observe the result of the constraint propagation and the reduced instance. We use the
term reduced to stress the fact that the domains have been pruned and the constraints have
been reduced. For example, there is no need to keep the constraints that involve x and x
because they are already satisfied (the network is arc-consistent and then, only feasible values
remain i n the domains of the uninstantiated variables). Also, many prohibited pairs of values
(nogoods) among the constraints are useless because the values they prohibit no longer remain
in the domains of the variables (for example, the first conflict in cu prohibits the tuple (2,1)
but 2 is no longer in the domain of x{). In this case, those constraints and conflicts need to be
updated to save time and consistency checks in future revisions during the search.
The remaining constraints and their respective tuples of conflicts after the propagation
are:
2

6

(4.3)

If we measure the properties of this new instance we observe that they have changed with
respect to the original instance. The constraint density is now smaller, p = 1/2 = 0.50 and
the constraint tightness is very much smaller, p = 6/39 = 0.154. The resulting subproblem
after assigning x = 3 and performing constraint propagation is shown in Figure 4.2.
x

2

6

Figure 4.2: A n example of how the search progresses

4.2

Variable Ordering Heuristics

Using a good heuristic can make a tremendous difference in the efficiency of solving a CSP.
Without a good ordering heuristic, solving even a moderate-sized C S P may be extremely time
consuming [6]. Because we are aware of the importance of variable ordering we investigated
the most recurrent variable ordering heuristics in the literature and we briefly described them
in Chapter 2. B y looking at the description of the heuristics, we observed that some of them
use similar features to decide which variable to instantiate next (for example, Rho, M a x conflicts and Promise consider the number of conflicts among the constraints but they decide
according to a different evaluation of the same feature). According to this, we selected 10
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variable ordering heuristics that we considered the most relevant to be included in this investigation: Minimum remaining values ( M R V ) , Rho (RHO), Expected number of solutions
(ENS), Kappa (K), Maximum backward degree ( M B D ) , Maximum forward degree ( M F D ) ,
Max conflicts ( M X C ) , Forward Brelaz (FBZ), Backward Brelaz (BBZ) and Random heuristic
(RND). The random heuristic is used only as a control parameter. It randomly selects one
variable from the set of uninstantiated ones. In all the cases, ties among variables are broken
according to the lexical order of the names of the variables.
It is important to mention that in the past, variable and value ordering heuristics were
used only at the beginning of the search to provide a static ordering that was kept during the
entire search process. A l l the heuristics used in this investigation correspond to a category
called dynamic variable ordering, which uses the changing features of the instances during
the search to provide a new ordering every time a new variable is to be instantiated.
We will now describe in detail the variable heuristics used in this investigation. Because
in this section we are explaining how the variable ordering heuristics work, we decided not
to use any specialized value ordering heuristic in the examples. In all cases, the choice of the
next value to try for a selected variable will be done according to our convenience to explain
the behaviour of the different variable ordering heuristics.

4.2.1

Minimum Remaining Values

Minimum remaining values (MRV) heuristic [139, 230, 274, 317] prefers the variables with
the smallest domains. It is a very simple heuristic and effective in many instances but presents
a major drawback: it cannot guide the search when the variables within the instance have
uniform domain sizes. Looking at Figure 4.1, we observe that in this case the problem of the
uniform domain sizes appears. Because all the variables have the same domain size, M R V
will not be helpful at the beginning of the search. B y using lexical ordering on the name of
the variables to break the ties we know that x will be the first variable to be assigned a value.
Let us suppose that x\ — 1 and after constraint propagation we will obtain the instance shown
in Figure 4.3 with constraints described by Equation 4.4.
x

Figure 4.3: M R V example: first step
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After the first instantiation and the constraint propagation, M R V is now able to provide
a useful advice. We need to stress the point that i f no constraint propagation mechanism is
used, the domains of the uninstantiated variables will remain untouched and again, M R V will
not be able to decide between the rest of the variables to provide a good advice. For the
second decision it is clear that M R V will select x because it has the smallest domain size.
Let us assign x = 1 and perform constraint propagation. The resulting instance is shown in
Figure 4.4 and the conflictive tuples per constraint are described in Equation 4.5.
2

2

Figure 4.4: M R V example: second step

A t this point, M R V will select x for instantiation. If we assign x = 2 then only
disconnected nodes remain in the instance (Figure 4.5). One of those disconnected nodes, £ 4 ,
has automatically been assigned the only feasible value in its domain because of the constraint
propagation.
5

5
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To solve this instance, M R V will select X3 and finally x . Because no constraints remain
in the instance, any value from the domains of the unassigned variables is feasible and w i l l be
part of the solution.
6

4.2.2

Rho

The Rho (RHO) heuristic [119] tries to maximize the solution density of the remaining instance. A s explained before, R H O w i l l select the variable that maximizes the future value of
p according to Equation 2.11. This is, the variable that minimizes p(xj) = l l c . , e c . (1
PCJ)
at the moment of the selection (where p is the fraction of infeasible pairs of values in each
constraint Cj). In other words, R H O prefers the variables involved in the larger number of
conflicts or, what is the same, variables involved in very tight constraints. We will explain
how R H O works by applying it on the example instance from Figure 4.1 and described by
Equations 4.1 and 4.2.
x

—

Cj

This heuristic is unable to decide which variable to select when the constraint tightness
is uniform among all the constraints because the value of p(xi) will be the same for all the
variables. According to R H O , the evaluation for each variable in terms of p(xi):

The Rho heuristic will select x for instantiation. In this case x is also the variable that
holds the larger number of conflicts among the constraints. Let us assume that x = 2 (the
reader may also try to instantiate x = 1 to see that after constraint propagation the instance
is practically solved and would not help to explain how R H O works).
After setting x = 2 and performing constraint propagation, the domains of the variables
will be reduced and some unnecessary constraints will be removed. Figure 4.6 presents the
resulting subproblem. Also, the updated constraints are described in Equation 4.7:
5

5

5

5

5

We once again calculate the solution density for each constraint over its respective constraints p(xi):

The Rho heuristic will select x as the next variable to instantiate. Because x is disconnected from the graph, it is not involved in any constraint and then, the fraction of prohibited
tuples for it, is 0 . This means that all the values in its domain are part of the solution, i f one
2

3
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Figure 4.6: R H O example: first step

exists. Setting x = 1 practically solves the problem because it produces a graph with the disconnected nodes x , x and x (Figure 4.7). Also, at this moment R H O stops providing a good
advice because i f all the variables are disconnected, no infeasible tuples exist and p(xi) = 1
for all the variables. B y using lexical ordering as tie breaker, R H O will select the remaining
variables in the order: x\, x and finally x .
2

x

3

6

3

6

Figure 4.7: R H O example: second step

In this case, we have found multiple solutions to the problem. Because all the remaining
uninstantiated variables do not participate in any constraint, their assignations do not affect
the others. From this state of the search we are able to identify 18 different solutions. A l l we
have to do is select the values we prefer from the domains of the uninstantiated variables and
then we will obtain a solution to our problem. The 18 solutions that can be obtained from this
state of the search are listed below:
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As we can observe, none of the possible assignations breaks any of the original constraints.

4.2.3

Expected Number of Solutions

The Expected number of solutions (ENS) heuristic [119] tries to maximize the estimated
number of solutions in the future search, E[S}. To maximize E[S] (Equation 2.4) we need to
select the variable that minimizes:

A t simple sight it may seem that the variables selected by E N S will be always the same
than the ones selected by using R H O , but this will not happen in all the cases. Figure 4.8
presents a very simple fully connected graph with only three variables. Let us suppose that
the instance is represented by Equation 4.10:

Figure 4.8: A CSP instance where R H O behaves distinct than E N S

Because all the variables have the same value for the solution density, R H O is unable to
decide which variable to choose first. According to the lexical ordering and because we have a
tie, R H O would select x to instantiate next, but E N S will select x because it has the smaller
x

3
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domain size. O f course, this example is trivial but it is useful to show that both heuristics may
have different behaviours under different circumstances.
A s it can be observed, E N S is a combination of R H O and M R V . In other words, E N S
could be represented as a composed heuristic that uses p as first criterion to select the variable
and the domain size as criterion to break ties, or vice versa.
If we use E N S to solve the instance presented in Figure 4.1 and described by Equations 4.1 and 4.2 we will observe that, for that specific instance (if the same value ordering
is used), E N S behaves just as R H O . It is clear that if the value ordering is not the same, the
resulting subproblem may be different.

4.2.4

Kappa

The Kappa (K) heuristic [123] orders the variables based on the measure of the kappa factor,
K. K A P P A w i l l select first the variable that minimizes:

The idea with this heuristic is to leave the subproblem with the largest K. The larger the
value of n, the more likely an instance has many solutions. Thus, by removing the variables
with the smallest K, the remaining subproblems should maximize K.
If we use K A P P A to solve the instance presented in Figure 4.1 and described by Equations 4.1 and 4.2, the first step will be to measure K(xi) for each variable:

The Kappa heuristic will select the variable with smaller n(xi), which is x . Let x$ = 1
and perform constraint propagation. The resulting instance is shown in Figure 4.9.
3

Figure 4.9: K A P P A example: first step
Also, the reduced constraints are described by Equation 4.13:
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We can now calculate the new values of K{XI) for the uninstantiated variables:

In this case, K A P P A will select x to instantiate. Let us suppose that x = 2. After
constraint propagation the resulting subproblem is practically solved as it can be observed in
Figure 4.10. A l l what is left to do is to select any of the values in D and a solution w i l l be
found.
x

x

X6

4.2.5

Max Conflicts

The M a x conflicts ( M X C ) heuristic selects the variables according to the number of conflicts
they are involved in. In this way, M X C prefers the variables involved in the larger number
of conflicts (which must not be confused with the number of constraints). M X C is similar to
R H O in the sense that it prefers the most restricted variables but they behaviour is different
under certain circumstances. To observe these differences we will apply R H O and M X C to
an example. Assume that we have a CSP instance formed by the following description:
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The instance described in Equation 4.15 is shown in Figure 4.11. We do not need to
specify the exact tuples because both R H O and M X C are only interested on their numbers
and not their description in extension. A s in the previous examples, p is the proportion of
infeasible tuples per constraint. Because we know the domain sizes of the involved variables
it is easy to observe that p j i i
will result in the number of conflicts in constraint c^.
c

Ci

m

m

Figure 4.11: A C S P instance where M X C behaves distinct than R H O
If we calculate the value of p(xi) for each variable we obtain:

(4.16)
By using R H O , the selected variable would be x .
On the other hand, i f now we evaluate the instance according to M X C , the number of
conflicts per variable is:
3

(4.17)
Even though there is a tie between variables x\ and x , the selection excludes x which
was the variable suggested by R H O in the first place. It is also clear that i f all the uninstantiated variables have equal domain sizes R H O will behave exactly as M X C and vice versa.
If we apply M X C to solve the instance presented in Figure 4.1 and described by Equations 4.1 and 4.2 we obtain:
2

3

(4.18)

Where M X C will select the variable with the largest number of conflicts, in this case x .
We could try the assignation x& = 2 (as we did in the example of the Rho heuristic) and obtain
the instance shown in Figure 4.6 with constraints described in Equation 4.7. At this point of
the search, the number of conflicts per variable is:
5
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A s it can be observed, for this specific instance both R H O and M X C produce the same
variable ordering.

4.2.6

Maximum Forward Degree

The Maximum forward degree (MFD) heuristic prefers the variables connected to the maximum number of uninstantiated variables, it is, the variables involved in the larger number of
constraints (not infeasible tuples but edges between nodes). Let us explain how this heuristic
works by using it on an example. Again, we will use the instance presented in Figure 4.1.
If we calculate the forward degree, fdeg(xi), of each variable, we obtain:

M F D prefers the variables involved in the largest number of constraints, then we w i l l
find three tied variables with fdeg = 3. Because we are using the lexical ordering as criterion
to break ties, we will select x . We could try, for example, x = 2 but after propagation the
domain of x would be empty. This verification is left to the reader. Let x = 3 and after
constraint propagation the resulting instance is presented in Figure 4.12.
2

2

4

2

Figure 4.12: M F D example: first step
Also, the reduced constraints in the instance are:

(4.20)
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After the propagation, we can calculate the forward degree of the remaining variables to
select the next variable to assign:

Now, M F D will select x\. If we assign x± = 2, then the instance is solved because
after constraint propagation: x = {2,3}, x = {1,2,3}, x = 2 and x = {1,2}, and no
constraints exist within the graph. Thus, we can select any value from the domains of the
uninstantiated variables and obtain one solution to the problem. M F D is useless at this point
because fdeg(xi) = 0 for all the variables. B y using the lexical ordering to break ties the rest
of the variables will be selected in the order: x , x and x .
x

3

5

x

4.2.7

3

e

6

Maximum Backward Degree

The Maximum backward degree (MBD) heuristic also uses the degree of the variables to decide the next one to instantiate, but it prefers the variables connected to the maximum number
of instantiated variables (called backward degree). To implement this heuristic we need to
keep track of the original connections in the instance to be able to measure the connections
with instantiated variables. To see how this heuristic works, we will use one partially solved
instance from a previous example, the instance described by Equation 4.20. This instance is
shown in Figure 4.13, where edges that involve instantiated variables are marked with dotted
lines.

Figure 4.13: A partially solved instance
To solve this instance, M B D will calculate the backward degree of each variable:

The variable selected for instantiation will be the one with the largest backward degree,
xi (the tie between x\, x^ and x$ will be broken by the lexical order of the names of the
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variables). After we instantiate x\ = 2 and apply the constraint propagation, the resulting
instance is shown in Figure 4.14:

Figure 4.14: M B D example: first step
Now the instance is almost solved. The graph is disconnected and once again, we can
select any of the values from the domains of D and D to find a solution. B y evaluating the
backward degree of the remaining variables, bdeg(x ) = 2 and bdeg(x ) = 1. Thus, M B D
will select z and finally x to instantiate.
X3

X6

6

6

4.2.8

3

3

Backward Brelaz

The Brelaz heuristic, as defined in [34], uses M R V to select the next variable to instantiate and
in case of ties, applies M B D to decide between the tied variables. A variation of this heuristic
is implemented as dom/bdeg, which is the quotient of the domain size over the backward
degree of the variable. We decided to provide two implementations of the Brelaz heuristic
for this investigation: one that considers backward degree and other that considers forward
degree. The first implementation, called Backward Brelaz (BBZ) selects the variable that
minimizes:

In the original description of the Brelaz heuristic, the only way to use the forward degree
is in case of tie in the number of domains. With our implementation, B B Z and F B Z use both
criteria at the same time to decide the next variable to select. If the domains are equal, the
backward or forward degree will serve as tie breaker. On the other hand, i f the forward degrees
of two or more variables do not provide information to select one variable from the others, the
domain size will provide extra information to make a decision.
B B Z is unable to provide a good advice at the beginning of the search i f the variables
within the instance have uniform domain sizes. This is because no instantiated variables exist
in the instance and then, the values of bdeg(xi) = 0 and the domains have the same sizes for
all the variables. In this case, the evaluation of bbz(xt) is also the same for all the variables.
We will apply B B Z to solve the instance presented in Figure 4.1 and described in Equations 4.1 and 4.2. Because B B Z cannot decide which variable to select (because all the variables have the same backward degree and the domains have also the same size), we use the
lexical order to select the next variable to instantiate. The heuristic will select x\ as the next
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variable. Assuming that x = 2 and after constraint propagation, we will obtain the reduced
instance shown in Figure 4.15.
x

Figure 4.15: B B Z example: first step
The new values of bbz(xi) for each uninstantiated variable are:

(4.24)
A t this point, B B Z will select x and later x . Because there are only disconnected nodes
in the graph, we can easily select any value from the domains of the remaining variables to
find a solution to the problem. For example: x = 2 and x = 1.
6

3

3

4.2.9

6

Forward Brelaz

The Forward Brelaz (FBZ) [34] heuristic is implemented as the quotient of the domain size
over the forward degree of each variable. The forward degree is the number of uninstantiated
variables connected to that node. F B Z prefers the variable that minimizes:

(4.25)
If we apply F B Z to the same instance that we use to explain B B Z (Figure 4.1) we obtain:

(4.26)

We have a tie between variables x , x and X5. B y lexical order, F B Z will select x for
instantiation. Assigning x — 3 will produce the instance shown in Figure 4.16.
Now, the new values fbz(xi) for the remaining uninstantiated variables are:
2

2

4

2
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Figure 4.16: F B Z example: first step

(4.27)

We can observe that there is a tie between variables x and x . B y revising the lexical
ordering of the names of the variables the heuristic will decide to select x before x . Let
x = 3 and perform constraint propagation. The subproblem now does not contain edges and
then, any value from the domains of the uninstantiated variables is part of the solution. To
finish the search, F B Z will instantiate x and x$, respectively.
4

5
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4.3

Value Ordering Heuristics

In contrast to variable ordering, just a few value ordering heuristics have been proposed and
developed in previous studies. Also, most of these heuristics use the same criteria and features
and just the name of the method changes (this also occurs with variable ordering but is much
frequent with value ordering heuristics). We know that the principle that guides value selection is to choose the value which is more likely to succeed. Based on this and the results from
previous investigations, we have decided to include three value ordering heuristics: M i n conflicts ( M N C ) , Frequency of removal after constraint propagation heuristic (FREQ) and M i n
product of conflicts (MPC).
To explain how these value ordering heuristics work, we will present a series of examples where the heuristics will be applied. Because the goal of this section is to explain only
value ordering heuristics, the variables to be instantiated will be selected according to our
convenience to make the explanation of the heuristics easier. In all cases, ties between values
are broken again by lexical ordering on the labels of the values. If we restrict our instance to
deal only with numerical values, it is equivalent to select the minimum feasible value from
the domain of the variable each time a tie occurs.
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Min Conflicts

The Min conflicts ( M N C ) heuristic [118] prefers the values that are involved in the smaller
number of conflicts among the constraints where the variable participates. Its implementation
is really simple and it is only necessary to go through the constraints where the variable is
involved and increment a counter when the value is found in an infeasible tuple.
Let us go back to the example shown in Figure 4.1 and described by Equations 4.1
and 4.2 and apply M N C as value ordering heuristic.
Because we are not using any specific variable ordering heuristic, let us assume that
we choose x for instantiation. According to M N C , the value in the domain of x which is
involved in the smaller number of conflicts (infeasible pairs of values) should be tried first.
Then, we calculate the number of conflicts where each value in D participates:
2

2

X2

M N C will try x
shown in Figure 4.17.

2

= 1 first. After constraint propagation, the resulting subproblem is

Figure 4.17: M N C example: first step
The reduced constraints are:

Because the instance is not solved yet we will have to select another variable, for example x . The conflicts where each value in D4 is involved are:
4

With this evaluation, M N C will try x — 2 and after constraint propagation we observe
that the instance contains no edges. Thus, any of the values in the domains D , D and D
are part of a solution i f at least one exists (Figure 4.18).
4

Xl

X3

X6
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Figure 4.18: M N C example: second step

4.3.2

Frequency of Removal After Constraint Propagation

The Frequency of removal after constraint propagation (FREQ) heuristic [322], which is a
heuristic that records the frequency that each value is removed, is used to select the value for
a variable that is more likely to remain after constraint propagation. Every time a value Vj in
D is removed because of constraint propagation, a counter R{xi,vf) associated to that value
is increased. When a variable is to be instantiated, the value from its domain with the smaller
value of R is selected first.
Xi

Figure 4.19: A n example instance to be solved with F R E Q
We will explain how F R E Q works by solving the instance shown in Figure 4.19, with
constraints defined in extension according to:

Let us assume that we select variable x\ to instantiate. F R E Q is more likely to provide
a good advice as the search progresses, because many values have been removed due to constraint propagation. To select the value to try for the first variable F R E Q is not useful because
all the counters R are initialized to 0. Because of this, F R E Q will try x\ = 1 first, because
of the lexical ordering on the values. After constraint propagation, we will observe that the
instance is not consistent because the domain of x will be empty. Nevertheless, some values
would be removed from the domains of the variables during the constraint propagation. We
need to undo the changes (i. e. all the values removed during propagation and the constraints
2
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that were reduced are restored). Even thought we have undone the changes, the values of the
counters R were updated during the propagation (only the counters R
> 0 are shown):
XuVj

It can be observed that F R E Q will not change the ordering of the values of the first variable because none of the values in its domain are ever removed after constraint propagation.
Thus, for the first variable in the search tree, there is not any special value ordering strategy.
F R E Q will now try x\ = 2 and perform constraint propagation, which will produce the new
subproblem shown in Figure 4.20.

Figure 4.20: F R E Q example: first step
Only the value 1 was removed from D
values are:

X4

during constraint propagation. The updated R

Let us suppose that we now select x to be instantiated. Because the counters R for each
value in D are: R(x ,1) = 2, R(x ,2) = 1 and R(x ,3) = 0; F R E Q will try first x = 3.
After propagating the effect of this instantiation over the rest of the variables, we can find that
the problem is solved and that the solution found is x = 2, x = 3, x = 2 and x = 3.
Because this is a very small example, the benefit of using F R E Q as value ordering heuristic
is not so clear. Imagine a larger instance with ten variables and 5 values in their domains. In
that case, the number of values removed during constraint propagation is considerably larger
than in this example, allowing the heuristic to decide better which value to try first.
Another important issue about F R E Q is that it requires the search to fail sometimes in
order to gather information for future decisions. The higher the failures occur at the beginning
4

Xi

4

4

4

4

x

2

3

4
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of the search, the more likely F R E Q will be able to guide the search to a solution once the
failure has been undone.

4.3.3

Min Product of Conflicts

The Min product of conflicts (MPC) heuristic is a modification of the M i n conflicts heuristic.
The idea is that, selecting the value with the smaller product of prohibited tuples among the
constraints we will have a greater probability of reaching a solution faster. M P C , as M N C ,
looks for the values that are involved in fewer conflicts. Nevertheless both heuristics use
the same feature to make a decision and many of the times will select the same value, they
sometimes perform different according to the problem features. Let us focus on the C S P
instance presented in figure 4.21.

Figure 4.21: A n example instance where M P C and M N C behave different
The description in extension of the constraints is:

Assuming that we select x to instantiate first, we can calculate now the number of
conflicts where each possible value of x\ is involved:
x

By using M N C it is clear that we would try x\ — 2 because it participates only in 2
conflicts.
If we now use M P C to decide the value to assign to x\, we have to calculate the product
of conflicts and not the sum like we did before for M N C :

In this case, M P C will instantiate x\ = 1. Even though, both M N C and M P C use the
number of conflicts per value as a property to decide the next value to try, they use it in a
different way. The evidence suggests that M C P should provides a better advice for instances
with very tight constraints. A s the instances contain fewer conflicts, its decisions are more
similar to those made by M N C . Because of this, i f we use M P C to solve the instance shown
in Figure 4.1 and described in Equations 4.1 and 4.2 we will obtain the same value order than
the one obtained by M N C (assuming the same variable order).
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Summary

In this chapter we have described in detail the ten variable ordering heuristics and the three
value ordering heuristics that will be used in this research. The differences in the behaviour
of the different heuristics have been presented and explained. Also, examples to show how
those heuristics make their decisions were provided for each heuristic. We still have to argue
if tie breaking on the lexical order is the best strategy to follow. We think that it is possible
to combine many of these heuristics into a 'super' composed heuristic and apply them one
after another when a tie appears. Unfortunately, to know in advance which parameters to
check first is difficult and may represent a problem to construct such heuristic. Also, the
computational time required to apply two or three different heuristics to select one variable or
value is expensive. Another alternative to break ties is using a random heuristic, which will
select the next variable or value to instantiate randomly. We decided not to use it as tie breaker
because we want to apply only deterministic heuristics. In CSP, a small change in the ordering
can produce a great change in the time to solve an instance. We do not want our algorithms to
be based on random decisions, at least not with regard to the low-level heuristics.
In the next chapter we will test these heuristics on different sets of instances, both obtained from repositories that include real instances and random generated instances. We will
observe how the decisions of these heuristics affect the performance of the search, putting to
test the idea that value ordering is useless as long as the hardness of the instances grows. Also,
in Chapter 5 we will identify some regions where specific combinations of variable and value
ordering heuristics perform better than others.

Chapter 5
Preliminary Studies
In this section we present some preliminary studies about variable and value ordering heuristics for CSP. We will present evidence that suggests that the same heuristics perform different
according to the properties of the instance at hand. Before moving into the preliminary studies, there are some important aspects to consider for this research.
1. We will only deal with instances that have a finite and static number of variables.
2. The instances used in this investigation contain only numerical values in the domains
of the variables.
3. The task of the C S P solver will be to find only one solution or to prove that none exists.
Finding all solutions is beyond the current investigation.
4. To test the different models and heuristics we will use both random C S P instances and
instances taken from public repositories. We have decided to include both random C S P
and non-random instances in this research. A s we already mentioned in Chapter 2,
random instances will allow us to test the methods with instances which have specific
features while non-random instances will provide a justification that these techniques
also work on structured instances. Nevertheless, we will put most of the effort on binary
random instances because those include the most of the previous works on random CSP.
The instances used in this investigation are described according to the format X C S P
2.1 Even though our C S P solver is designed to deal with constraints of any arity, the
research is tested exclusively on binary instances.
a

5.1

Branching Strategy: Binary vs Non-binary Branching

We already discussed that two branching strategies can be used when expanding the search
tree. We tried binary branching and non-binary branching on a set of random instances generated with model B and solved them by using a random variable ordering heuristic (a full
description of model B for CSP generation is presented in Section 5.2.1). We observed a high
a

This format is fully
benchmarks.html.

described in

http://www.cril.univ-artois.fr/-lecoutre/
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variance in the results and we found strong evidence that suggests that non-binary branching
is better than binary branching for most of the instances solved in this experiment. Binary
branching showed to be a better approach only for instances with small values of p\ and p .
Figure 5.1 shows the comparison of the two branching schemes in a constraint plot. A constraint plot is used to describe a slice in the space where pi = p to see the behaviour of the
heuristics tested as we vary pi and p . The maximum number of consistency checks in this
experiment was set to 10 x 10 to keep the running time of our instances under control and
avoid extremely large search times for specific instances. That is the reason why the peak in
the transition phase for the binary branching scheme is not complete.
2

2

2

6

The results of our experiments strongly suggest that non-binary branching is the best
scheme for solving C S P when using A C 3 as constraint propagation method and backjumping
as backtracking mechanism. O f course, this topic requires more analysis in order to conclude
the case where one branching scheme is better than the other. A t this moment we have only
found evidence that justifies our implementation by using a d-way branching scheme in our
solver.

5.2

Random CSP Generation

In recent years random CSP have received great attention, both from experimental and theoretical point of views [109, 146, 231, 265]. Random binary CSP present a peculiar characteristic
that makes them very interesting for solution models: we can predict the order parameters
that will generate very hard to solve instances. The generation of random binary C S P is not
as simple as it seems: the instances can be generated by different models, and some of them
have proved to be more adequate than the others for certain cases.
In Chapter 2 we exposed the most used algorithms for random C S P generation. We
also discussed some of the problems with model B in terms of flawed variables. In this
investigation we will include instances generated with four different models: B , F, R B and a
new model resulting from this research: model J.
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Models B and F, and J (which will be described in the next lines) as stated in their original descriptions, are binary C S P generators. On the other hand, R B can be used to generate
constraints of any desired arity. In the next lines we will describe the implementations of the
different random generators used within this investigation and some particular results.

5.2.1 Locating the Transition Phase on Random Binary CSP
In Chapter 2 we mentioned the existence of a transition phase in CSP, a region where instances
abruptly change from having one or more solutions to being unsolvable. Inside this region, the
average search cost reaches its maximum value. We will show that all the random generation
models used in this investigation present this threshold phenomena when we vary some generation parameters. Locating the transition phase is important to generate challenging instances
that will be used to test the performance of distinct solution techniques.
Instances from Model B
Model B has widely been studied in the current literature and has been used to generate most
of the random instances in C S P investigations. We already mentioned the drawbacks of this
model, which has a large probability of producing only unsolvable instances as n —> oo. In
this research, all the instances generated with model B do not present such flawed variables
because the instances are generated with relatively small values of n.
Looking for the transition phase, we produced a grid of instances that covers the space
p x p with steps of 0.05 in each axis. For each point in the grid, we generated 10 different
instances with parameters: (n = 2 0 , m = 1 0 , p i , p ) (where n is the number of variables in
the instance, m is the uniform domain size and pi and p were taken from the current point
in the grid under exploration). Before trying to show that the instances produced with these
parameters do show a transition phase we will prove that this grid includes both solvable and
unsolvable instances. First of all, the probability that an instance has a solution in the set is
shown in Figure 5.2. To solve the instances in the grid, the random heuristic was used to order
the variables and no value ordering heuristic was used during the search. Because we stop
the search only when a solution is found or it is proved that none exists, the probability plot
is independent of the solution method (but the solution method affects the time to solve the
instances). A s it can be observed, an abrupt change on the probability of having a solution
occurs, which corresponds to the location of the transition phase.
2

2

2

2

The constraint plot shown in Figure 5.3, which corresponds to a slice in the grid where
P i = P2, allows us to observe the transition phase and the easy-hard-easy pattern which
is common in C S P investigations (the dotted lines indicate the boundaries of the transition phase). Thus, we can conclude that instances generated with model B with parameters
(20,10, p\, p ) show a threshold phenomena when changing from having at least one solution
to being unsolvable.
2

Instances from Model F
A s we mentioned in previous chapters, Model E was developed as a response to the flawed
variables produced by model B under certain circumstances. Even though model E does not
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Figure 5.3: Constraint plot for pi = p obtained when solving the grid of instances generated
with model B (n = 20, m = 10) with a random variable ordering heuristic
2

suffer from this problem, it has other limitations. For example, model E tends to generate
fully connected instances, with large values of p\ and it is really difficult to produce instances
with sparse constraints. For this reason, Model F was proposed as a generalization of model E
that is able to construct instances with low values of p\. Because model F is based on model
E , and model E selects the conflicts with repetitions, it is very difficult to produce instances
with specific values of p . For this investigation we decided to modify model E in such a way
that it creates the conflicts among the constraints without repetitions.
2

For this experiment we generated a grid of instances with the same description than the
one generated in Section 5.2.1: 20 variables per instance and 10 values in their respective
domains, changing the values of p\ and p by intervals of 0.05. For each point we produced
10 random instances with model F and the corresponding parameters.
2

It is clear from Figures 5.4 and 5.5 that the transition phase phenomena is also present
in this group of instances. B y knowing this, we know that we can use this model to produce
interesting to solve instances for testing our methods.
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Figure 5.5: Constraint plot for p = p obtained when solving the grid of instances generated
with model F (n = 20, m = 10) with a random variable ordering heuristic
x

2

Instances from M o d e l R B
Model R B guarantees that no flawed variables exits within the instance because the domain
size of the variables grows polynomially with the number of variables. For every instance in
model R B there is an equivalent in model B if we properly fix the generation parameters. In
this investigation, instead of generating instances by providing a and r directly, we decided
to provide n, m, p and p as in models B and F. Thus, given m and pi we can calculate a and
r as: a = ln(m)/ ln(n) and r = p\(n — l ) / ( 2 m(n)). B y changing the generation parameters
we are able to produce any instance we want which may be easily compared to an equivalent
instance from any of the other two models.
x

2

a

r

According to X u et al. [313], the transition phase should take place around P = 1—er^
(assuming that a > 1/2 for binary instances. It is stated that unsatisfiable instances generated
through Model R B almost surely have the guarantee to be hard [313]. Even thought our
observations confirm the location of the phase transition at p = 1 — e~ ^ , we found no
evidence supporting the claim that unsatisfiable instances are almost surely hard.
2

a

2

r
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Figure 5.6: Probability that an instance has a solution in the grid of instances generated with
model R B (n = 20, m = 10)

Figure 5.7: Constraint plot for p = p obtained when solving the grid of instances generated
with model R B (n = 20, m = 10) with a random variable ordering heuristic
x

2

In Figures 5.7 and 5.7 we observe that the hardest instances take place within the phase
transition, the region where the instances change from having at least one solution to being unsolvable. Because of the resolution, we do not know for sure the values in the range
(0.4,0.45) that would maximize the search cost, but we can suppose that in the middle of those
values the hardest instances will be found. We will consider that the hardest instances are to
be found in (pi = 0.425 and p = 0.425), which would correspond to instances generated
with a = 0.7686 and r = 1.3478, are very close to the prediction of where the most difficult
instances should appear: p = 0.4346. The difference between our observations and the predicted result may be because of the resolution used to produce the grid. In our grid, changes
of 0.05 are performed in both axes, and that makes it impossible to produce an instance with
p between 0.40 and 0.45. Despite this small difference, we think that the predictor is accurate
enough to be considered correct.
2

2

2
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Instances from Model J
Model J was proposed as an attempt to produce random instances with some structure within
the constraint graph. The idea is to generate instances that are the result of connecting two
random instances of small sizes. Based on the value of p will be the number of edges that
connect each subgraph. Model J generates instances with exactly n variables, where each
variable has a domain size m, a constraint density p\ and a constraint tightness p . Given this
parameters, model J works as follows:
1

2

1. In a first step, we create two instances of n / 2 variables each one i f n is even; or \n/2]
and [n/2j i f n is odd. Each random instance is created with model B with m values in
the domains of the variables and pi and p to determine the number of constraints and
conflicts in each instance.
2

2. In a second step, we connect the instances from step 1 by generating constraints between the variables of distinct instances. In this step we do not generate edges between
variables within the same subinstance. To keep the constraint density of the two smaller
instances constant on the new instance the algorithm is connecting, ^2(^1(^1 — l ) / 2 +
n {n — 1)/2 new constraints must be created. These new constraints are created with a
tightness of p to be consistent with the tightness of the two smaller instances produced
in step 1.
2

2

2

Once we have defined model J, we will present its results. A s in previous sections, we
generated a grid of instances starting from p i = 0 and p = 0 and increments of 0.05 in each
axis until reaching 1.0 in both axes. Per each point in this grid, 10 instances were generated
and solved with R N D . The results of this experiment are presented in Figures 5.8 and 5.9. It
is visible that an easy-hard-easy pattern is also present for model J. The probability that an
instance has a solution is very similar for this grid than the previous ones. B y looking at the
constraint plot on Figure 5.8, we observe again the threshold like picture when the instances
change from having a solution to being unsatisfiable. The evidence suggests that instances
generated with 20 variables and 10 values in their domains through model J also present a
phase transition (Figure 5.9).
2

Model J attempts to generate instances with some structure. O f course, a more detailed
analysis is needed to test the implications of this model.

5.3

Hardness of Random Instances

We have observed that the four models present a threshold behaviour when the instances
change from being solvable to being unsolvable. We may now ask which of these models
produces the hardest instances. To answer this question we have to be careful, because we
cannot compare the whole set of instances. If we consider the whole grid, the observed variance w i l l be very high because the grids include both very easy and really hard instances.
Thus, we think that it is a better approach to consider only a small subset of hard instances
to compare the difficulty of the instances produced by each model. Thus, we selected the 50
hardest instances produced by each model and we produced a box plot with this information
(for information about how to interpret a box plot see Appendix A ) .
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Figure 5.8: Constraint plot for p\ = p obtained when solving the grid of instances generated
with model J (n = 20, m = 10) with a random variable ordering heuristic
2

Figure 5.9: Probability that an instance has a solution in the grid of instances generated with
model J (n = 20, m = 10)

Figure 5.10 presents the box plot produced for the 50 hardest instances from each random generation model. It seems that the hardest instances are produced by model B but the
evidence is not strong. Because the notches of the boxes from model B and model F slightly
overlap, the statistical evidence suggests that the real medians of the results for both models
may be equal. Based on the information provided by the constraint plot, the statistical evidence that indicates that the real median of the hardest instances produced by model R B is
smaller than the real medians of the ones from model B , F and J is overwhelming. Thus, taking the median consistency checks as reference, model B and F produce the hardest instances
for n = 20 and m = 10.
Because the box plot allows us to compare only the medians, we decided to estimate the
confidence intervals for the means of the hardest instances in order to confirm that model F
produces the hardest to solve instances (for a more detailed description of the statistical tests
and estimations used within this research, please see appendix A ) . The confidence intervals
for each model are:
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Figure 5.10: Constraint plot for the 50 hardest instances produced with each generation model
and solved with a random variable ordering heuristic

(5.1)

The statistical evidence suggests that the hardest instances for n = 20 and m = 10
generated with model B require between 9354121 and 9769924 consistency checks to be
solved. For model F, the statistical evidence suggests that the hardest instances produced with
this model require between 5905787 and 6903213 consistency checks. The results obtained
for model R B indicate that the hardest instances generated through this model require between
4246572 and 5211228 checks to be solved. Finally, the hardest instances generated with
model J have a population mean between 5751090 and 6715510 consistency checks. In all
cases, the intervals were obtained with 95% of confidence. This results confirm the idea that
the hardest instances are produced by using models B and F, being B the model that produces
the hardest instances. According to the statistical evidence obtained from this experiment,
if we generate a set of hard instances (within or close to the phase transition region) it is
expected that the instances produced with model B or F require more consistency checks
than the instances produced by models J or R B . Thus, we can state that the hardness of the
instances produced by these models, from hard to easy is: model B , model F, model J and
model R B . It is important to recall that these results were obtained by using a random variable
ordering heuristic. Should we use another variable ordering strategy the results may change.
The idea of using a random heuristic was to test the hardness of the instances themselves,
independently of the variable ordering heuristic which may bias the results.

5.4

Low-level Heuristics: Is There Anything to Learn?

The first question that emerges when trying to combine different methods into a new one
is related to the problem that we need to confirm that there is something to learn that will
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allow us to combine the methods and decide when and where to apply them. Because hyperheuristics fall into the category of methods that choose among others and selectively apply
them according to the problem features, there is no case to try a hyper-heuristic approach i f
the low-level heuristics do not form some patterns a hyper-heuristic can exploit. Thus, before
describing our hyper-heuristic method we will try to prove that there are situations where
some heuristics are better than others and that we can identify and exploit those situations. Is
there anything that hyper-heuristics can learn? There are three possible scenarios we might
obtain in response to this question:
• There is a pattern that shows that one heuristic is always the best option. In this case,
that heuristic dominates the others and there is nothing else to do. There is no need for
any hyper-heuristic approach; we must use the best heuristic every time.
• There is a pattern that shows regions where some heuristics perform better than the rest.
Should this be the case, a hyper-heuristic approach seems feasible because there are
patterns that the hyper-heuristic may identify and use during the search.
• There is no pattern at all, it is only noise. This is the worst possible scenario because in
this case we have no clue of which heuristic to apply given a certain problem state.
We have identified three possible scenarios, but which is the scenario we are dealing
with in the C S P domain? To answer this question we selected two low-level variable ordering heuristics in order to show how different heuristics may produce different patterns on
the space. To start this experiment, we compared two heuristics: M B D and F B Z . These two
heuristics were selected because we observed that they make easier for us to show the different
regions in the space where one heuristic is better than other. We used M B D and F B Z to solve
each instance in the grid produced with model B in Section 5.2.1 and the number of consistency checks for each instance was saved. To compare the average consistency checks of both
heuristics we performed a unilateral t-test for small samples, also known as Welch's test. For
each test, two hypothesis were presented: H : The population means of both heuristics (in
terms of consistency checks) are equal, and Hi. The population mean of the first heuristic is
smaller than the population mean of the second (in terms of constraint checks). If the statistical evidence suggests that one heuristic has a population mean which is smaller than the other,
we plot that point with the respective symbol of the winning heuristic. Otherwise, the point
in the grid is not plotted. For all these tests, a level of significance a = 0.10 was used (as a
decreases, stronger evidence to reject H is needed). Figure 5.11 shows the pattern obtained
when using these two heuristics to solve the grid of instances. Also, Figure 5.12 presents the
behaviour of M B D and F B Z on a slice of the space pi — p . To facilitate the interpretation
of the constraint plot, we have also shown the boundaries of the phase transition with dotted
lines.
0

0

2

It is clear, by observing the pattern in Figure 5.11 that the statistical evidence suggests
that F B Z is a very good variable ordering heuristic when the instances have large values of
Pi and pi. Also, the evidence suggests that, for small values of pi and p , there is not a
significant difference between both heuristics. Then, we do not need to worry about more
elaborated methods to choose among them because there is high probability that the results
will be similar with either heuristic. If we now take a slice in the space pi x p for all the points
2

2

5.4. LOW-LEVEL

HEURISTICS: IS THERE ANYTHING TO LEARN?

93

Figure 5.11: Pattern obtained for M B D and F B Z for the grid of instances generated with
model B (n = 20, m = 10)

where p\ = p we will obtain the constraint plot presented in Figure 5.12. It is important to
stress the fact that an easy-hard-easy pattern is observed on this figure. Even though the
constraint plot seems to be clear and show the regions in p = p where one heuristic is
better than the other, only the statistical evidence will allow us to conclude i f one heuristic is
actually, better than the other. If we only compare the sample means we will obtain different
results and we may make the mistake to consider that a significant difference between the two
approaches exists. We consider that only through the statistical analysis we can prove that
those differences are significant. Nevertheless, the constraint plots provide an excellent tool
to see how different heuristic behave on the samples.
2

x

2

Do these patterns occur only because of the generation model? Worried about this question we also proved that similar patterns occur independently of the generation model used.
Thus, the patterns for heuristics M B D and F B Z for instances generated with models F, R B
and J are presented in Figure 5.13. Even though the patterns are similar, small differences
appear on some regions. A s in previous figures, the boundaries of the phase transition are
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plotted with dotted lines. Because these boundaries may be different based on the generation
model (and also within the same model because the instances are randomly generated), each
generation model shown in Figure 5.13 has different bounds for the phase transition.

Figure 5.13: Patterns obtained for M B D and F B Z for the grid of instances generated with
(n = 2 0 , m = 10) with (a) Model F, (b) Model R B and (c) Model J
It is important to stress that we do not attempt to identify all the (regions,
heuristics)
patterns in this investigation, but to show that there are differences between the behaviours
of some low-level heuristics on different regions of the search space and that they appear
regardless of the generation model used.

5.4.1

Incorporating More Heuristics to the Patterns

We observed that some patterns appear when using only two heuristics. Now, it is time to test
the implications of incorporating more heuristics to solve the instances in the grid. For example, i f we also solve the instances with M F D , we can observe that the pattern presented in
Figures 5.14 has changed with respect to 5.11. The most notorious difference with respect to
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the previous pattern is that the big spot on the unsolvable region where F B Z used to dominate
has disappeared. This occurs because the plot shows the regions where one heuristic dominates the rest and, because the results obtained by M F D are very similar to F B Z , the statistical
difference between these two heuristics is not significant. Thus, F B Z no longer dominates
the region of the unsolvable instances but it does not mean that it performs poorly on that
region. Also, two isolated points where M F D dominates the other two heuristics appears just
before the phase transition. Also, the constraint plot which now includes M F D (Figure 5.15)
is slightly different than the constraint plot which only includes M B D and F B Z (Figure 5.12).

Figure 5.14: Pattern obtained for M B D , F B Z and M F D for the grid of instances generated
with model B (n = 20, m = 10)

Figure 5.15: Constraint plot for M B D , F B Z and M F D on the instances generated with model
B (n = 20, m = 10, p i = p )
2

Should we include more heuristics to the search process we will observe that the regions
where one heuristic dominates the others gets smaller. A s we add more heuristics, combinations of two or more heuristics start to dominate some regions and we will eventually stop
identifying one single dominating heuristic.
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5.4.2

Scalability of the Patterns

We have presented studies on not so large CSP instances to clarify some of the concepts about
patterns that associate one heuristic to specific regions of the space. What occurs to these
patterns when we increase the size of the instances? Aiming to solve this question we tested
M B D and F B Z on two new grids of instances generated with model B , one with 25 variables
and 10 values in their domains, and the other with 30 variables and 10 values in their domain.
The resulting patterns are presented in Figure 5.16.

Figure 5.16: Patterns obtained for M B D and F B Z for the grid of instances generated with
model B . (a) (n = 25, m = 10) (b) (n = 30, m = 10)
We can observe that the patterns remain regardless of the increase in the size of the
instances. More experimentation is needed to confirm the idea that the best heuristic for
instances of a given size iV will still be the best heuristic for instances of size N + 1. A t this
moment we are only interested on proving that these patterns exist not because of the size of
the instances but the choice of low-level heuristics.

5.5

Value Ordering: Is It Worth the Effort?

In this section we will focus our effort on showing whether the additional computation required to dynamically order the values of the selected variables can lead to significant savings
in the number of consistency checks or i f the additional effort is worthless. In this set of
experiments, we tested nine of the ten variable ordering heuristics ( R N D is not considered
as variable ordering in this set of experiments) and, for each one of them, we applied four
different value ordering heuristics to solve the same instances: R N D , M N C , F R E Q and M P C .
This time we decided to use model F to generate a new grid of instances to be used for this
experiment. The instances contain 20 variables and a uniform domain size of 10 values per
variable. The values of pi and p lie inside the interval (0,1], with increments of 0.05 in each
axis. For each point we generate 10 instances, which gives us a total of 4000 instances in the
grid. Because of the structure of the problems and the parameters selected, the grid contains
2

5.5. VALUE ORDERING: IS IT WORTH THE EFFORT?

97

both (solvable and unsolvable) easy and hard instances. A s we did in previous experiments,
the limit of the number of consistency checks was set to 10 x 10 to keep the experiments
under control with regard to the running time.
5

In all cases, we considered the statistical analysis presented in Section 5.4 to compare the
performance of two heuristics on the same point of the grid and obtain the regions where some
heuristics perform better than others. Additionally to this statistical analysis, confidence intervals for the means of the consistency checks of the hardest instances are generated for each
value ordering heuristic. Also, box plots to analyse the medians of the 50 hardest instances are
presented and finally, a head-to-head comparison is performed where we statistically compare
each pair of heuristics to demonstrate whether one is better than the others.

5.5.1

Impact of Value Ordering on MRV

M R V was used as variable ordering heuristic combined with R N D , M N C , F R E Q and M P C as
value ordering heuristics. In Figure 5.17 we can observe the regions where, when using M R V
as variable ordering heuristic, one specific value ordering heuristic dominates the others. In
the case of M R V as variable ordering heuristic, we found no evidence that supports that value
ordering makes a significant difference in the region where the instances have no solution. B y
looking at the slice of the space that corresponds to p\ = p (Figure 5.18), we can observe that
there are regions where two or three combinations of heuristics perform equally well on the
sample. In those regions the selection among value ordering heuristics would be unnecessary.
2

Figure 5.17: The regions where one heuristic is significantly better than the others (significance of 10%) on the grid of instances generated with model F (n = 20, m = 10)
Equations 5.2 and 5.3 present the confidence intervals for the average consistency checks
for each value ordering heuristic combined with MRV, both for the 50 hardest solvable and
the 50 hardest unsolvable instances, respectively (with 95% of confidence). These intervals
serve as a reference to locate the mean consistency checks of the hardest instances for M R V
combined with any of the four value ordering heuristics, for a set of random instances generated with model F (n = 20, m = 10). The statistical evidence suggests that M N C is the
value ordering heuristic that best performs when combined with M R V . Also, a random value
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selection seems to be as good as F R E Q heuristic. M P C has a wider confidence interval due to
a higher variance in its results.

(5.2)

In the case of unsolvable instances we found no evidence that indicates that any of the
value ordering strategies makes significant difference in the performance of M R V :

(5.3)

The box plot presented in Figure 5.19 allows us to compare the real medians of the value
ordering heuristics for the hardest solvable instances in the set. Because the notches of M R V
do not overlap with the notches of any other heuristic, we can state, with a 95% of confidence,
that the median consistency checks for M R V on the hardest satisfiable instances generated
with model F (n = 20, m = 10) is lower than the rest.
Finally, to confirm our ideas about the differences in the means of the four value ordering
heuristics we performed a hypothesis test based on the z statistical for large samples. A
head-to-head comparison was performed to compare each one of the value ordering heuristics
against the others (by forming pairs of heuristics). The hypothesis tested were: H : the real
average consistency checks from the first heuristic is larger or equal than the real average of
the second heuristic and, Hi. the real average consistency checks from the first heuristic is
smaller than the real average of the second heuristic. Based on this analysis, we observed
that M N C has a lower mean than R N D (0.0009), F R E Q (0.0031) and M P C (0.0341), in all
cases, the p-values are indicated between parenthesis. Thus, for M R V as variable ordering
heuristic, the ordering of the values for the selected variables is significant in the hardest
0
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Figure 5.19: Box plot for M R V combined with value ordering for the 50 hardest satisfiable
instances in the grid generated with model F (n = 20, m = 10)
solvable instances. Also, M N C seems to be the best low-level value ordering heuristic when
combined with M R V .

5.5.2

Impact of Value Ordering on RHO

How is the behaviour of R H O affected when value ordering is incorporated? We combined
R H O with the four value ordering heuristics used in this investigation. These results are
presented in Figures 5.20 and 5.21. Figure 5.20 shows the regions where one specific ordering
heuristic is significantly better than the others, when applied together with R H O (with 10% of
significance). M N C has the best performance in terms of consistency checks in some points
in the region of solvable instances. It is interesting to notice that there are some points in the
space p\ x p where the random value ordering heuristic is a better choice than the others.
A t the moment we do not have a solid explanation for these cases. Also, at the region where
unsolvable instances take place, no value ordering heuristic seems to dominate the others.
2

When we performed the head-to-head comparison based on the z-test to compare whether their means in terms of consistency checks were different, we found no evidence that
suggested that one of the value ordering heuristics was significantly better than the others for
the hardest satisfiable instances generated with 20 variables and 10 values in their domains.
To measure the real difference between the four value ordering heuristics when applied in
combination with R H O , we took the 50 hardest solvable and the 50 hardest unsolvable instances to generate the confidence intervals of their mean consistency checks. These intervals
suggest that M N C could be considered the best value ordering heuristic to be used with R H O
for instances with at least one solution:

Also, using the 50 hardest solvable instances we generated a box plot to graphically
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Figure 5.20: The regions where one heuristic is significantly better than the others (significance of 10%) on the grid of instances generated with model F (n = 20, m = 10)

Figure 5.21: Constraint plot for R H O + R N D , R H O + M N C , R H O + F R E Q and R H O + M P C
on the instances generated with model F (n = 20, m — 10, p i = p )
2

observe the differences in their performance. Figure 5.22 presents the box plot obtained. A s
we can observe, the notches of the four value ordering heuristics overlap, which indicates that
their real medians may be equal.
The scenario is even clearer for unsolvable instances. The differences in the confidence
intervals (Equation 5.5) of the distinct value ordering heuristics for unsolvable instances is
not significant, and then, it can be concluded that the ordering of the values for unsolvable
instances (at least when using R H O as variable ordering heuristic) does not affect the performance of the search.

We can conclude that i f we combine R H O with any of the four value ordering heuristics,
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Figure 5.22: B o x plot for R H O combined with value ordering for the 50 hardest solvable
instances in the grid generated with model F (n = 20, m = 10)

there is not difference that a change in the performance of the search takes place on the hardest
unsatisfiable instances of the grid. Nevertheless, on satisfiable instances before the phase
transition, we can identify some regions where M N C and R N D represent the best choices.

5.5.3

Impact of Value Ordering on ENS

When using E N S as variable ordering heuristic, the picture is slightly different than in previous cases. In this case, M N C is clearly the value ordering heuristic that dominates most of the
space pi x p , even though this region is small. The region where M N C proves to be the most
efficient value ordering heuristic is just before entering the phase transition, where only the
satisfiable instances appear. Figure 5.23 shows these regions, where isolated points in which
R N D and M P C performed significantly better than the rest of the heuristics are visible. Also,
a slice in the space where p = p is presented in Figure 5.24.
2

x

2

Figure 5.23: The regions where one heuristic is significantly better than the others (significance of 10%) on the grid of instances generated with model F (n = 20, m = 10)
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Figure 5.24: C istraint plot for E N S +
on the instance generated with model F
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Figure 5.25: Box plot for E N S combined with value ordering for the 50 hardest solvable
instances in the grid generated with model F (n = 20, m = 10)

The statistical evidence allows us to conclude that value ordering is not useful to improve the
search when using E N S as variable ordering heuristic, for the hardest solvable instances and
for any unsolvable instance.

5.5.4

Impact of Value Ordering on K

Using the four value ordering heuristics combined with K allows us to identify regions in the
satisfiable zone where one heuristic is significantly better than the rest. In Figure 5.26, we can
observe that a relatively large region where M N C is the best value ordering heuristic takes
place just before the phase transition region. Also, some isolated points where R N D , F R E Q
and M P C represent the best choice appear in the space. If we observe Figure 5.27, we can
trace the behaviour of the value ordering heuristics on a slice of the space where pi — p .
A s in previous sections, the dotted lines in the constraint plot represent the boundaries of
the phase transition. Even though we are able to notice differences in the behaviours of the
distinct value ordering heuristics on the constraint plot, the statistical analysis suggests that
on the slice p i = p , no single value ordering heuristic is significantly better than the others
when combined with K . The differences observed then, are visible only on the sample, but
lack of statistical significance.
2

2

We estimated the confidence intervals for the mean consistency checks of the four value
ordering heuristics, both for the hardest solvable instances and the hardest unsolvable instances. To obtain these intervals we selected the 50 hardest solvable and the 50 hardest
unsolvable instances. The confidence intervals (produced with a 95% of confidence) for the
hardest satisfiable instances are shown in Equation 5.8.
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Figure 5.26: The regions where one heuristic is significantly better than the others (significance of 10%) on the grid of instances generated with model F (n — 20, m = 10)

From these intervals we cannot be sure whether one value ordering heuristic is statistically better than the others, but M N C has the lower confidence interval. Thus, we also
performed the head-to-head comparison based on a hypothesis test with 10% of significance
to decide i f these heuristics have different behaviours in terms of mean consistency checks.
The analysis provided no additional information to distinguish between these heuristics. Thus,
we can conclude that there is not statistical evidence that suggests that one of the value ordering heuristics, when applied together with K , is better than the others. This information
is also confirmed by Figure 5.28, which presents the box plot generated with the 50 hardest solvable instances. Should we analyse the medians of the samples, we will observe that
the real medians of the four value ordering heuristics may be equal, because the notches in
the boxes overlap. Thus, the median analysis also suggests that there is not difference in the
performance of the search because of the value ordering strategy.
Finally, the confidence intervals for the hardest unsolvable instances are presented. A s
in the previous cases, the evidence indicates that value ordering is irrelevant when used on
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Figure 5.28: Box plot for K combined with value ordering for the 50 hardest solvable instances
in the grid generated with model F (n = 20, m = 10)

unsatisfiable instances:

5.5.5

Impact of Value Ordering on MXC

For M X C applied in combination with the four value ordering heuristics, the analysis shows
three small regions where one heuristic is significantly better than the rest. In Figure 5.29 we
can observe that the region where M N C is the best choice remains, even though now it is a
smaller region. Also, a region where R N D dominates the other heuristics appears for some
instances with low tightness. A small region located on instances with low constraint densities
is dominated by F R E Q . The analysis did not provide information about any point where M P C
dominates the other heuristics. On Figure 5.30, we can observe the behaviour of the different
heuristics on the slice of the space p\ = p . It is not obvious that one of the points in the
constraint plot is dominated by F R E Q , but it is. The point ( p i = 0.2, p = 0.2) is dominated
by F R E Q , but because of the scales of the y axis (which is logarithmic), the difference is not
clear by observing only the constraint plot.
We have identified regions where some value ordering heuristics are more suitable than
others, but we also want to identify the behaviour of the heuristics on the hardest instances.
For this reason, we selected the 50 hardest solvable instances from the grid and generated a
box plot to analyse their differences. The box plot obtained is shown in Figure 5.31. The box
plot suggests that the real medians of the hardest solvable instances may be equal for the four
value ordering heuristics.
In order to be able to decide i f one heuristic is better than the others for the hardest
solvable instances, we generated the confidence intervals for the population means of the
consistency checks with 95% of confidence:
2

2
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Figure 5.29: The regions where one heuristic is significantly better than the others (significance of 10%) on the grid of instances generated with model F (n = 20, m — 10)

Figure 5.30: Constraint plot for M X C + R N D , M X C + M N C , M X C + F R E Q and M X C +
M P C on the instances generated with model F (n = 20, m = 10, p i = p )
2

The confidence intervals for the mean consistency checks suggest that M N C is the best
value ordering heuristic to be used together with M X C , but the evidence is uncertain. Thus,
we also performed the hypothesis test like we did in the previous sections. The results proved
that there is not statistical evidence that supports the idea that one heuristic dominates the
others on the hardest instances produced with n = 20 and m = 10 through model F.
We also produced the confidence intervals for the means of the consistency checks for
the hardest unsolvable instances. A s in previous sections, the evidence indicates that value
ordering is irrelevant when the instances have no solution:
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Figure 5.31: Box plot for M X C combined with value ordering for the 50 hardest solvable
instances in the grid generated with model F (n = 20, m = 10)

5.5.6

Impact of Value Ordering on MFD

The performance of M F D when combined with the four value ordering strategies is slightly
different than with previous variable ordering heuristics. Figure 5.32 presents the regions
where one heuristic dominates the others. We can observe that only R N D and M N C are able
to dominate the other heuristics on some small isolated regions of the sample space pi x p .
Even though these regions have changed in form, it remains a constant that R N D dominates
in points closer to the origin, and M N C dominates in points closer to the phase transition. The
constraint plot presented on Figure 5.33 shows how the four value ordering heuristics perform
on the slice of the space p\ = p . We are able to observe that M N C has the lowest sample
average consistency checks within the phase transition, but the difference is not statistically
significant.
2

2

We are also interested in measuring how these value ordering heuristics perform on
the hardest instances. For this reason, we generated a box plot for the 50 hardest solvable
instances in the set (Figure 5.34). This box plot seems to indicate that M N C is the best
value ordering heuristic when used as complement for M F D for the hardest instances with 20
variables and 10 values in their domains. Nevertheless, the median analysis based on the same
plot indicates that the real medians of consistency checks of the value ordering heuristics may
not be different. To confirm this idea we generated the confidence intervals of the real means
in terms of consistency checks (with 95% of confidence) and we obtained the intervals defined
in Equation 5.12.
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Figure 5.32: The regions where one heuristic is significantly better than the others (significance of 10%) on the grid of instances generated with model F (n = 20, m = 10)

Figure 5.33: Constraint plot for M F D + R N D , M F D + M N C , M F D + F R E Q and M F D + M P C
on the instances generated with model F (n = 20, m = 10, p = p )
x

2

The confidence intervals for the mean consistency checks for the hardest solvable instances indicate that M N C is the best value ordering heuristic to be used together with M F D
for hard satisfiable instances. We corroborated this results by running a test hypothesis as in
previous sections and the evidence indicates, with 10% of significance, that M N C is better
than R N D (0.0157), F R E Q (0.0110) and M P C (0.0567), i f we consider the mean consistency
checks as reference (the p-values are indicated in parenthesis).
The analysis by using the confidence intervals was also applied to the hardest unsolvable instances. The results indicate that there is not significant difference in the performance
of M F D regardless of the value ordering heuristic used when dealing with unsolvable hard
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Figure 5.34: B o x plot for M F D combined with value ordering for the 50 hardest solvable
instances in the grid generated with model F (n = 20, m = 10)
instances.

5.5.7

Impact of Value Ordering on MBD

When we combined M B D with the value ordering heuristics we observed something unusual.
The number of points in the space where a random heuristic performed significantly better
than the other heuristics, in terms of consistency checks, slightly increased as it can be observed in Figure 5.35. If we look at the constraint plot on Figure 5.36, we observe that except
for the values p = [0.25,0.35] (where R N D requires more average consistency checks than
the other heuristics), there are no differences in the performance of the search because of the
value ordering heuristics applied. It is important to notice that our analysis with the region and
constraint plots is intended to identify where one heuristic is significantly better than the rest
of them, but does not provide extra information to decide where one heuristic is significantly
worse than the others. Also, i f two heuristics are equally good, they do not appear in the plots
because two heuristics dominate the rest.
2

To compare the behaviour of the value ordering heuristics on the hardest instances we
selected the 50 hardest solvable and the 50 hardest unsolvable instances from the grid and
calculated the confidence intervals for the real mean consistency checks of each value ordering
heuristic. The confidence intervals of the means for the hardest satisfiable instances, with 95%
of confidence, are:
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Figure 5.35: The regions where one heuristic is significantly better than the others (significance of 10%) on the grid of instances generated with model F (n = 20, m = 10)

Figure 5.36: Constraint plot for M B D + R N D , M B D + M N C , M B D + F R E Q and M B D +
M P C on the instances generated with model F (n = 20, m = 10, pi = p )
2

We can observe that M P C has a very narrow confidence interval and that the bounds are
lower than any of the other heuristics. This information suggests that M P C is the best value
ordering heuristic for hard instances when combined with M B D . Figure 5.37 presents the box
plot generated by using the 50 hardest solvable instances. From this plot we can observe that
there is not evidence that suggests that the real medians of the four value ordering heuristics
may be different. Also, we can observe that R N D produces very disperse results in terms of
consistency checks, but does not produce atypical values.
To complement our observations, we developed the hypothesis test to compare the
means of the value ordering heuristics and we observed that the statistical evidence confirms
that M P C is better than M N C (0.0350) and F R E Q (0.0789), i f we use the mean consistency
checks as reference. The values between parenthesis represent the p-values resulting from the
tests.
We also obtained the confidence intervals for the hardest unsolvable instances:
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Figure 5.37: Box plot for M B D combined with value ordering for the 50 hardest solvable
instances in the grid

The statistical evidence is overwhelming: value ordering does not affect the performance
of the search on unsolvable instances when M B D is used as variable ordering heuristic.

5.5.8

Impact of Value Ordering on FBZ

When F B Z was used as variable ordering heuristic, incorporating value ordering strategies
to the search produced only two regions of interest. In Figure 5.38, a small region where
M N C dominates the other heuristics is visible. This region appears on the satisfiable zone,
close the phase transition. Another small region where R N D is the best choice takes place
on lower values of p and p . Also, the constraint plot in Figure 5.39 does not provide much
information. Within the phase transition, F R E Q has the lower sample average consistency
checks, but the difference is not statistically significant.
x

2

The confidence intervals for the real mean consistency checks for the hardest solvable
instances are presented in Equation 5.16. These intervals suggest that M N C , applied together
with F B Z , is the best value ordering heuristic for hard random instances with n = 2 0 and
m = 10.

A s we did for previous analysis of value ordering, we took the 50 hardest satisfiable instances to produce a box plot. Figure 5.40 indicates that we cannot state that the real medians
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Figure 5.38: The regions where one heuristic is significantly better than the others (significance of 10%) on the grid of instances generated with model F (n = 20, m = 10)

Figure 5.39: Constraint plot for F B Z + R N D , F B Z + M N C , F B Z + F R E Q and F B Z + M P C
on the instances generated with model F (n = 20, m = 10, p i = p )
2

of the four value ordering heuristics are different, because the notches of the boxes overlap. To better compare the performance of the different value ordering heuristics, we used
a head-to-head comparison and used a hypothesis test (based on the z-statistical) with 10%
of significance to decide which heuristic was better than others. The comparison indicates
that none of the value ordering heuristics is significantly better than the others for the hardest
solvable instance produced with model F (n = 20, m = 10).
The confidence intervals were also produced for the hardest unsolvable instances:

Based on the confidence intervals, there is not statistical evidence that supports the idea
that combining F B Z with one of the value ordering heuristics will produce a significant change
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Figure 5.40: Box plot for F B Z combined with value ordering for the 50 hardest solvable
instances in the grid generated with model F (n = 20, m = 10)

in the performance of the search for hard unsatisfiable instances.

5.5.9

Impact of Value Ordering on BBZ

B B Z , applied together with R N D , M N C , F R E Q and M P C as value ordering heuristics also
produces only two regions of interest. Figure 5.41 shows that, as in the case of F B Z , a region
where M N C dominates the rest of the heuristics occurs close to the phase transition and a
region where R N D dominates occurs just before the region dominated by M N C . In any case,
these regions are small.

Figure 5.41: The regions where one heuristic is significantly better than the others (significance of 10%) on the grid of instances generated with model F (n = 20, m — 10)
Also, to complement the observations of the different behaviours i f each combination of
variable and value ordering heuristics, in Figure 5.42 we present the constraint plot for a slice
of the space where pi =p .
2
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Figure 5.42: Constraint plot for B B Z + R N D , B B Z + M N C , B B Z + F R E Q and B B Z + M P C
on the instances generated with model F (n = 20, m = 10, p\ = p )
2

We can use the 50 hardest solvable instances in the grid to generate the confidence
intervals of the mean consistency checks for the hardest instances. Also, we can produce a
box plot for those 50 hard solvable instances. Figure 5.43 corresponds to such box plot. From
this figure we cannot decide which heuristic is better than the rest. Specially because the
median analysis based on the constraint plot suggests that the real medians of the four value
ordering heuristics may be equal.

Figure 5.43: Box plot for B B Z combined with value ordering for the 50 hardest solvable
instances in the grid generated with model F (n = 20, m = 10)
We generated the confidence intervals of the population mean consistency checks with
95% of confidence (Equation 5.18) and observed that, from the information provided by these
intervals, M N C seems to be the best value ordering heuristic because it has the lower interval.
Even though we have the information provided by the intervals, we decided to confirm our
observations by using the statistical head-to-head comparison from previous sections. The
hypothesis test in each case is performed with 10% of significance. The results confirm the
idea (the p-value is indicated in parenthesis) that M N C is better than R N D (0.0676) and F R E Q
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(0.0539), but no evidence was found that indicates that M N C is better than M P C in terms of
mean consistency checks.

The confidence intervals obtained for the hardest unsolvable instances are consistent
with all the previous analysis: there is not statistical evidence that suggests that value ordering
is relevant on unsatisfiable instances:

5.5.10 What Have We Learnt from Value Ordering?
A t this moment we have found evidence that suggests that some combinations of variable and
value ordering heuristics are more suitable for certain instances than others. It is important to
stress that we have focused our attention on statistically significant results but it does not mean
that these results are the only important thing. We have used very small samples to compare
the heuristics, and as the size of the samples decreases, the evidence to confirm a significant
results needs to be stronger. Also, the effect of some factors on the results of the experiments
has strong implications in the significance of the results. If the effect of a factor is large,
it will be noticed even with a small sample. For example, the statistical evidence suggests
that M N C is the best value ordering heuristic because in most of the cases achieves the best
results for satisfiable instances. A t the moment, we have not found evidence that suggests that
any other heuristic is as good as M N C when combined with the variable ordering heuristics,
but this results may be because of the effect of M N C on the search. Should we increase the
size of the samples we could find more evidence to better discriminate among the rest of the
heuristics. O f course, using larger samples has tremendous consequences in the running time
of the experiments. A t this moment, a complete run to solve the instances in the grid (n = 20,
m = 10) with the 36 combinations of heuristics (9 variable ordering x 4 value ordering
heuristics) takes around 11 hours on an A M D Phenom II Quad core windows machine having
4 G B of memory. It is clear that an increment in the number of instances solved per point
in the grid, or a higher resolution in the grid increments considerably the running time of the
experiments. Because these will not be the only experiments and these grids will also be used
to test the hyper-heuristics described in the next chapters, we consider that we cannot pay
more effort in the preliminary experiments.
A s a final remark, we present a box plot generated with the four best results obtained
from the analysis of the variable ordering heuristics in combination with some value ordering
strategies. The selection of the best heuristics is based only on the confidence intervals. Thus,
the four best heuristics, with their respective confidence intervals for the population average
consistency checks on the hardest solvable instances, are:
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Also, the box plot for the 50 hardest satisfiable and the 50 hardest unsatisfiable instances
solved with each one of these heuristics are presented in Figures 5.44 and 5.45, respectively.
We can observe from these box plots that based on the median analysis, we cannot find statistical evidence that suggests that the medians of the four heuristics are different for satisfiable
instances. Conversely, for unsatisfiable instances we have a 95% of confidence that the real
median consistency checks required by M B D + M P C is larger than any of the other three
methods. Because we have already proved that value ordering is irrelevant on unsatisfiable
instances, we can conclude that the poor performance of M B D + M N C compared to the other
three low-level heuristics is because of the variable ordering heuristic only. Then, we can state
that M D B is not as good as M R V , E N S and K on instances similar to the ones contained in
the grid set.

Figure 5.44: Box plot for M R V + M N C , E N S + M N C , K + M N C and M B D + M P C for the
50 hardest solvable instances in the grid generated with model F (n = 20, m = 10)
Additionally, we also provided the head-to-head comparison for these heuristics. The
results show, with 10% of significance that M R V + M N C dominates M B D + M P C (0.0235) on
the hardest satisfiable instances. The statistical evidence is insufficient to conclude anything
else.

5.6

Heuristics on non-Random Instances
b

In this investigation we have also used some instances taken from existing benchmarks . The
instances taken from these benchmarks include three types of instances:
b

Specifically, the benchmarks used in this investigations were taken from
univ-artois.fr/~lecoutre/benchmarks.html

http://www.cril.
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Figure 5.45: B o x plot for M R V + M N C , E N S + M N C , K + M N C and M B D + M P C for the
50 hardest unsolvable instances in the grid generated with model F (n = 20, m = 10)
Quasi-random. Random instances containing a small structure.
Patterned. Instances following a regular pattern and involving a random generation.
Real-world. Instances from real world applications.
A l l the instances taken from these benchmarks were binary C S P and their constraints
were represented in extension. A l l the results obtained in this section for non-random instances were obtained by using the low-level variable ordering heuristics in combination with
M N C as value ordering strategy. We tried to solve the instances without using any value ordering heuristic, but we observed that the number of consistency checks in satisfiable instances
increased to the point of not finding a solution in reasonable time (around 20 minutes per
instance). A s we already demonstrated, on unsatisfiable instances the value ordering heuristic does not change the number of consistency checks. In these experiments, the maximum
number of consistency checks was set to 10 x 10 . A s we will observe in the next lines, a
good value ordering makes a huge difference in the performance of the search for structured
satisfiable instances.
5

Quasi-random Instances
This benchmark includes a small selection of ten instances composed of a main (underconstrained) fragment and some auxiliary fragments, each of which being grafted to the main
one by introducing some binary constraints. These instances were introduced in [177] and
related instances have been experimented in [159]. Specifically, the instances used in this
investigation belong to the series Composed 25-10-20 . The benchmark is composed of 10
binary instances (all satisfiable), described in extension. Each instance has 105 variables and
10 values in each domain (the instances have a uniform domain size).
c

c

The series benchmark can be downloaded from
http://www.cril.univ-artois.fr/
-lecoutre/research/benchmarks/composed-25-10-2 0.tgz
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We analysed the results of each variable ordering heuristic applied together with M N C
to solve each instance in the benchmark. We generated a box plot based on the results of all
the instances with the nine variable ordering heuristics combined with M N C as value ordering
scheme. This box plot is presented in Figure 5.46 and suggests, with a 95% of confidence,
that the real medians in the number of consistency checks of M R V , M F D and F B Z (when
combined with M N C ) , are equal for quasi-random instances with properties like the ones in
this benchmark. Also, any of these three heuristics seems to be the best option for this kind
of instances.

Figure 5.46: B o x plot for the nine variable ordering heuristics combined with M N C applied
to the benchmark composed by quasi-random instances
To have a clearer idea about the benefit of one heuristic over the rest, we obtained the
confidence intervals of the average consistency checks for each variable ordering heuristic.
These intervals are presented in Equation 5.21.

Using only the information provided by the confidence intervals we are not able to state
if one of the heuristics is significantly better than others. Thus, we run a head-to-head comparison, applying a t-test (with 10% of significance) for each pair of heuristics to statistically
compare which heuristics dominate others. In the tests, H represents the hypothesis that the
mean consistency checks of the first heuristic is larger or equal than mean of the second one.
Thus, in all the cases where HQ is rejected, the statistical evidence indicates that the mean of
the first heuristic is smaller than the mean of the second. The results, where the p — values
are specified in parenthesis, indicate that:
0
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• M R V is significantly better than R H O (0.0004), K (0.0), M X C (0.0081), M B D (0.0037)
and B B Z (0.0025).

• R H O has a lower mean than K (0.0190).

• M F D is statistically better than R H O (0.0), K (0.0), M X C (0.100), M B D (0.0314), B B Z
(0.0026).

• M B D is better than K (0.0244).

• F B Z is better than R H O (0.0), E N S (0.0473), K (0.0), M X C (0.0050), M B D (0.0008)
and B B Z (0.0007).

Based on the statistical evidence, we can conclude that there is not any statistical evidence that directly suggests that one of M R V , M F D or F B Z is better than any of the other
two heuristics. Nevertheless, we can consider F B Z as the best heuristic for this benchmark
because, it is the only heuristic that, additionally to the heuristics dominated by M R V and
M F D , also dominates E N S .
This part of the analysis was performed only considering M N C as value ordering heuristic. Appendix B presents the complete description of the experiment where F R E Q and M P C
are also considered. We included only a small subset of heuristics to make clearer the differences among them when solving distinct instance sets.

Patterned Instances
Graph colouring is considered a patterned problem, because it has a structure within. The
decision problem associated with this optimization problem involves determining i f the graph
can be coloured when using a given number of colors k. We selected a very small set of
instances from the collection ColoringExt . The benchmark is composed of nine binary
unsatisfiable instances defined in extension, composed by 40 and 30 variables and domain
sizes varying from 3 to 6.
d

When we analysed the confidence intervals for the means (obtained with 95% of confidence), we observed that there is not much information. Even though the lower bounds of
the intervals for M R V , R H O , E N S , K , M F D and F B Z are much lower than the lower bounds
of the intervals of the rest of the heuristics, the upper bounds are large for all of them. Thus,
based only on the confidence intervals of the means we are not able to identify one heuristic
which is significantly better than the others.
d

The collection can be downloaded from h t t p : / / w w w . c r i l . u n i v - a r t o i s . f r / ~ l e c o u t r e /
research/benchmarks/graphColoring/coloring.tgz
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Also, the statistical head-to-head comparison did not provide any extra information to
distinguish between heuristics. In a last attempt to find one heuristic that dominates the others
we produced a box plot using all the instances in the set. The box plot shown in Figure 5.47
is also unable to provide information that suggests that one heuristic is statistically better than
the others, even though it seems that R H O , E N S and K are not as bad as the other heuristics.

Figure 5.47: Box plot for the variable ordering heuristics combined with M N C applied to the
benchmark composed by patterned instances
We can conclude that for patterned instances like the ones presented in this section,
there is not statistical difference in the performance of all the variable ordering heuristics
(when combined with M N C ) . The rest of the analysis of this set, which includes the value
ordering heuristics F R E Q and M P C , can be found in Appendix B .
Real-world Instances
The Radio Link Frequency Assignment Problem (RLFAP) is the task of assigning frequencies
to a number of radio links in such a manner as to simultaneously satisfy a large number of
constraints and use as few distinct frequencies as possible. In 1993, the C E L A R (the French
"Centre d'Electronique de 1' Armement") built a suite of simplified versions of R L F A P starting
from data on a real network. These benchmarks have been made available to the public in
the framework of the European E U C L I D project C A L M A (Combinatorial Algorithms for
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e

Military Applications). We selected the nine instances from the series sub-instances . The
instances are all unsatisfiable, defined in extension (the original versions of these instances
were defined in intension but we transformed the instances before using them) and composed
by 28, 32 or 36 variables with 36 or 44 values in their domains.
To analyse the performance of the distinct heuristics on the instances, we first generated
a box plot. It is important to stress the fact that because of the hardness of these instances
we decided to increase the maximum number of consistency checks to solve each instance to
8 x 10 . Figure 5.48 shows the performance of the nine low-level variable ordering heuristics
combined with M N C on the benchmark. From this figure we can state (with 95% of confidence) that the real median in the number of consistency checks of M F D is smaller than the
real medians of the rest of the heuristics.
7

Figure 5.48: B o x plot for the variable ordering heuristics combined with M N C applied to the
benchmark composed by real instances in the domain of the Radio Link Assignment Problem
We also generated the confidence intervals of the real mean consistency checks for each
heuristic (with 95% of confidence):

Looking at the confidence intervals we notice that the boundaries for the mean are lower
for M F D , which may let us think that M F D is the best low-level heuristic for this kind of
instances. To corroborate this, we performed a head-to-head comparison of all the heuristics,
e

This series can be downloaded from
research/benchmarks/subs.tgz

http://www.cril.univ-artois.fr/~lecoutre/
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as we did in previous sections. For each pair of heuristics compared, a Tj-test with 10% of significance was performed. The two hypothesis compared were set as in previous experiments.
Thus, when the null hypothesis is rejected, we can conclude that the first heuristic has a lower
average consistency checks than the second heuristic. The results of these tests indicate that:
• R H O dominates M R V (0.0783).
• M B D is statistically better than M R V (0.0436), R H O (0.0698) and B B Z (0.0746).
• M F D dominates all the other variable ordering heuristics (with a significance of 10%)
In all cases, the p — values indicated in parenthesis.
The statistical evidence indicates that M F D is the best choice for this kind of instances.
Just as a final note, we also solved this benchmark without including value ordering heuristics
into the search and we found no difference with respect to the results presented in this section.
This is consistent with our previous studies which indicated that value ordering heuristics are
useless on unsatisfiable instances.
The rest of the analysis of this set can be found in Appendix B .

5.7

Summary

In this section we have tested and compared nine of the most popular variable ordering heuristics taken from literature on a wide mixture of C S P instances. These heuristics were tested
on both random instances generated through four different models and non-random instances
taken from public repositories. We obtained evidence that indicates that regions where some
heuristics perform better than others do exist. Also, these patterns remain (with small changes)
as we increase the size of the instances.
When we incorporated value ordering to our experiments, we observed that combining
a variable ordering heuristic with different value ordering strategies can lead to significant
changes in the cost of the search when the instance have a solution. We observed that value
ordering is particularly important for satisfiable non-random instances like the ones presented
in Section 5.6, where performing the search without a proper value ordering scheme significantly increased the time of the search. Given the results obtained, we found no evidence that
suggests that value ordering is useful for unsolvable instances.
Because many results were presented in this chapter, we decided to summarize the behaviour of the combination between variable and value ordering heuristics just in one place.
Table 5.1 indicates the combinations of variable and value ordering heuristics that statistically perform better on the hardest random instances in the grid described in Section 5.5. We
can observe that there are some cases where the value ordering makes no difference in the
performance of the search compared against a random value ordering strategy (for example
for E N S , K , M X C and F B Z ) . For the other variable ordering heuristics, the quality of the
results depends on the value ordering heuristic used as complement. M N C seems to be the
most suitable value ordering heuristic to improve the search on hard random instances, but not
when combined with M B D . When M B D is used as variable ordering heuristic, the evidence
suggests that the best value ordering strategy that can be used to complement the search is
MPC.
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Table 5.1: Combinations of variable and value ordering heuristics that performed significantly
better than a random value selection strategy on the grid set (with statistical significance of
10%)

In Table 5.1 we present a condensate of results where we indicate the combinations of
variable and value ordering heuristics that achieved the best results on the grid set. E N S , K ,
M X C and F B Z do not appear in this table because the value ordering heuristics did not proved
to be useful for these variable ordering heuristics on the grid set (they performed statistically
equal than a random value ordering heuristic).
In this chapter we used the constraint density and tightness as references to map the
performance of heuristics to some regions of the space but these are not the only properties that
can be used for this purpose. In the next chapter we will present a more complete description
of such features and their applications to guide the selection of heuristics. Also, in Chapter 6
we w i l l discuss some theoretical aspects about hyper-heuristics and the different ways they
can be applied to CSP. We will also present a very simple hyper-heuristic approach, based on
a random selection of heuristics and we will analyse how this approach performs on different
sets of instances.

Chapter 6
Hyper-heuristics for CSP
A hyper-heuristic is a high-level heuristic that decides which low-level heuristic to apply according to the current problem state under exploration. A n important restriction is that the
high-level heuristic does not have direct participation in the construction of solutions; its
participation is indirect through the manipulation of the low-level heuristics. Thus, the task
of hyper-heuristics can be seen as finding a sequence or combination of low-level heuristics [237]. The hyper-heuristic deals with a simplified problem state described by some instance features and uses those values as input. The output of the hyper-heuristic is the heuristic
to apply at a given time. Each hyper-heuristic represents a complete recipe for solving a problem, using a simple algorithm: until the problem is solved, (a) determine the current problem
state, (b) determine which heuristic to apply, (c) apply the heuristic attached to the state, and
(d) update the state.

6.1

Decision Points

One important issue regarding any hyper-heuristic approach is to decide when to select between the possible low-level heuristics. In the case of CSP, we need to decide at which parts
of the search tree we will make those decisions. There are two different schemes that can be
applied:
1. Decide which low-level variable and value ordering heuristics to apply at each node of
the tree.
2. Decide which low-level variable and value ordering heuristics to apply only at some
nodes of the tree.
The first scheme requires that each time the search needs to expand a new node, the
hyper-heuristic is decoded and the corresponding low-level variable ordering heuristic is used
to select the next variable. A t the same time, the decoded hyper-heuristic provides one value
ordering heuristic that will be used to order the values from the selected variable to decide
which will be tried before the others. The second approach, on the other hand, only decodes
the hyper-heuristic after some nodes have been expanded. This is equivalent to decoding the
hyper-heuristic after the problem state has changed more than a certain threshold value. The
125
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first approach requires more operations because the hyper-heuristic is decoded more times
than with the second scheme. In this investigation we will use the first approach to analyse
and construct hyper-heuristics for CSP.

6.2

Formal Definition and Heuristic Space

Given a set of k low-level heuristics H = {hi, h , • • •, hk} and a set of I features that are
used to describe the C S P instances F = {fi, f , • • •, fi}, a hyper-heuristic is defined as any
function that maps a subset of features from F to one low-level heuristic in H. Thus, we
propose that a hyper-heuristic be defined as a function:
2

2

(6.1)

In other words, a hyper-heuristic can be expressed as a set of relations (features,
heuristic)
(a relation between an input vector of features and one specific low-level heuristic). This
collection of relations is basically, a hyper-heuristic HH, where the number of different lowlevel heuristics defined within the hyper-heuristic will be referred as the size of the hyperheuristic, \HH\. To facilitate our analysis, from this point on we will use h^ to refer to a
combination of a variable ordering heuristic i and a value ordering heuristic j. Thus, in the
analysis they will not be considered as separated heuristics. With this definition, it is possible
that a hyper-heuristic presents sub-specified or over-specified low-level heuristics. If one lowlevel heuristic appears in more than one relation in the hyper-heuristic, then the low-level
heuristic is over-specified. On the other hand, i f one low-level heuristic does not appear in the
relations, such'heuristic is sub-specified and the hyper-heuristic will never invoke it during the
search.
Then, any vector hyper-heuristic consists of a series of vectors, each vector indicating
one low-level heuristic to apply given the features of the instance at hand. The number of
components within the vectors are determined by the number of features used to describe
the instances. A l l the features are normalized in a range [0,1] to produce a hyper-cube of
I dimensions, one dimension per feature of the instances. A n example of the vector hyperheuristic is shown in Figure 6.1. In this example hyper-heuristic, two features are used to
describe the instances and the hyper-heuristic contains only two low-level heuristics. The
example indicates that the vector (fi = 0.3, f = 0.7) is mapped to heuristic 1, and that the
vector (fi = 0.9, f = 0.8) is associated to heuristic 2.
Thus, any vector hyper-heuristic can be described as a set of pairs (features,
heuristic):
HH = {(V , hi), (Vi, h ),..., (Vi, hj)}, for i different vectors and j different low-level
heuristics. To interpret the hyper-heuristic we need to measure the features of the instance
currently under exploration and locate the coordinates of those features in the space. Those
coordinates will define the input vector / . The vector which is closer to the input vector will
determine which low-level heuristic to apply. To measure the distance D(I, Vi) between two
vectors the euclidean distance is used. The selection of the low-level heuristic to apply, given
one input vector I and a hyper-heuristic HH is determined by Equation 6.2:
2

2

0

2

(6.2)
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Figure 6.1: A n vector hyper-heuristic example

Then, the low-level heuristic corresponding to the closest vector is used at that moment
of the search. Every time one heuristic is used to assign the next variable, the features of the
instance change, and a new subproblem emerges. Because the features have changed, the input
vector is now different and a new selection process must be performed using Equation 6.2 until
the problem is solved.
It is clear that the number of vectors within the hyper-heuristic determines the complexity of the regions in the space that each heuristic will dominate. For example, one hyperheuristic with only two vectors can only separate regions which are lineally separable. The
higher the number of vectors for the same heuristic, the more complex the regions can be. E x amples of the regions described by two different hyper-heuristics are presented in Figure 6.2.

Figure 6.2: Regions produced by two different hyper-heuristics (a) Hyper-heuristic with one
vector per low-level heuristic (b) Hyper-heuristic with three vectors per low-level heuristic.
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Finding Good Combinations of Low-level Heuristics

A hyper-heuristic for C S P can be seen as any method that selectively decides among variable and value ordering heuristics to perform the search according to some instance features.
Hyper-heuristics for C S P will decide the way the search progresses by deciding which nodes
to expand during the search.
If the number of decision points in a hyper-heuristic for C S P is defined as a, then the
number of possible permutations of heuristics that can be obtained from a hyper-heuristic
HH is \HH\ .
This means that, in each decision point we can select from one of the k
possible heuristics, and we have to make a decisions during the search. We can observe that
the heuristic space grows exponentially with respect to the number of decisions. If we apply
the first scheme for decision points, the one that selects a low-level variable and value ordering
heuristic at each node of the search, then the number of decision points will be equal to the
number of variables (a = n). B y doing so, the number of possible permutations of heuristics
grows exponentially with the number of variables. Thus, for any C S P with n variables we
have \HH\ possible hyper-heuristics; it is, \HH\ different permutations of heuristics. It is
important to notice that many of these hyper-heuristics will produce the same variable and
value ordering. The more different the performance of the low-level heuristics contained in
the hyper-heuristic, the more different the performance of the different hyper-heuristics will
be.
a

n

n

When using search to solve CSP, the number of possible orderings for the variables and
their values is huge. The n variables within a given instance can be ordered in n\ different
ways and, for each variable, m! ordering of its m values are possible. Thus, the number
of possible orderings for the variables and their values is m\n\, which is much larger than
the number of possible solutions to the original instance, m . It is clear that finding the
optimal ordering cannot be done by an exhaustive search. The best we can do is explore
only a small part of the heuristic space and try to find a good ordering based on some quality
criterion. We can suppose that there are regions where, from all the possible orderings, a large
proportion corresponds to good orderings (for example, in regions where the instances have
many solutions); and also regions where a large proportion corresponds to bad orderings (for
example, when instances have only one solution). When many solutions exist, it is easy to see
that almost any ordering will lead to a solution without much effort and the ordering heuristic
is not so relevant. When the instances have only a small number of solutions (but they have at
least one), most of the orderings will find a solution only after a large number of consistency
checks.
n

How difficult is it to find a good hyper-heuristic (a good permutation of heuristics)? To
answer this question we can measure the standard deviation of the results in terms of consistency checks for ten random hyper-heuristics on a grid of instances produced with model
B (n = 20 and m = 10 with increments of 0.05 in each axis p and p , just as we did for
previous experiments). Each hyper-heuristic can choose from any of the 27 combinations of
variable and value ordering heuristics: nine variable ordering heuristics x three value ordering heuristics ( R N D is left outside these experiments both for variable and value ordering).
We used model B to generate the instances because according to our preliminary results, it is
the model that produces hard instances with the smallest standard deviation in the number of
consistency checks needed to be solved when using a random heuristic (see Section 5.3 for
x

2
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more details). Each one of the 10 instances at each point of the grid was solved with a different
random hyper-heuristic. The larger the standard deviation for the different hyper-heuristics,
the more difficult it will be to find one permutation of heuristics that performs significantly
different than the rest.
Figure 6.3 (a) presents the probability that an instance has a solution on this grid of
instances and (b) the points in the space pi x p where the higher deviations take place.
2

Figure 6.3: Plots for the grid of instances generated with model B (n = 20, m = 10) (a)
Probability that an instance has a solution (b) Standard deviation of the results of the ten
random hyper-heuristics on each point of the grid

We can observe from Figure 6.3 (b) that the higher standard deviation in the number of
consistency checks obtained by these ten random hyper-heuristics occurs inside and around
the transition phase. This is something reasonable because as we get far from the transition
region we find very easy solvable and unsolvable instances and any combination of heuristic
seems to be equally good.
To confirm our observations we also produced the respective box plots for each hyperheuristic for the 50 hardest satisfiable and 50 hardest unsatisfiable instances in the grid. These
plots are shown in Figures 6.4 and 6.5, respectively.
B y looking only at the box plot for the 50 hardest satisfiable instances we observe that
the statistical evidence suggests, with 95% of confidence, that the real medians of the ten
random hyper-heuristics are equal. We also analysed the ten hyper-heuristics by estimating
the confidence intervals of their population means:
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Figure 6.4: B o x plot for each random hyper-heuristic for the 50 hardest satisfiable instances
in the grid generated with model B (n = 20, m = 10)

(6.3)

We can conclude, based on the confidence intervals of the means that there are some
hyper-heuristics that perform better than the rest. For example, HH02, HH05, H H 0 6 and
HH09 have lower intervals, which suggests that their mean consistency checks for the hardest
solvable instances is lower than the mean consistency checks of the other hyper-heuristics.
The same analysis was performed for unsatisfiable instances. The box plot for the ten
hyper-heuristics applied to the 50 hardest instances (Figure 6.5) suggests that HH01 is the
worst hyper-heuristic considering the variance of the results but, according to the analysis of
the medians, the evidence indicates that the real medians of the ten hyper-heuristics are equal
with 95% of confidence.
The confidence intervals for the means of the ten hyper-heuristics, when applied to the
hardest unsatisfiable instances confirm that most of these ten hyper-heuristics have a similar
performance on unsatisfiable instances (even though no value ordering is used in this experiment). Nevertheless, HH07 seems to be a better choice because of the lower bound of its
interval.
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Figure 6.5: Box plot for each random hyper-heuristic for the 50 hardest unsatisfiable instances
in the grid generated with model B (n = 20, m = 10)

(6.4)

We have observed that different hyper-heuristics may have different outcomes when
applied to the same instances. Also, using a random hyper-heuristic does not seem to be a
good idea because it is basically performing an uninformed search on the space of heuristics
and the space is huge (the number of heuristics up to the number of decision points).

6.4

Properties to Describe the Instances

Deciding which properties to use for describing the state of a C S P instance is not a simple task.
There are two important things we have to take into consideration. First, these features must
be useful for binary and non-binary instances, and second and most important, these properties
must describe the instances and change during the search because new subproblems appear
every time a new variable is instantiated. If these properties do not change during the search,
then those properties will be useless for the purpose of guiding the hyper-heuristic through
the heuristic space as the search progresses.
The properties described in this section can be used to describe instances of any arity.
Thus, our approach is not limited to binary CSP.
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Constraint Density
The constraint density (pi) of an instance is calculated as the proportion of existing edges
among all the variables over the maximum number of possible edges. It provides an idea
of how constrained an instance is, but it only considers the constraints and not the conflicts
among those constraints (the conflictive pairs of values between two variables). The way to
calculate the constraint density was presented in Equation 2.5. We w i l l use the same equation
to calculate the constraint density in all our experiments.

Constraint Tightness
Regarding the constraint tightness (p ) we will calculate it as the proportion of existing conflictive tuples of values over the maximum number of conflictive tuples on the existing constraints. In other words, i f e = \C\ constraints exist in an instance, and each constraint
£ C
between variables Xi and Xj prohibits p tuples of values, the constraint tightness of the instance is estimated as:
2

Cij

p represents the proportion of unfeasible tuples in constraint Cy-; and m and m
represent
the domain sizes of variables X{ and Xj, respectively.
In Chapter 2 we presented Equation 2.6 to estimate the constraint tightness of an instance, but that equation presents a major drawback: it is only specified for an initial calculation because it considers that all the variables have the same domain size. Also, it calculates
the constraint tightness over the maximum number of possible edges within the instance,
while we only consider the existing edges. For example, an instance with five variables and
three values in each domain, and only five constraints among the variables; where each constraint prohibits three pairs of values (the constraint tightness of each constraint is 1 /3), the
calculation of the tightness of the instance, according to our estimator is 1/3, while the estimation according to Equation 2.6 is 1/6. A more drastic difference occurs i f now, each of
the five constraints in the problem prohibits the nine combinations of values (the tightness
of each constraint is 1). B y using our estimator, p = 1, which we think describes better an
instance which has no solution than a p = 0.5, which would be obtained by Equation 2.6.
We consider, based on our observations, that the estimator presented in Chapter 2 is more an
estimator of p\ x p than a way to calculate p .
Cij

Xi

Xj

2

2

2

6.4.1

2

Domain Size Standard Deviation

The domain size standard deviation (a ) is a measure of how different the sizes of the domains
of the uninstantiated variables are. We think that this feature can provide useful information to
guide the search, specially as the search progresses and the domains of the remaining variables
are pruned. In order to keep all of our features in the same range ([0,1]), we decided that
the domain size standard deviation will be estimated as a normalized scalar, and it will be
calculated as a regular standard deviation calculation over the domain size average of the
uninstantiated variables:
m
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(6.6)

6.4.2

Domain Size Average

The domain size average (m) is a very simple measure. It is, as the name says, the average
of the domain size of the uninstantiated variables left in the instance. We know that variable
ordering heuristics try to get faster to dead ends by following the principle of 'fail first'. One
of the ways to get to those dead ends is by considering the domain size of the variables. This
is the reason why we think that the domain size average may be a good measure to describe
the instances and guide the search. A s in the domain size standard deviation, this feature will
also be normalized. This is obtained by dividing the domain size average over the maximum
domain size. Then, the normalized domain size average will be calculated as follows:

where m represents the domain size of each unassigned variable and n is the number of
remaining variables in the instance.
Xi

6.4.3

Kappa

The kappa factor (K) has been used as a measure of the constrainedness of combinatorial problems. It has proven its effectiveness to describe C S P instances in previous investigations [119].
It is believed that, for instances with K <C 1 few solutions exist and, when K S> 1, the instances
have many solutions. It is around K « 1 where the hardest instances take place. We think that
K will be useful to guide the selection of heuristics as the search progresses because it concentrates, in only one measure, information about the solution density p and the expected number
of solutions E[S]. The K value can be calculated as explained in Equation 2.7 in Chapter 2.
In order to use K, we decided to normalize its value in the range [0,1]. We consider that
a value of K > 3 can be already considered as a value which is considerably larger than 1.
Thus, the normalized value k is obtained as:

6.4.4

Standard Deviation of Solution Densities per Variable

We have shown how to calculate the solution density (p) of a whole instance (Equation 2.3).
It is also important to notice that each variable is associated its own solution density, which is
calculated as p(xi) = FL <=c (1 Pc,)'» which is the product of the tightness of the constraints
where variable x participates. B y measuring the variance of the solution densities of the variables in the instance we are able to obtain information to describe the instances, information
which cannot be provided by other features.
—

t
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6.4.5

Features and Their Changes During the Search

We have already mentioned and explained the six features we w i l l use in this research to
describe the instances and attempt to guide the search. In this section we present how these
features change when solving an instance. The example instance used in this experiment is a
satisfiable one constructed with model B (n = 20, m = 10, pi = 0.35, p = 0.4). We will
present the features by pairs: constraint density and constraint tightness, domain size average
and domain size standard deviation, and normalized kappa and the variance of the solution
densities per variable. In all cases, the solid line represents the solution path, the dotted lines
represent the branches of the trees, and the nodes visited are represented by crosses.
Figure 6.6 presents the different search trees obtained with M R V as variable ordering
heuristic without any value ordering strategy and applying M N C , F R E Q and M P C . We can
observe that three of the four trees are different, which suggests that pi and p may be used to
describe the instances during the search.
2

2

Figure 6.6: Search trees for pi and p on a satisfiable instance produced with model B (n = 20,
m = 10, p i = 0.35, p = 0.4)
2

2

When we use m and a as features, the search is very different from the previous figure.
One thing about considering the domain sizes is that it may be the case that the starting
m
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point is also the last point of the search (as is the case in this example). A t the beginning
of the search, all the domains have the same values, then the average domain size equals the
maximum domain size (which, according to Equation 6.7 makes fh = 1) and the domain
standard deviation is 0. The values of the average and standard deviation of the domain sizes
change during the search but at the end, when only one variable remains, the average domain
size is again equal to the maximum domain size (then, fh = 1) and the standard deviation of
the domain sizes equals 0 because there is only one remaining variable.

Figure 6.7: Search trees for m and a on a satisfiable instance produced with model B (n =
20, m = 10, p i = 0.35, p = 0.4)
Finally, K and a were used to describe the instance during the search. The results also
show that these features change during the search, and that depending on the value ordering
heuristic, the path to the solution may be different.
It is important to notice that these features seem to be effective to describe satisfiable
instances but when the instances are unsatisfiable, we found that all of them have problems
to describe the instances during the search. The problem lies in the fact that an unsatisfiable
instance produces many backtrack movements, which makes the search to go back to previous
nodes many times. Also, when the search advances one level, it is usually to a point which is
close to the previous one, which produces trees with nodes very close to each other, making
m

2

p

136

CHAPTER 6. HYPER-HEURISTICS FOR CSP

Figure 6.8: Search trees for K and a on a satisfiable instance produced with model B (n
m = 10, pi = 0.35, p => 0.4)
p

20,

2

the images very noisy and difficult to interpret. This phenomena can be observed in Figure 6.9
where the features used to describe the instance are p\ and p .
2

6.5

Using Information to Decide Among Low-level Heuristics

We have shown how a random hyper-heuristic works on a given set of instances. In this section we will use the information obtained from the preliminary studies to generate two simple hyper-heuristic approaches and see i f these approaches can exploit the strengths of some
heuristics to minimise the weaknesses of the others by selectively applying them according to
the instances at hand.
We previously observed that M B D and F B Z have well defined regions where each one
dominates the other. F B Z seems to be a better heuristic for over-constrained and extremely
under-constraint instances (where pi and p are below 0.2) while M B D seems to perform
better for instances around the transition phase where the constraint density is above 0.4. We
2
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Figure 6.9: Search tree for pi and p on an unsatisfiable instance produced with model B
(n = 20, m = 10, = 0.425, p = 0.425)
2

P

l

2

think that this information can be used to create a simple hyper-heuristic of size 2 that uses
such regions to perform better than the low-level heuristics applied separately. For testing
purposes we produced a new grid with model B as in previous experiments, composed by
instances with 20 variables and 10 values in each domain and changes in 0.05 in each axis.
A first attempt to use the information obtained from the preliminary experiments to
construct a simple hyper-heuristic consisted in taking the information from Figure 5.11 to
create a very simple decision matrix. This matrix contains the probability of M B D being
applied. The basic hyper-heuristic framework works as follows: at each node of the search,
we measure the density and the tightness of the instance at hand and we look into the decision
matrix to select the low-level heuristic which is the best option for that point. We use the
selected heuristic to instantiate one variable of the instance and the process is repeated for
each node in the search tree until a solution is found.
Once a variable has been instantiated, the resulting subproblem is no longer an instance
with the same features of the original instance. In fact, the structure of this instance could be
very different from the original instance. If we consider this, it may not be the best option to
have a binary decision matrix because the information to select the low-level heuristic during
the search may probably be wrong. This is the reason why a second idea for a hyper-heuristic
is needed. This idea consists of using a probabilistic approach because we think that a softer
roulette-wheel decision is less sensitive to errors than a 0/1 decision, but this may be confirmed
with further analysis. The idea consists of creating a probability matrix, where the probability
of selecting one heuristic over the other at every point of the grid depends on how good their
results were for the ten instances at each point of the grid. In this way, the probability that
M B D is applied at each point of the grid is given by:

(6.9)
Where MBD and FBZ represent the sample means of M D B and F B Z for each point of the
grid, respectively. The probability of applying F B Z is the complement of the probability of
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using M B D . Figure 6.10 shows the probability matrix for the grid of instances. It is the probability for an instance at the given (pi,p ) that M B D will do better than F B Z , as determined
empirically by taking many instances and simply measuring which heuristic performs best
(see Section 5.4). It is our intention to use data such as this to help drive the decisions taken
by a hyper-heuristic.
2

Figure 6.10: Probability of applying M B D to a given instance provided pi a n d p

2

For each node in the search, the density and tightness are calculated for the instance
at hand and the variable ordering heuristic to apply can be selected in two different ways by
using the information contained in this probability matrix. This gives place to two different
hyper-heuristics:
D H H . A deterministic hyper-heuristic that always applies the low-level heuristic with the
highest probability at the point of the grid that matches the values of pi and p for the
instance at the search node. For those points where the probability of applying M B D is
equal to the probability of applying F B Z , the selection is made randomly with 50% of
chance for each heuristic.
2

P H H . A probabilistic hyper-heuristic that randomly selects the low-level heuristic based on
the probability matrix at the point of the grid that matches the values of p i and p for
the instance at the search node.
2

The main difference between these two hyper-heuristics is that while D H H always selects the heuristic with the highest probability of achieving the best result, P H H contains a
random decision. In average, P H H should behave as D H H , because it should select the most
of the times the heuristic with the highest probability, but for specific instances, the results can
be quite different. In order to justify that these approaches are worth the additional effort of
constructing a hyper-heuristic we also compared the results against a random hyper-heuristic
RNDHH.
We used these hyper-heuristics to solve the grid of instances and performed a similar
analysis to the one used in Section 5.4 to compare the results of each method at every point
of the grid. The results are presented in Figures 6.11 and 6.12. We can observe from this
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figure that D H H clearly dominates (with statistical significance of 10%) the space pi x p for
instances produced with model B (n = 20, m = 10). D H H seems to be useful specially on
the region of unsatisfiable instances. Also, D H H seems to be effective for instances with very
low values of constraint density and tightness, pi andp < 0.2.
2

2

Figure 6.11: The regions where one hyper-heuristic is significantly better than the others
(significance of 10%) on the grid of instances generated with model B (n = 20, m = 10)

Figure 6.12: Constraint plot for R N D H H , D H H and P H H on the instances generated with
model B (n = 20, m = 10, p\ — p )
2

Even though the statistical evidence suggests that D H H is a best approach that R N D H H
and P H H , we wanted to provide a deeper analysis of the implications of each method on these
instances. Thus, we generated a box plot for the 50 hardest solvable instances in the grid
for each hyper-heuristic and also estimated the confidence intervals for the hardest solvable
instances by using that sample. Figure 6.13 presents the box plot for the 50 hardest solvable
instances.
Based only on the information from the box plot in Figure 6.13 we can not conclude
that there is a significant difference in the performance of any of the three hyper-heuristics.
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Figure 6.13: Box plot for R N D H H , D H H and P H H for the 50 hardest satisfiable instances in
the grid generated with model B (n = 20, m = 10)
Actually, the statistical evidence suggests that the real median consistency checks of the three
hyper-heuristics for the hardest satisfiable instances may be equal.
We also calculated the confidence intervals for their mean consistency checks (with a
95% of confidence) to have a more detailed view of the performance of the hyper-heuristics
on the hardest satisfiable instances:

The statistical evidence suggests that D H H is the best choice for hard satisfiable instances. Finally, we corroborated our observations by performing a head-to-head comparison which concluded that D H H has a smaller real average consistency checks than R N D H H
(0.0277) and P H H (0.0933). The p-values are indicated in parenthesis.
For the 50 hardest unsatisfiable instances the evidence from the box plot indicates, with
a 95% of confidence, that the median consistency checks of D H H is smaller than the median
of R N D H H and P H H .
These results are also supported by the statistical analysis based on the confidence intervals for the means. The statistical evidence indicates that D H H has a smaller real mean in
terms of consistency checks than R N D H H and P H H for hard unsatisfiable instances:

6.6

Summary

In this chapter we have explored some ideas for constructing hyper-heuristics for CSP. The
definition of vector hyper-heuristic was proposed and described. Along with the vector hyperheuristic definition, we already presented a description of the different ways a hyper-heuristic

6.6.

SUMMARY

141

Figure 6.14: B o x plot for R N D H H , D H H and P H H for the 50 hardest unsatisfiable instances
in the grid generated with model B (n = 20, m = 10)
for variable and value ordering may work on a search tree for CSP. We have also described
three simple ideas to develop hyper-heuristics for CSP: a random hyper-heuristic which involves no previous knowledge about instances and heuristics and performs badly and two
approaches for hyper-heuristics that reuse information gathered during the preliminary experiments. We have proved that one of these informed approaches, the deterministic hyperheuristic performs considerably better than the other two schemes.
With regard to the instance features, it seems that p\, p and K always tend to move
from right to left and from top to bottom, in direction to the origin when the instance is being
solved. More investigation is required to determine if there are some cases where they move to
regions where higher values of these features are found. On the other hand, fh, a and a do
not follow this rule, and seem to move arbitrarily among the space as the search progresses.
Also, a kind of loop is sometimes found when using m or a , where the features usually
provide the same value for the first and the last steps of the search.
Because finding a good combination of low-level heuristics may be as difficult as finding
a solution to a CSP, we have to be careful that our approaches are worth the additional effort.
Producing a random hyper-heuristic is not expensive, and it can be obtained without any
preliminary information. On the other hand, to produce an informed hyper-heuristic (for
example, D H H or PHH) we need to gather some information about the low-level heuristics and
their performance on some instances similar to those we want to solve. We cannot guarantee
that a hyper-heuristic will perform better than the best low-level heuristic for a given kind
of instances, but we would expect that these hyper-heuristics behave well on a wide set of
instances once they are produced.
2

m

m
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Chapter 7
Decision Matrix Framework
In the previous chapter we presented the first ideas of how to use information to construct
simple hyper-heuristics based on decision matrices which can exploit some structure of the
space where some heuristics perform better than others. In this chapter we will analyse some
ideas about how to extend those results to produce more powerful hyper-heuristics and achieve
better results.
So far we have presented static decision matrix hyper-heuristics which need to be trained
off-line before being ready to be used. The training consisted in analysing a set of instances
and manually obtaining the information to construct the patterns that guide the behaviour
of the hyper-heuristics. We want to know i f there is some strategy that could automatically
generate those patterns and, be able to update them to improve their performance.
In the first section of this chapter we will discuss some preliminary ideas we explored
before achieving the final approach. Later, the decision matrix hyper-heuristic framework is
explained. Finally, preliminary and confirmatory experiments are developed and results are
discussed.

7.1

A brief story about Decision Matrix Hyper-heuristics

Our first attempts to use a decision matrix hyper-heuristic were presented in [211], where we
developed decision matrix hyper-heuristics similar to those presented in Section 6.5. The main
problem with those hyper-heuristics is that the matrices were manually obtained by solving
many instances and later gathering information from those instances. The process was simple,
but it was a very limited approach and lots of time were needed to generate a reliable pattern
which was not always very effective based on the results obtained.
The next step in our research was to explore other approaches to obtain the decision matrices. For this purpose, a genetic algorithm was designed to deal with a special chromosome
representation based on integer matrices (which were, in fact, potential hyper-heuristics) [212].
Each matrix contained the description of the problem state representation (the values of the
axes represented the values of p\ and p ) and each cell contained a low-level heuristic that
should be applied given the current problem state under exploration. The hyper-heuristic decided which low-level heuristic to apply by selecting the cell in the matrix with the closest
problem state representation to the problem state at hand. We observed that it is possible to
2
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evolve the decision matrices, starting from a random arrangement and moving to a more detailed pattern that is able to perform well on various instances. These hyper-heuristics were
able to beat the best result of two variable ordering heuristics: M X C and M B D . Nevertheless,
the hyper-heuristics did not produce patterns as we expected. It seemed that the results were
merely the result of a biased random search produced by the evolutionary process more than a
proper search for a pattern where clear regions were identifiable. The results also showed that
these hyper-heuristics (which were able to beat the best heuristic in at least 6% of the times in
all the experiments developed) produced a very large variance in the results, resulting some
times in extremely bad results for some specific instances.
Finally, we concluded that the best way to improve the matrices would be a local search
method [213]. The preliminary results of this approach were encouraging. Also, this approach was tested including variable ordering. We will describe this approach in detail in the
following section.

7.2

The Decision Matrix Hyper-heuristic

The decision matrix hyper-heuristic
is formed by a matrix of integers, where the rows and
columns are used to represent two features that describe the instances. This is, the decision
matrix hyper-heuristic produces a bidimensional representation of the space of features an
maps it to a corresponding low-level heuristic. The value of each cell in the matrix represents
the heuristic to apply when the instance features correspond to the values of / i and f coded
in the axes. Each cell of the matrix corresponds to one decision point, the points where the
hyper-heuristic decides which low-level heuristic to apply to continue the search. Each cell
contains a value from 0 to A; (where k is the number of low-level heuristics), which is used
to specify the ordering heuristic to be used when the instance features match the ones at
that decision point. The size s of the matrices (and their respective resolution, 1/s) can be
specified according to the preferences of the user, but the axes always should always lie in
the range (0,1]). We tried different resolutions and sizes for the matrices and we observed
that increasing the resolution of the matrix does not necessarily provide a better performance
(see for example [213]). After preliminary studies we found that the best size of the matrices
(in the number of cells per rows and columns) lies in the range [10, 25], depending on the
instances used for training. We observed that smaller decision matrices do not contain enough
decision points to produce a significant change of heuristics during the search. Thus, the
hyper-heuristics obtained are very monotonous. Conversely, more than 25 rows and columns
produced over-detailed matrices that required larger amounts of time during the improvement
process. The results produced by this over-detailed matrices did not show to be worth the
additional improvement time. When the hyper-heuristic is created, all the cells are initialized
to —1, meaning that the cell has never been used as decision point. When the hyper-heuristic
is used to solve an instance, the decision points used during the search are initialized. There
are two ways to initialize the decision points: (1) selecting one random ordering heuristic or
(2) using a default ordering heuristic. For this research we decided to use the second approach,
which proved to be a better approach than randomly initializing the matrices [213].
2

We will try to clarify how the decision matrix hyper-heuristic works by using it on a
small example. Let us suppose that we have a decision matrix hyper-heuristic coded in a 4 x
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Figure 7.1: A decision matrix hyper-heuristic example

4 matrix with increments of 0.25 in each axis. The ticks in the axes values represent the center
of the cells. We will use pi and p as features to describe the instances. This matrix has the
next values on each axis: 0.25, 0.5, 0.75 and 1.0 (the values are uniformly distributed in the
range (0,1]). In this example, we assume that the decision matrix has already been updated
via some improvement method (we will discuss this later in this chapter). Thus, the values of
the cells that were used during the training have already been assigned one of the k possible
ordering heuristics (let us suppose that k = 4 in this experiment). The points that were not
visited during the training process do not have one heuristic assigned, then their value is —1.
In case an unseen instance is presented to the hyper-heuristic and it forces the matrix to visit
one of these unassigned cells, the value for that decision point will be determined using the
default ordering heuristic. Figure 7.1 shows the hyper-heuristic discussed. Suppose that an
instance P is presented to this hyper-heuristic and the features of instance P are P I = 0.65 and
P = 0.70. In that case, the cell to be accessed in the decision matrix would be (2,2), which
corresponds to the values pi = 0.75 and p = 0.75, due to the resolution of the matrix. In this
example, heuristic 0 would be selected as ordering heuristic. If we change the resolution of
the matrix, the number of cells will change along with the values of the constraint density and
tightness coded in the axes. Once the ordering heuristic has been used, the original instance
P is transformed into P', which values of P I and p may be different from P. If we continue
applying the hyper-heuristic, we will be moving through the decision matrix. Every time we
get closer to the solution, we also get closer to the origin of the decision matrix. When we
finally find a solution to the instance, the cells visited in the matrix allow us to map the search
tree for that specific instance.
2

2

2

2

7.3

The Decision Matrix Framework

The decision matrix hyper-heuristics need to be produced by a specialized framework. The
framework has the task to produce a decision matrix hyper-heuristic by going into what we
call the local improvement approach.
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The Local Improvement Approach

The local improvement approach uses a very simple method to upgrade the matrices and
improve the performance of the hyper-heuristics. The method is based on the idea of changing
the decision matrix, one cell at the time, and accepting the change only i f it improves the
performance of the hyper-heuristic on a set of instances (training set). Basically, we are
implementing a hill climbing search on the space of heuristics. During the search and because
the features that describe the instances change, only some cells of the matrix will be used to
guide the search. The number of visited cells depends on how different the instances under
exploration are. The more similar they are, the less cells the search w i l l visit. Visited cells
will be called activated cells, while inactive cells will indicate cells which have never been
visited and then, have not participated in the search. Every time we change the ordering
heuristic corresponding to one specific cell, the rest of the search tree from that node may be
different. Thus, new cells will be activated in the decision matrix and their cells initialized.
If we observe the search tree on the space pi x p , it is clear that, as we get closer to the
solution (the deeper nodes in the search tree), we find the smaller the values of p and p (see
Figures 6.6, 6.7 and 6.8 for more information). Based on this observation we concluded that
the nodes of the tree which are located further from the origin are visited first than the closer
ones. We need to keep a record of the maximum number of allowed changes per cell in the
matrix, otherwise the improvement method could focus its effort in changing some cells and
forgetting about others. We proposed an order to change the decision points in the matrix: the
further points from the origin that have not achieved the maximum number of changes have
priority to be updated. Because the process is not randomized, i f we run the process twice
with the same parameters we will obtain the same results. The decision points to be updated
depend only on the instances solved during the training and the cells visited because of the
search. The local improvement process is described in the following lines:
2

x

2

1. Initialize the decision matrix hyper-heuristic.
2. Solve the instances in the training set with the hyper-heuristic and obtain the average
consistency checks required to solve the whole set of instances, avgo(HH).
3. Update the decision matrix. Only one cell is changed according to the criteria already
described.
4. Solve the instances in the training set with the updated hyper-heuristic and obtain the
average consistency checks per instance, avg(HH). If avg(HH) < avg (HH),
make
avg {HH)
= avg(HH) and accept the change. Otherwise, cancel the change and
return the decision matrix to the previous configuration.
0

0

5. Repeat from step 3 until the maximum number of cycles is reached.

7.3.2

How to Improve the Matrices?

We observed from the search trees (see for example Figures 6.6, 6.7 and 6.8) that there are
many points in the space which are never visited during the search. We think that a better
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hyper-heuristic approach should only update useful points, saving time on unnecessary regions of the space. We also observed that there are two ways to update the values of the cells
in the matrix:
By use. We could give priority to those cells which are most frequently visited during the
search. Each hyper-heuristic is trained by solving a set of instances (usually a small
set). Every time a cell is visited during the search process we increment a counter of
the cell. Thus, when we have finished solving the whole set, we know which cells were
most often used to guide the search. These counters change during the whole training
process because every time we update one cell, we have no guarantee that the trees will
be the same for rest of the instances in the set. Every time we change the value of one
cell we may change the rest of the tree and then, visit new cells and stop visiting others.
Then, it seems reasonable to modify first the cells that are used very often before the
others to update the tree and obtain a better performance.
By distance. Because every time we change a cell the rest of the tree may change, changes
on cells close to the origin produce small changes in the rest of the tree. On the other
hand, i f changes are made on cells far from the origin, the changes to the tree will be
large. Considering the distance to the origin as a criteria to decide which cells to change,
we consider that it is pointless to update the instances close to the origin first, because
by changing just one cell far from the origin we could eliminate a large branch of the
tree, which will probably include the cells close to the origin that perhaps, we updated
in the first cycles of the improvement process, resulting in a waste of time. Thus, we
must concentrate our effort in changing first, the cells far from the origin and leave the
cells close to the origin for later.
We tried the two approaches and observed that the approach by distance provided better
results. Nevertheless, the distance approach requires that the features that describe the instances decrease as we move closer to a solution (for example, p\, p and k). The approach
does not work as expected with features that do not decrease as we get closer to a solution (for
example a , fh and o .
In order to work properly, the framework requires five inputs:
2
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p

1. T. A set of C S P instances that will be used during the hyper-heuristic generation process
(also known as training set).
2. # V A R - A-
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l variable ordering heuristics.

3. # V A L - A set of low-level value ordering heuristics.
4. A. Maximum number of changes per point.
5. n. The number of cycles the framework will run.
We observed that it produces better results to initialize the matrix only with one lowlevel heuristic than initializing the values of the cells with one random heuristic every time
the cell was first visited. If the heuristic used to initialize the matrix is good, it will be easier
for the framework to generate a good hyper-heuristic. Starting with a bad low-level heuristic
does not mean that the framework will not find a good hyper-heuristic, but more cycles will
be needed in order to improve its performance.
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Time Analysis

Let r be the time required to solve the set of C S P instances that will be given to train the hyperheuristic by using all the k low-level ordering heuristics (k
1-HyAR.I
I-^VALD
number cycles the framework will run. Then, the expected time to generate a hyper-heuristic
by using the decision matrix framework should be around:
X

=

A

N

C

*

N

^

E

The analysis is simple. If the set of instances can be solved in r time units by using A;
heuristics, then it is expected that solving the same set of instances with only one heuristic
takes around r/k units of time. O f course, there is a possibility that it takes more than this, but
in average, r/k is what is expected. Because the framework solves the set of instances only
once per cycle (the estimator does not consider the time consumed by changing the matrix),
the instances are solved n times per run. In practice, we observed that Equation 7.1 was not
an exact estimator and tends to predict shorter running times than the real ones measured. In
average, the estimator predicts running times which are slightly lower than the ones measured
in practice. We think that the difference is due to the time needed to improve the matrices,
which is not considered in Equation 7.1.

7.4

Preliminary Experiments

In this section we will present some preliminary experiments regarding the generation and
test of some decision matrix hyper-heuristics. In our first experiments, we w i l l only use two
heuristics: M B D and F B Z , which we already showed that behave considerably different for
some regions of the space p x p . Because in our preliminary studies we only used the
constraint density and tightness as features to describe the instances we will also use them
here. In the first set of experiments we will not use any additional value ordering scheme.
x

7.4.1

2

Generating the Decision Matrix Hyper-heuristic

With this experiment we wanted to confirm that the approach is able to produce good quality
hyper-heuristics being provided a small set of heuristics. The training set is formed by a grid
of instances uniformly distributed in the space p x p . The grid includes 16 points produced
by the intersections of 0.2, 0.4, 0.6 and 0.8 in each axis. Four instances were produced for
each point, one per random model. Even though the set is small, we think it has the variety
needed to properly train the hyper-heuristics. For future references, we will call this set as the
training set.
By using the described set as input we ran the local improvement method ten times
to produce ten distinct hyper-heuristics. We ran the decision matrix framework under the
following configuration: i?vAR
{MBD, FBZ}, i^vAL
W' P
g
P
cell (A = 2)and 50 cycles per run (n = 50). The sizes of the matrices were set to 10, 15, 20,
25 and 30. For each size of the matrices we generated two hyper-heuristics: one initialized
with M B D and the other with F B Z . In all tables and figures, the prefix D M H H is used to refer
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Table 7.1: Performance of the ten decision matrix hyper-heuristics initialized with M B D and
FBZ.

to each of the hyper-heuristics produced with the decision framework and the number of the
hyper-heuristic indicates the number of run it corresponds to.
The set of instances was solved by M B D and F B Z in average in 91301 and 112142
consistency checks, respectively. Also, for each instance we record the best result of these
two heuristics and with those results we obtain the average consistency checks needed to
solve the set of instances of the best heuristic (which sometimes is M B D and others is F B Z ) .
The results of the experiment are presented in Table 7.1, where we compare the 10 hyperheuristics against M B D , F B Z and the best result obtained for the set of instances used during
the training. The values in the cells represent the percentage of consistency checks saved or
added, in average, when using each hyper-heuristic to solve the complete set of instances.
We can observe that the results suggest that a higher resolution is not related to a better
performance of the hyper-heuristics. It seems that the phrase "less is more" applies to this
problem, and a smaller size in the matrices provides better results than larger decision matrix
hyper-heuristics. Another important issue derived from this experiment is that the low-level
heuristics used to initialize the matrices are indeed related to the performance of the hyperheuristic. In this case, the average performance of M B D is better than F B Z and this difference
in the performance is also reflected in their respective hyper-heuristics.
The hyper-heuristics generated with our approach, initialized with M B D were able to
improve the performance of the low-level heuristics, but they apparently are no match for
the best result of the two of them. The hyper-heuristic behaves better than the single lowlevel variable ordering heuristics on a wider set of instances (and it even seems to be more
specialized than both of them).
We may now ask whether the differences in the performance of the different methods is
significant or not. To answer this question, we produced a box plot for the 50 hardest instances
in the training set (Figure 7.2) and also analysed the confidence intervals for the means of each
method. Finally, a head-to-head comparison was developed in order to statistically compare
each pair of methods.
Before looking at the plot, it seems reasonable to think that the best result of the lowlevel heuristics (selecting, for each instance the minimal result obtained from all the low-level
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heuristics) has to be always better than the independent result of the low-level heuristics. Even
though the evidence suggests that it is almost always the case, there are situations where the
best result is not statistically better than the single result of one or more heuristics (or hyperheuristics). In those cases, where the statistical evidence suggests that the difference between
one method and the best result is not significant, we will say that such method is optimal. We
say that is optimal because it is being compared not against just one single heuristic, but the
best result of many and tested on many different instances.

Figure 7.2: B o x plot for BEST, M B D , F B Z and DMHH01-10 for the 50 hardest instances in
the training set

Based only on the information provided by Figure 7.2, it seems that D M H H 0 1 and
D M H H 0 2 (which correspond to sizes 10 and 15, respectively) have the best performance. This
conclusion is based on the height of the boxes of these two hyper-heuristics and the best result.
Nevertheless, D M H H 0 2 presents some unusual extremely bad results, more than D M H H 0 1
which may suggests that D M H H 0 1 is the best hyper-heuristic from the ten produced in this
experiment. Nevertheless, the analysis of the medians suggests that the real medians are equal
for either method.
We wanted to provide more information to decide among the different hyper-heuristics
produced, that is the reason why we also estimated the confidence intervals for the means
of the best result, M B D , F B Z , and the ten hyper-heuristics. The confidence intervals were
produced with 95% of confidence. The confidence intervals for the means of the different
methods (Equation 7.2) suggest that D M H H 0 1 is the best hyper-heuristic. Also, the statistical
evidence suggests that its mean may be similar to the mean of the best result.
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Finally, we compared the best result of the low-level heuristics against the ten hyperheuristics to see if there is significant difference in the results (to be able to claim how good
or bad our hyper-heuristics are). A hypothesis test was made with a 10% of significance, with
the null hypothesis that states that the mean of one method is larger or equal than the mean of
a second method. The alternative hypothesis claims that the mean of one method is smaller
than the mean of the other. The results allow us to conclude that (p — values indicated in
parenthesis):
• B E S T is clearly better than M B D (0.0619) and F B Z (0.0422).
• B E S T is also better than some of the low-level heuristics, but there is no statistical evidence that suggests that the population mean of the best result of the low-level heuristics
is smaller than the mean of D M H H 0 1 , D M H H 0 2 , D M H H 0 3 , D M H H 0 5 , D M H H 0 7 ,
D M H H 0 9 and D M H H 1 0 (in all cases, p-values were above 0.10). Thus, we can affirm
that these hyper-heuristics are optimal for the training set.
• The best hyper-heuristic, D M H H 0 1 , is significantly better than F B Z (0.0690).
Preliminary experiments confirm that the approach can be used to generate hyper-heuristics
that work well on random instances, independently of the generation model used to produce
the instances. The performance of the hyper-heuristics is acceptable in general. There is no
statistical evidence that suggests that M B D or F B Z are, compared to the ten hyper-heuristics,
methods that achieve better results in terms of mean consistency checks. Also, 70% of the
hyper-heuristics produced in this experiment obtained results which are comparable to those
obtained by the best low-level heuristic (which is different for each instance).
We found no evidence that the mean population consistency checks of the best result of the low-level heuristics and the population mean of the consistency checks used by
D M H H 0 1 are significantly different. Nevertheless, we found differences in the performance
of each method for specific instances. D M H H 0 1 is not as good as the best result of the lowlevel heuristics in 32.813% of the instances in the training set. In 59.375% of the instances,
D M H H 0 1 behaves just as BEST, and in 7.813% of the instances, D M H H 0 1 reduces the number of consistency checks required by the best result of the low-level heuristics.
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In Section 5.4 we presented the patterns formed by M B D and F B Z on the space p x p
according to the different generation models for instances with 20 variables and 10 values in
their domains. In Figure 7.3 we present the pattern learnt by D M H H 0 1 , when used to solve a
grid of instances produced with model B (n — 20, m = 10). In this figure we can distinguish
small regions where one heuristic should be preferred over the other. There are many of these
regions, and the space is not well divided as in the patterns manually obtained in Chapter 5
but this pattern seems to work well on the instances used for training and has the advantage
that it was automatically obtained during the generation process of the hyper-heuristic.
x

2

Figure 7.3: Pattern learnt by D M H H 0 1 when presented a grid of instances generated with
model B (n = 20, m = 10)

7.4.2

Testing on Unseen Hard Instances

Because the results of the previous section only contain information about the hyper-heuristics
and low-level heuristics on the set of instances used by the framework to produce the hyperheuristics (the training set), we decided to test the same hyper-heuristics on unseen and more
specific instance sets. The new set of instances contains binary random C S P generated with
the four models. The set includes 50 hard instances with 20 variables and 10 values in their
domains, distributed along the transition phase. Each instance was produced by randomly
selecting among one of the four generation models. Thus, the new set includes a mixture of
hard instances produced with the four models. In future sections, we will refer to this set as
the hard set.
To be consistent with the previous analysis, we produced a box plot for the instances
in the set. The results show that the real medians of the ten hyper-heuristics are equal (and
the medians of BEST, M B D and M F D ) . It is not clear which hyper-heuristic has a better
performance because the all seem to have similar behaviours.
The confidence intervals for the means of each method also support the idea that D M H H 0 1
is one of the best hyper-heuristics in terms of mean consistency checks. Actually, its confidence interval for the mean suggests that its real mean could be equal than the real mean of
BEST.
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Figure 7.4: B o x plot for BEST, M B D , F B Z and DMHH01-10 for the instances in the hard set

To confirm our observations, we compared each pair of methods with a hypothesis test
just as we did in the previous section. The results from these tests indicate that (p — values
indicated in parenthesis):
• B E S T is better than F B Z (0.0220) but there is not enough statistical evidence to suggest
that the difference with M B D is significant.
• B E S T is also better than some of the hyper-heuristics, but there is no statistical evidence
that suggests that the population mean of the best result of the low-level heuristics is
smaller that the population mean of D M H H 0 1 , D M H H 0 2 , D M H H 0 3 , D M H H 0 7 and
D M H H 1 0 (in all cases, p-values were above 0.10). For this set, 50% of the hyperheuristics produced are optimal according to the statistical evidence.
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• The best hyper-heuristics for the unseen instances, D M H H 0 1 and D M H H 0 3 , are significantly better than F B Z (0.0832, and 0.0644, respectively).
• The best hyper-heuristic on the training set, D M H H 0 1 , is also the best hyper-heuristic
for the unseen instances.
Even thought there is no statistical difference in the average consistency checks required
by D M H H 0 1 and the best result of the low-level heuristics, we can distinguish some particular
differences from instance to instance. When comparing D M H H 0 1 vs BEST, in 17.308% of
the instances in the set they have the same performance, using the same number of consistency
checks. In 73.077% of the instances, D M H H 0 1 requires more consistency checks than B E S T ,
but in 9.615% of the instances D M H H 0 1 reduces the number of consistency checks required
by the best result of the low-level heuristics.

7.5

Confirmatory Experiments

For this set of experiments we have incorporated the whole set of heuristics and features.
In total, 27 combinations of variable and value ordering heuristics could be used. For this
experiments we did not use the other instance features and we kept pi and p as descriptors of
the instances because we will use the other properties in the next chapters.
These experiments are designed to show the repercussions in the performance of the
hyper-heuristics when the number of low-level heuristics is increased. We w i l l see i f the
decision matrix framework is able to increase its efficiency or not. Additionally to the random
instances, used for training and testing, we will now include the quasi-random, patterned and
real instances described in Chapter 5 to test the performance of the hyper-heuristics.
A new configuration was set for the solver in order to generate ten new hyper-heuristics.
The size of the matrices was set to 10 (then, each matrix contains 100 cells) and the framework
ran for 100 cycles to generate each hyper-heuristic. A maximum number of 5 changes was
allowed per cell, which indicates that up to 20 cells would be modified during the improvement
process. Because we need to initialize the matrices with a combination of a variable and a
value low-level heuristic we randomly selected ten from the 27 possible combinations. The
ten hyper-heuristics D M H H 1 1 to D M H H 2 0 were initialized with: M F D + M N C , B B Z +
FREQ, ENS + M N C , M X C + FREQ, F B Z + MPC, M X C + MPC, M F D + MPC, B B Z +
M P C , K + M N C and R H O + F R E Q , respectively.
2

To perform the proper comparisons against the best result, we are considering the best
result of all the low-level heuristics presented in this research. Then, the best result for each
instance is, in this section, the minimal number of consistency checks from the 27 single
results of the combination of variable and value low-level heuristics. Also, the low-level
heuristic which proved to be more efficient for each set is considered for the comparison (see
Appendix B for more information).
The box plot presented in Figure 7.5 shows the performance of the ten hyper-heuristics
compared against the best result of the low-level heuristics and M R V + M N C , which was
the low-level heuristic with the best performance on the set. We must not mistake the best
result of the low-level heuristics (BEST) with the best heuristic for the specific set (in this
case, M R V + M N C ) . B E S T is the result of selecting, from each instance, the best result from
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all the heuristics for each instance, while the best heuristic is the result of applying the same
heuristic and keeping its results for the whole set. Using Figure 7.5 to analyse the performance
of the hyper-heuristics, we found no evident difference between BEST, M R V + M N C and the
ten hyper-heuristics (except for some outliers). We need to perform a deeper analysis to find
evidence to discriminate among methods and see which are better than others.

Figure 7.5: Box plot for BEST, M R V + M N C and DMHH011-20 for the 50 hardest instances
in the training set
The confidence intervals for the population mean consistency checks (with a 95% of
confidence) suggest that the best hyper-heuristic is D M H H 1 1 . Its interval is also close to the
one for the best result of the low-level heuristics, which could suggest that their real means
are equal.

In addition to the confidence intervals for the real means we performed a hypothesis test
for each pair of methods. The statistical evidence suggests, with a significance of 10%, that:
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• B E S T is significantly better than M R V + M N C (0.0995).
• B E S T is statistically better than most of the hyper-heuristics. Nevertheless, There is
no statistical evidence that supports that the performance of the best result of the lowlevel heuristics has a real mean of consistency checks which is lower than the mean of
D M H H 1 1 , D M H H 1 3 , D M H H 1 7 and D M H H 1 9 . Thus, we can say that these hyperheuristics are optimal.
• Based on the confidence intervals for the means and the tests of hypothesis we can
identify that D M H H 1 1 is the best hyper-heuristic for the training set. Its average performance is very close to the best result of the low-level heuristics.
Comparing the performance of D M H H 1 1 and B E S T for each instance in the set, in
37.5% of the instances, D M H H 1 1 and B E S T required the same number of consistency checks
to solve the instances and, in 62.5% of the instances, D M H H 1 1 required more consistency
checks than the best result of the low-level heuristics. Even though there are differences from
instance to instance, the statistical evidence suggests that there is no difference in their average
performance on the training set.

7.5.1

Testing on Unseen Hard Instances

When tested on unseen hard instances, the hyper-heuristics diminished its performance i f we
only look at the confidence intervals (Equation 7.5). Nevertheless, given the high variance
in the results of each method, the statistical evidence (based on the test hypothesis for each
pair of methods) suggests that once again, D M H H 1 1 , D M H H 1 3 , D M H H 1 7 , D M H H 1 9 and
D M H H 2 0 are optimal; it is, the real mean consistency checks of B E S T is not lower than the
real mean of any of these hyper-heuristics for hard instances (with a 10% of significance).
Based only on the confidence intervals for the means, D M H H 1 3 seems to be the best option
because of its narrow interval (which also has smaller bounds than the other hyper-heuristics).

(7.5)

It is clear that even when the statistical evidence suggests that both B E S T and D M H H 1 3
have a similar average performance on hard random instances, there are differences of performance for this particular set. The statistical analysis provides a useful tool for extending the
current results and see i f they are significant for the whole population of instances with similar
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properties. Specifically on this set of hard instances, 1.93% of the instances were solved by
using less consistency checks that the best result of the low-level heuristics. In 5.769% of the
instances D M H H 1 3 reduced the number of consistency checks used by B E S T and, for the rest
of instances (92.308%), D M H H 1 3 required more consistency checks than BEST.
The median analysis, based on the box plot form Figure 7.6 indicates, with a 95% of
confidence, that the medians of all the methods are equal. The figure also suggests that BEST,
K + M N C and D M H H 1 1 have a similar performance, something we already confirmed with
the analytic tests.

Figure 7.6: B o x plot for BEST, K + M N C and DMHH011-20 for the instances in the hard set
Because there is no statistical evidence that suggests that B E S T is significantly better
than D M H H 1 1 , D M H H 1 3 , D M H H 1 7 , D M H H 1 9 and D M H H 2 0 in terms of real mean consistency checks; we can state that these hyper-heuristics are optimal for hard instances (produced
with n = 20, m = 10), regardless of the C S P random generation model.

7.5.2

Testing on Non-random Instances

We w i l l use D M H H 1 1 - 2 0 to solve the instances in the quasi-random, patterned and real sets
(see Section 5.6 for more details about these benchmarks). The best low-level heuristic for the
quasi-random set was F B Z + M N C . We were not able to identify one heuristic that performed
significantly better than the rest for the set of patterned instances. For the real instances, M F D
+ M N C proved to be a very efficient heuristic and will be used as the best low-level heuristic
for this set (see Appendix B for more information).
The box plot for BEST, F B Z + M N C and the ten hyper-heuristics on the quasi-random
set is shown in Figure 7.7. It seems, based on the box plot only, that BEST, F B Z + M N C ,
D M H H 1 1 and D M H H 19 are very close to each other in performance.
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Figure 7.7: Box plot for BEST, F B Z + M N C and DMHH011-20 for the instances in the
quasi-random set
The confidence intervals for the real means of each method (Equation 7.6) also suggest
that the performance of BEST, F B Z + M N C and D M H H 1 1 is almost the same; the differences
seem to be insignificant.
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The head-to-head comparison provided more information to evaluate the performance
of each method (p — values indicated in parenthesis):
• B E S T has a lower real mean in terms of consistency checks than F B Z + M N C (0.0) and
D M H H 1 1 (0.0).
• In fact, B E S T has a lower real mean than all the hyper-heuristics (with a significance of
10%).
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For this set of instances, B E S T is clearly better than any other approach, either F B Z +
M N C (which was the best heuristic for the set) and any of the ten hyper-heuristics. Also, there
is no evidence that suggests that F B Z + M N C is better than D M H H 1 1 and D M H H 1 3 , based
on the mean consistency checks and the statistical tests. Then, D M H H 11 may not be optimal
in this case, but it at least behaves as well the best low-level heuristic for the set.
When used to solve the patterned set, the hyper-heuristics performed really bad. The
box plot for the ten hyper-heuristics is shown in Figure 7.8 and allows us to see that only
D M H H 1 3 , D M H H 19 and D M H H 2 0 behave better than the rest of hyper-heuristics but they
are clearly overcome by BEST.

Figure 7.8: B o x plot for B E S T and DMHH011-20 for the instances in the patterned set
Extra information provided by the head-to-head comparison to compare the means by
using a hypothesis test with 10% of significance let us conclude that B E S T is not statistically
better than D M H H 13, D M H H 19 and D M H H 2 0 (even though it seems better). Nevertheless
there is no significant difference in the average performance, when compared instance per
instance, D M H H 1 3 requires more consistency checks than B E S T in 77.778% of the instances
in the set. These results seem strange because the sample is very small and the variance is
high (the outliers in this case have a tremendous effect on the evaluation of the methods).
The last set from the structured ones is the real set. The set was solved with the best
low-level heuristic (the analysis to determine the best heuristic can be found in Appendix B ) .
The results are analysed by means of a box plot, the confidence intervals for the means and the
head-to-head comparison based on the hypothesis tests, as we did in previous experiments.
Figure 7.9 presents the results of the nine instances in the real set. We must recall that,
in order to analyse this set, the limit in the number of consistency checks during the search
was increased to 8 x 10 The results show that, even though D M H H 1 1 and D M H H 12 seem to
be the best hyper-heuristics, they performance seems to be not as good as B E S T and M F D +
M N C . Also, the analysis of the medians suggests that the medians of all the hyper-heuristics
7
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may be equal with a 95% of confidence.

Figure 7.9: Box plot for BEST, M F D + M N C and DMHH11-20 for the instances in the real
set
In order to complement our analysis, we also generated the confidence intervals for the
means of the methods:

(7.7)

Based only on these intervals, the evidence suggests that D M H H 12 is the best hyperheuristic because of its upper bound in comparison with the other hyper-heuristics. We expect
that the real mean of D M H H 12 is not larger than 4.81 x 10 . If we compare this number with
the results of M F D + M N C , we can observe that the variance of D M H H 12 is lower, which
in this case, suggests that the hyper-heuristic is a more stable method (with less probability
of bad results) than the best low-level heuristic for real instances like the ones studied in this
research.
5
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Finally, we performed the head-to-head comparison based on the hypothesis tests to
compare each pair of methods with a 10% of significance. The statistical evidence indicates
that (p — values indicated in parenthesis):
• B E S T has a lower real mean than all the hyper-heuristics (with 10% of significance).
Thus, it is statistically better than any of the hyper-heuristics.
• There is no significant difference in the performance of B E S T and M F D + M N C . Then,
M F D + M N C is optimal for this type of instances.
• O f all the hyper-heuristics, D M H H 1 2 is the best option. D M H H 1 2 has the lowest population mean in the number of consistency checks among the ten hyper-heuristics.
When compared the result of B E S T and D M H H 1 2 for each instance in the set, we
observed that in all cases B E S T achieed better results than D M H H 1 2 . It is clear that the
performance of the hyper-heuristics on the real when trained on random and smaller instances
is not good enough.

7.6

Summary

In this chapter we have presented a way to implement hyper-heuristics by using a matrix
of integers, where each cell in the matrix represents a low-level heuristic (a combination of
variable and value ordering) that should be applied when the problem state is similar to the one
represented by the cell. The local improvement approach, which is the center of the decision
matrix framework, is able to produce hyper-heuristics that behave well on a wide range of
instances, both randomly generated (with different models) and also on instances which have
some structure within. The hyper-heuristics produced are as good as the best result from the
low-level heuristic for some special cases.
One problem with the model is clearly the lack of flexibility. A matrix representation
over-specifies many points in the space and produces many squared patterns, which seems unnatural. Even though we showed that a higher resolution in the matrix does not automatically
translates in a better performance of the hyper-heuristics, how can we know that a decision
matrix hyper-heuristic containing 100 x 100 cells will not be better than all the matrices of
lower resolution? We think the framework requires to be careful about the size and number of
cycles during the training.
A s we already mentioned, a decision matrix may be over-specifying many points in the
space and maybe the local improvement approach is not the best method to improve the hyperheuristics. Considering this, in the next chapter we will discuss another framework, which is
based on the idea that the core of a hyper-heuristic can be seen a mapping between a vector
of features and a low-level heuristic and that uses a genetic algorithm to evolve such vectors
and produce hyper-heuristics.

Chapter 8
Evolutionary Framework
In previous chapters we presented the concept of vector hyper-heuristic. Also, some approaches to generate hyper-heuristics have been described. In this chapter we will describe
and discuss an evolutionary algorithm to generate vector hyper-heuristics. In this evolutionary algorithm, a population of vector hyper-heuristics is created and used to provide genetic
material to create new hyper-heuristics.
In the following sections we will describe the approach and the main experiments and
results but, we will first present a brief story of the ideas that gave place to the concept of the
evolutionary framework as we know it now.

8.1

A Brief Story about the Evolutionary Framework

This model was adapted from the work developed by Ross et al. [240] and Terashima-Marin
et al. [278]. We have explored different implementations of the framework, changing different
aspects of the model as we incorporated new ideas to the model. Our first ideas to use a genetic
algorithm to generate hyper-heuristics for C S P were presented in [210]. In that investigation,
we tried the binary representation against the real number representation, obtaining results
that suggested that a real number representation was more suitable for the process than binary
representation. Also, in [281, 279] we presented more results of the model with a limited set
of variable ordering heuristics and features.
The model has suffered many changes since the first ideas were implemented. For example:
• We started using a steady-state genetic algorithm without prior experiments to prove it
was the best genetic algorithm approach. In preliminary stages of the study, we analysed a generational genetic algorithm and observed that the steady-state was a better
evolutionary scheme.
• The instances used during the evolutionary process and the way they were selected
changed a lot. A t the beginning, only a few instances from the training set were chosen
to be used by the genetic algorithm to test the performance of the hyper-heuristics.
In each cycle, new instances were added to test the individuals. This scheme had many
drawbacks, the most important was that the same hyper-heuristic could achieve different
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evaluations based on the instances chosen for evaluation. This is the reason why, in the
final implementation, the instances used during the training are not changed during time.
• Initially, the set of features was really small, including only p and p - We have included
more features and the framework is able to run with any combination of them.
x

8.2

2

The Evolutionary Framework

A genetic algorithm is used for evolving the hyper-heuristics until a termination criterion is
reached. In each cycle of the genetic algorithm, the new individuals (hyper-heuristics) are
trained using the instances from the training set. Thus, all individuals in a run of the genetic
algorithm are evaluated by using the same instances, independently of the cycle where the
individuals are created. The best individual of the last population of the genetic algorithm is
selected to be the resulting hyper-heuristic for that run.
The framework requires the following inputs:
1. T . A set of CSP instances that will be used during the hyper-heuristic generation process
(also known as training set).
2. # V A R - A

s e t

°f l

o w

3. # V A L - A

s e t

of low-level value ordering heuristics.

-l

e v e

l variable ordering heuristics.

4. n . The number of cycles the framework will run (cycles of the genetic algorithm).
5. p . Probability of crossover in the genetic algorithm.
x

6. p . Probability of mutation in the genetic algorithm.
m

8.2.1

The Genetic Algorithm

In this investigation we decided to implement a steady state genetic algorithm. The differences
between this type of genetic algorithm compared against the generational type is mainly the
selective pressure and the exploration of the space. Using a steady state genetic algorithm
we increase the selective pressure with respect to a generational implementation, but we pay
with a higher risk of premature convergence. In our genetic algorithm, we produce an initial
population of n random individuals and, in each cycle, only two new individuals are created
by using the information of the parents. If these new individuals are better than the two worst
individuals of the population, a replacement is made and the new individuals will be part of the
population for the next cycle. With this algorithm, at the end of x cycles we w i l l have analysed
only In possible hyper-heuristics. The difference here is that we can guarantee that the best
hyper-heuristic will remain until the last cycle, because the n — 2 best individuals in each
cycle are always kept for the next cycle. Because this type of genetic algorithm only produces
and replaces a small number of individuals per cycle, the running time is also improved with
respect to a generational genetic algorithm where more individuals are created and evaluated
(the analysis of the running time is presented in Section 8.3).
The general genetic algorithm process consists of the following steps:
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1. Generate an initial random population.
2. For every individual, evaluate its fitness considering the instances of the training set.
3. Apply selection, crossover and mutation operators to produce the offspring.
4. Evaluate the offspring obtained in (3) considering the instances of the training set.
5. Update the population.
6. Repeat from (2) until a certain number of cycles is reached.
Because the instances used for training during the whole process are never changed,
once an individual has been evaluated, its fitness will not change with time. This property is
important because unnecessary calculations are avoided. Then, at each cycle, only two new
individuals are created and evaluated.

8.2.2

Chromosome Representation

After some preliminary tests involving binary and real number representations, we decided to
stay with a real number representation for the chromosomes. The basic unit of our chromosome is the block, which is the representation of a vector of features with its corresponding
low-level heuristic. Each block contains values for the features that describe the instances
(components of the vector) and the associated low-level heuristic to apply given that vector.
A complete representation of a chromosome contains a series of blocks, which code the different vectors that form the hyper-heuristic. In this way, any hyper-heuristic is represented by
I real numbers lying in the range [0,1] (representing the components of the vector of instance
features) and an integer number representing the low-level heuristic corresponding to the vector of features coded within the block. The graphical representation of a the chromosome is
presented in Figure 8.1.

Figure 8.1: The graphical representation of a chromosome
For example, the vector hyper-heuristic presented in Figure 6.1 would be coded within
the genetic algorithm as shown in Figure 8.2. In this example, the hyper-heuristic contains
only two vectors, each one associated to one different low-level heuristic. The first block
indicates that the vector / = 0.3, / = 0.7 is mapped to heuristic 1. The second block states
that the vector with components / i = 0.9, f = 0.8 is associated to heuristic 2.
For the evolutionary framework, the problem state representation included, for the preliminary experiments, the constraint density and tightness only. For the confirmatory experiments, the complete set of properties to describe C S P instances described in Section 6.4
was used: domain average, domain standard deviation, kappa and standard deviation of the
solution density among the variables.
x

2
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Figure 8.2: Chromosome representation of one hyper-heuristic with two features and two
low-level heuristics.

8.2.3

Genetic operators

The genetic operators used for this research have been specifically designed to work with the
proposed representation.
The selection in the genetic algorithm is performed by using a modification of the tournament selection of size five. Five individuals are randomly selected from the population and
then, the individual with the highest fitness of those five instances is taken as the first parent.
The process is done one more time with five new random instances and the second parent is
obtained. These two individuals are used for crossover.
The crossover operator combines the components of the vectors of the parents. Because
the low-level heuristics may be over-specified or sub-specified within the hyper-heuristics,
it may be the case that one parent contains vectors associated to one heuristic that does not
appear in the other parent. The crossover operator will try to combine vectors describing
the same low-level heuristic. For each vector Vi in parent A , associated to heuristic h, the
crossover algorithm will search in parent B for vectors that also are associated to h. Two
possible outcomes can result from this search:
1. If at least one vector is found in parent B , the crossover operator will randomly select
one of those vectors to perform the combination with the current vector Vi from A . The
crossover operator combines the components of the vectors, making them closer to each
other. For each component in the vectors (where /AJ and fsj represent the component j
from parents A and B , respectively), the operator calculates 5(fj) = abs(fAj + / B J ) / 3 .
Then, 5(fj) is added to the component that fulfills m a x ( / ^ , JBJ) and subtracted from
the other. In case that the two components are equal (5(fj) = 0), the operator creates
a random 5(fj) with a very small value, up to 0 . 1 . Also, in case the values of any
component result in a value larger than 1 or smaller than 0 , the values are modified to
fit the range [0,1].
:)

2. On the other hand, i f there are no vectors in parent B that specify heuristic h, the algorithm will create a new random vector associated to h and will attached it to parent B .
From this moment, h is also described in parent B . It is important to notice that when
this is the case, the vectors associated to h in parent A are not modified in this step.
The process is repeated for the vectors in parent B . A t this point, the vectors that were
created in B when the algorithm was modifying the vectors from parent A w i l l now have a
corresponding vector in A they can be combined with. The crossover then, tries to get the
vectors in the hyper-heuristics closer to each other.
The idea behind this crossover implementation is to combine the vectors from two hyperheuristics, making them closer to each other. We have the belief that i f two good quality
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vectors are associated the same low-level heuristic, one vector that lies between such vectors
may also have a good quality.
The mutation operator is implemented in three ways: (1) add operator, (2) delete operator and ( 3 ) change operator. The addition operator creates one random vector with its
respective low-level heuristic and adds it to the hyper-heuristic. The deletion operator randomly takes one block from the hyper-heuristic and deletes it. The changing operator selects
one block and, for each feature in the block, with a probability of 0.5 it adds or subtracts a
random value in the range [0,0.25]. If the new value is outside the range [0,1], the value is
adjusted.
The probability of applying the change operator is 0.5 and then, with a probability p =
1 / 1 H H | the add operator is applied (where | HH | is the size of the hyper-heuristic, the number
of vectors it describes) and, with a probability of 1 — p the delete operator is applied. It
may be the case that the three operators are applied on the same individual. The addition
operator allows the genetic algorithm to produce more complex regions in the space. A s we
can observe, the larger the number of vectors in the individual the smaller the probability of
adding a new vector. Conversely, individuals with few vectors will have a larger probability
of incorporating a new vector to its description.
The deletion operator usually simplifies the regions, removing redundant or unnecessary vectors. The changing operator performs adjustments on the existing vectors, trying
to improve them. Nevertheless, with mutation there is always the risk that the modification
damages the performance of the individual instead of improving it.
The justification of the different implementations of the mutation operator lies in the
fact that the number of vectors within the hyper-heuristic is very important, and there is no
way to know in advance the number of vectors that will maximize the performance of each
hyper-heuristic. Then, it is important to provide the genetic algorithm with one mechanism to
increase or decrease the number of vectors in the hyper-heuristics. Also, it is very important
to consider that sometimes, small changes in existing vectors can make a large difference
in the performance of the hyper-heuristics. For this reason, the change operator provides an
alternative to implement such small changes, which we think can lead to an improvement in
the performance of the existing hyper-heuristics.

8.2.4

The Fitness Function

The most common criterion to measure the efficiency of any search algorithm used to solve
CSPs is the number of consistency checks performed during the search. A consistency check
occurs every time a constraint is revised to see whether it is satisfied or not.
Every C S P instance in the training set is solved using each low-level heuristic. The best
result of the low-level heuristics for each specified instance j is calculated according to:

where h (j), h (j),hk(j)
are the number of consistency checks performed by each lowlevel heuristic to solve instance j. These results are obtained before running the genetic algorithm. It can be observed that, the larger the number of heuristics used, the higher the cost of
x

finding

2

BH(j).
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Each one of the instances assigned to the individual i is solved using the hyper-heuristic
coded within the individual. We define the quality Qi(j) of hyper-heuristic % on instance j by
measuring HHi(j),
which is the number of consistency checks required by hyper-heuristic %
to solve instance j . Then we define the quality of the hyper-heuristic for a specific instance j
as:

The previous evaluation guarantees that, when the general hyper-heuristic i achieves
better results than the best result of the low-level heuristics, the fitness function will return
a number greater than one. Thus, the better the quality of the hyper-heuristic, the higher the
value of Qi(j).
The fitness of an individual i is an average of the quality of the hyper-heuristic for all
the instances used for training within the genetic algorithm, and it is given by:

where s is the size for training (the number of instances it contains s = | T | ) and Qi(j) is the
fitness obtained by individual i for instance j and computed with Equation 8.2. This fitness
function allows us to estimate how good a hyper-heuristic really is when tested on a wide
range of instances. The larger the number of instances in T, the larger the number of different
instances each hyper-heuristic has to solve during the training process.

8.3

Time Analysis

A s in the previous framework, let r be the time required to solve the set of C S P instances that
will be given to train the hyper-heuristic by using all the k low-level variable x value ordering
heuristics, and n the number cycles the genetic algorithm w i l l run. Because the framework
uses a steady state genetic algorithm, only two individuals are created in each cycle. Each time
a new individual is evaluated, it is presented the whole training set to solve its instances. Thus,
the first generation of m new individuals solves the set of instances only once (at the first cycle
when the initial population is created and evaluated). In contrast, for each subsequent cycle,
only two individuals will solve the whole set of instances. If the set of instances can be solved
in A units of time with the k heuristics, it is expected that it can be solved in around r/k units
of time by one hyper-heuristic (of course, it depends on the quality of the hyper-heuristic).
Thus, the time to generate a hyper-heuristic by using the evolutionary framework should be
around t —
+ 2 n | , which can be expressed as:

This estimation does not consider the time required to apply the genetic operators. It is
only an estimation of the time needed for the framework to generate a hyper-heuristic based
on the number of times the instances in the set will need to be solved.
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Preliminary Experiments

In all tables and figures, the prefix E H H is used to mention each of the hyper-heuristics produced with the evolutionary framework and the number of the hyper-heuristic indicates the
number of run it corresponds to. To produce each hyper-heuristic, the framework ran for 100
cycles, with a population of 30 individuals. The crossover probability and mutation probability were set to 1.0 and 0.1, respectively. To generate the hyper-heuristics, we also used the
training set described in 7.4.1.

8.4.1

Generating the Evolutionary Hyper-heuristic

The box plot shown in Figure 8.3 does not suggest that any of the methods to solve the training
set is better than the rest.

Figure 8.3: B o x plot for BEST, M B D , F B Z and EHH01-10 for the 50 hardest instances in the
training set

To obtain more information we included the confidence intervals for the means of each
method. These intervals, produced with a 95% of confidence, are described in Equation 8.5.
The statistical evidence suggests that EHH02 is the best hyper-heuristic. Based on the information of the intervals we know that in the worst case, the expected result of this hyperheuristic on instances like the ones contained in the training set will not exceed 118137 consistency checks.
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We developed a head-to head comparison, comparing each pair of methods with a hypothesis test. The null hypothesis states that both means are equal and the alternative hypothesis states that the first mean is lower than the second. The tests were performed with 90% of
significance. In all the following results, the p-values of the tests are present in parenthesis.
The evidence indicates, that:
• B E S T is better than M B D (0.0620), F B Z (0.0422), EHH07 (0.0163) and E H H 0 9 (0.0817).
• There is no statistical evidence that suggests that B E S T has a lower mean consistency
checks than the rest of the hyper-heuristics (with 10% of significance).
Even though we found that the differences in the average performance of B E S T and
E H H 0 2 are not significant, we tested each of these methods on the instances of the set, comparing their results on each instance. In 4.688% of the instances, E H H 0 2 reduced the number
of consistency checks required by B E S T to solve the instances. In 56.250% of the instances,
both B E S T and E H H 0 2 used the same number of consistency checks. Finally, in 39.063% of
the instances, B E S T achieved the minimal number of consistency checks compared against
EHH02.
How do the patterns of the hyper-heuristics produced with the evolutionary framework
look like? In Section 5.4 we presented the patterns formed by M B D and F B Z on the space
Pi x pi according to the different generation models for instances with 20 variables and 10
values in their domains. In Figure 8.4 we present the pattern learnt by E H H 0 6 , when used
to solve a grid of instances produced with model B (n = 20, m = 10). Just like in the
preliminary experiments, in this figure we can distinguish a large part in the unsatisfiable
region which is dominated by F B Z , which is consistent with our preliminary studies. This is
a result that confirms that the evolutionary framework is able to produce hyper-heuristics that
learn from the space of features and map them into a suitable low-level heuristic.

8.4.2

Testing on Unseen Hard Instances

We also analysed the performance of the hyper-heuristics on the set of hard instances. The
box plot shown in Figure 8.5 indicates that the medians of all the methods are equal, with

8.4. PRELIMINARY

EXPERIMENTS

171

Figure 8.4: Pattern learnt by E H H 0 6 when presented a grid of instances generated with model
B {n = 20, m = 10)

95% of confidence. Based only on the information from the box plot, it seems that F B Z and
E E H H 0 7 are the less adequate methods for hard instances like the ones analysed in this set
but more information is needed to confirm this observation.

Figure 8.5: Box plot for BEST, M B D , F B Z and EHH01-10 for the instances in the hard set

With the confidence intervals for the means (Equation 8.6) more information about
the performance is revealed, the confidence intervals suggest that the best hyper-heuristic
is E H H 0 6 . Also, the intervals confirm that F B Z , EHH07 and also E H H 0 1 , which was not
considered in the first observations, are not good methods for this type of instances.
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The head-to head comparison between each pair of methods, with a hypothesis test of
10% of significance indicates that:
• B E S T is better than F B Z (0.0220), and half of the hyper-heuristics. B E S T is not better
than EHH02, E H H 0 3 , EHH06, EHH08 and E H H 1 0 (with 10% of significance). Then
, these hyper-heuristics, along with M B D , are considered optimal for this type of instances.
• M B D has a lower real mean in the number of consistency checks than F B Z (0.0571),
EHH01 (0.0756) and EHH07 (0.0513).
• E H H 0 3 , E H H 0 6 and EHH10 are statistically better than F B Z for hard instances like the
ones described in this set.
• There is no statistical evidence that suggests that the difference in the average performance of M B D and any of the optimal hyper-heuristics is statistically significant.
When we compared the performance of B E S T and E H H 0 6 on each instance in the hard
set we observed some differences. In 50% of the instances both methods required the same
number of consistency checks. In 9.615% of the instances the performance of E H H 0 6 outperformed BEST, reducing the number of consistency checks. Finally, in 40.385% of the
instances E H H 0 6 required more consistency checks than B E S T to solve the same instances.

8.5

Confirmatory Experiments

We have explored the behaviour of the framework under a limited set of heuristics and features. With these new experiments we want to test the implications of extending the sets of
heuristics and features. For these experiments we have included the 27 low-level heuristics
resulting of combining nine variable ordering heuristics with three value ordering heuristics.
Ten hyper-heuristics were generated using the same training set than in the preliminary experiments. The algorithm ran for 100 cycles with a population of 30 individuals. Again, the
crossover probability and the mutation rate were set to 1.0 and 0.1, respectively.
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These new hyper-heuristics were tested on the distinct sets. First, they were used to
solve the instances used during the training. The results for the 50 hardest instances in the
training set are shown in Figure 8.6. In this figure it seems that EHH19 may be the best
hyper-heuristic, but we need more information to confirm or discard this.

Figure 8.6: Box plot for BEST, M R V + M N C and EHH11-20 for the 50 hardest instances in
the training set
To obtain more information we generated the confidence intervals for the real means of
each method. The confidence intervals generated with 95% of confidence, for each method
are:

(8.7)

Contrary to what we expected in the first time, EHH11 is the best hyper-heuristic,
slightly better than EHH13 and EHH19. Also, the performance of BEST, M R V + M N C
and E H H 1 1 seems to be very similar. The head-to head comparison, performed with the
hypothesis tests allowed us to conclude that:
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• B E S T is better than M R V + M N C (0.0995) and almost all the hyper-heuristics, except
for EHH11 and EHH13. Then, we can conclude that under our criterion, EHH11 and
EHH13 are optimal for this type of instances.
• In all cases, the tests suggest that M R V + M N C has a real mean in the number of
consistency checks that is not lower than the real mean of any of the hyper-heuristics.
Then, each of the ten hyper-heuristics behaves, in average, as well as the best low-level
heuristic.
• Because the hypothesis test did not provided any extra information to discriminate
among EHH11 and EHH13, we will use the confidence interval as a reference to state
that EHH11 is the best hyper-heuristic for instances like the ones presented.
The results for B E S T and EHH11 on each instance of the training set showed that in
4.688% of the instances B E S T was outperformed by E H H 1 1 . In 31.250% of the instances the
performance of both methods was equally good. Finally, for 64.063% of the instances EHH11
required more consistency checks that B E S T to solve the same instances.

8.5.1

Testing on Unseen Hard Instances

In this section we will test the performance of the hyper-heuristics on unseen hard instances.
Figure 8.7 presents the box plot of K + M N C and the ten hyper-heuristics produced. K + M N C
was selected as the best low-level heurisic for this set (see Appendix B for more information
about how we determined the best heuristic). The evidence suggests that the real medians of
all the methods are equal, with 95% of confidence. Also, all the methods have at least one
unusual bad result (even B E S T which is the best result of the 27 low-level heuristics).

Figure 8.7: B o x plot for BEST, K + M N C and EHH11-20 for the instances in the hard set
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The confidence intervals for the means in the number of consistency checks suggest that
B E S T and K + M N C have a similar performance. It is not clear i f EHH18, which seems to be
the best hyper-heuristic is equivalent in average performance to B E S T or K + M N C .

(8.8)

We performed a hypothesis test for each pair of methods to compare each against the
other and obtain more information. These tests, with a 10% of significance, indicate that:
• B E S T is statistically better than three hyper-heuristics: EHH17 (0.0078), EHH19 (0.0365)
and E H H 2 0 (0.0695).
• The difference between B E S T and K + M N C is not statistically significant. Then, K +
M N C is optimal for these instances.
• Along with K + M N C , seven of the ten hyper-heuristics are considered optimal for
instances like the ones described: EH11-16, EHH18 and EHH20.
The comparison of B E S T and EHH18 for each instance in the hard set resulted in
92.308% of the instances where EHH18 required more consistency checks than BEST, and
only 3.846% of instances where EHH18 reduced the number of consistency checks that B E S T
required to solve the same instances. In 3.846% of the instances, both methods required exactly the same amount of consistency checks to solve the instances.

8.5.2

Testing on Non-random Instances

We will use EHH11-20 to solve the instances in the quasi-random, patterned and real sets (see
Section 5.6 for more details about these sets). When possible, the best low-level heuristic for
each set is also presented in the comparisons (see Appendix B for more information about the
selection of the best low-level heuristic for each set).
The performance of F B Z + M N C and the ten hyper-heuristics EHH11-20 on the quasirandom set is shown in Figure 8.8. The plot suggests that some hyper-heuristics are not as
good as the rest (EHH12, E H H 1 3 , EHH15 and EHH19). Also, the performance of BEST,
F B Z + M N C and E H H 1 6 seems to equal.
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Figure 8.8: B o x plot for BEST, F B Z + M N C and EHH11-20 for the instances in the quasirandom set
Based on the confidence intervals of the real means presented in Equation 8.9 we have
a more accurate picture about the performance of each method. E H H 1 6 has the best performance among the hyper-heuristics. In fact, the average consistency checks of E H H 1 6 may be
equal to the mean i f F B Z + M N C .

(8.9)

The head-to-head comparison provided new statistical evidence that allows us to conclude that:
• B E S T is better than F B Z + M N C (0.0).
• B E S T has a real mean in the number of consistency checks which is lower than almost
all the hyper-heuristics. EHH14, E H H 1 6 and E H H 2 0 are optimal for these instances.
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• The evidence suggests that the mean of F B Z + M N C is not lower than the mean of the
optimal hyper-heuristics.

• The hypothesis tests proved that the differences in the average performance of the optimal hyper-heuristics is not statistically significant. Then, we selected E H H 1 6 as the
best hyper-heuristic for this type of instances based on its confidence interval for the
mean.

Even thought the average performance is equally good, when tested on the instances of
the quasi-random set we found that the best result from the low-level heuristics was always
better than the result of EHH16.
We also tested the hyper-heuristics on the patterned set. In this set, none of the low-level
heuristics proved to be statistically better or worse than the rest. The box plot in Figure 8.9
presents the results obtained for each of the ten hyper-heuristics on the patterned set. This
figure is interesting because the performance of EHH11 is very similar to the performance of
B E S T , nevertheless, one exceptional bad result is presented for E H H 1 1 . We can also observe
that five hyper-heuristics have a poor quality.

Figure 8.9: B o x plot for B E S T and EHH11-20 for the instances in the patterned set

The confidence intervals shown in Equation 8.10 seem to indicate that B E S T is, without
any doubt, the best method. Nevertheless, the confidence intervals are very sensitive to bad
results (in this case, the outlier presented in EHH11) and then, we need to wait for the results
of the hypothesis tests to determine i f B E S T is better than E H H 1 1 .
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The hypothesis tests helped to clarify which methods are better than others for this type
of instances. The statistical evidence suggests, with 10% of significance, that the difference
between B E S T and E H H 1 9 is statistically significant but there is no evidence that suggest
that the differences in the performance of B E S T and the remaining nine hyper-heuristics is
statistically significant. Then, we can state that these hyper-heuristics are optimal for this type
of instances. When we compared EHH11 against B E S T on each instance in the patterned
set, we observed that in 44.44% of the instances EHH11 and B E S T used the same number of
consistency checks. For the rest of the instances, EHH11 required more consistency checks
than BEST.
Finally, we tested our hyper-heuristics on the real set. The box plot corresponding to
the performance of M F D + M N C and the ten hyper-heuristics is shown in Figure 8.10. Based
on the information of the box plot we may think that E H H 1 6 and E H H 1 7 may be as good as
M F D + M N C , but we still need to confirm such statement. With regard to the medians we can
only say, with 95% of confidence, is that the median of EHH18 is larger than the mean of the
rest of the methods.
The confidence intervals for the real means suggest that none of the methods is able to
achieve the performance of B E S T or M F D + M N C . E H H 1 7 has the lower interval, which
suggests that it is the best hyper-heuristic of the sample.

(8.11)

The head-to-head comparison, based on the hypothesis tests for each pair of methods
allowed us to conclude that:
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Figure 8.10: B o x plot for BEST, M F D + M N C and EHH11-20 for the instances in the real set
• There is no statistical evidence that supports that the average performance of B E S T and
M F D + M N C is better. Then, M F D + M N C is optimal.
• The real mean of B E S T is not lower than the real mean of E H H 1 6 and EHH17. Then,
we can state that these hyper-heuristics are optimal.
• statistical evidence indicates that the performance of M F D + M N C is not statistically
different.
When we compared the performance of EHH17 against B E S T on each instance in the
real set we observed that in 88.889% of the instances they both achieved the same number
of consistency checks. In 11.11% of the instances, EHH17 required more consistency checks
than B E S T .

8.6

Summary

In this chapter we have described the evolutionary framework to generate variable and value
ordering vector hyper-heuristics. The framework produces vector hyper-heuristics by going
into an evolutionary process which has the task of evolving the individuals (potential hyperheuristics) until a number of cycles is reached. The genetic algorithm was described in detail,
explaining their basic elements such as fitness function and genetic operators. The framework
proved to be useful and obtained good quality hyper-heuristics that achieved promising results
on the different sets used for testing. Nevertheless, the running time of the framework is
considerably larger than the running time of the decision matrix network.
In the next chapter we will present the neural network framework, which also uses the
concept of vector hyper-heuristic but incorporates it into a neural network. Then, in difference
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to the evolutionary framework, where the the training method is separated from the hyperheuristics obtained, in the neural network hyper-heuristic they are mixed together.

Chapter 9
Neural Network Framework
We have used decision matrices and vectors to represent hyper-heuristics for CSP. We have
also used a local improvement method and a genetic algorithm to produce such hyper-heuristics. One issue regarding the previous hyper-heuristics frameworks is that the representation
and the generation process are two different things. For example, we could create a vector
hyper-heuristic like the ones presented in Section 8 without the need of a genetic algorithm
(for example, we could try to generate the vectors and the outputs by using a hill climber
method or any other approach). With neural networks the things are different. The hyperheuristic representation and the generation process are build together because of the network
itself. Once a neural network has been trained, it represents a hyper-heuristic. In the next sections we w i l l describe the neural network hyper-heuristic and the different ways the networks
can be trained and used.
Before going further into the description of the neural network framework, we will discuss the preliminary ideas that we explored to obtain the framework.

9.1

Neural Network Hyper-heuristics: Preliminary Ideas

The first experiments where we explored the use of neural networks to code hyper-heuristics
were presented in [215]. In that work, the idea was to extend the results of the evolutionary
framework to generate more specialized hyper-heuristics. B y using the last populations of the
evolutionary framework we decomposed the hyper-heuristics into vectors, and use each pair
(features, heuristic) as a training vector for a back-propagation neural network. In these
networks, the input was the vector of features and the output was one of the different lowlevel heuristics, being only one output activated at the time. Also, the neural networks were
evolved by means of a genetic algorithm, which had the task to change their architecture (for
example: the number of layers and the number of neurons in each layer) and some learning
parameters (for example: the learning rate and the momentum). The process was extremely
time consuming and the results were not as good as expected. Even though the neural networks provided a good way to represent hyper-heuristics, the method was unable to generate
new hyper-heuristics that were significantly better than the ones obtained by the evolutionary
framework.
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The approach was once again considered for [214] where this time the use of the evolutionary framework to produce the training vectors was omitted and the evolutionary process
for the neural networks was the center of the study. This time the process was faster (because
we did not need to run the evolutionary framework to obtain the pairs (features, heuristic))
but there was the need to obtain some training vectors for the networks. To do so, we used a
similar pattern to the ones presented in Section 5.4. A s in the previous study, the genetic algorithm had the task to evolve the architecture and learning parameters of the back-propagation
neural networks that represented the hyper-heuristics. We observed that back-propagation
neural networks were, in fact, very accurate to learn the patterns presented. One of the main
criticisms about this model was the need of a pattern to train the networks. W h y to use a
method like neural networks i f we already have a 'rule' that maps one point in the space
P i x p to one suitable low-level heuristic? (we already proved in Chapter 6 that using these
simple patterns can in deed produce good hyper-heuristics coded as static decision matrices).
The idea of using a neural network instead of any other representation was because we considered that a neural network will be a better generalization approach than a decision matrix.
For example, i f a pattern exists for instances of a certain size and the pattern slightly changes
as the size of the instances increases, then a neural network that also considers the number of
variables as one of the inputs could generalize better than other approaches. Unfortunately,
the preliminary studies never properly explored such issues.
2

Later, we tested the hyper-heuristic neural networks without any evolutionary algorithm
involved. The time to create the hyper-heuristics was considerably reduced because it was
only needed to present the training patterns to the networks and wait until the learning process
finished. The results of these ideas were presented in [209]. Once again, a training pattern was
required because the learning mechanism for the neural networks was a supervised approach.
The results were very competitive but as in previous studies, the framework was criticised
because of the use of a neural network when we already had a pattern that mapped from
points (pi, p ) to low-level heuristics.
2

9.2

The Neural Network Hyper-heuristic

The neural network hyper-heuristic is also based on the idea of vector hyper-heuristics, where
each input vector of features is associated a low-level heuristic that best suits to those instance
features. Then , a hyper-heuristic in this framework will be seen as a mapping from vectors
of features to heuristics. To generate such mapping we have decided to use a Learning Vector
Quantization (LVQ) neural network [170]. L V Q is a type of neural network which is often
used to create a mapping like the one we have just described. With L V Q , a set of vectors in n
dimensions is mapped into a pattern of fewer dimensions. In our case, the mapping w i l l serve
as a way to link instance features to low-level heuristics.
L V Q is a very simple neural network with only two layers. The first layer is the input
layer and the second one is a Kohonen layer. In this network, the weights of the connections
serve as vectors that represent the classes we want the network to learn. When a pattern is
presented to the network, the winning neuron corresponds to the class that such neuron is
associated to. The number of neurons associated to each class may vary. Then, as i n the
evolutionary framework where we studied that the number of vectors per heuristic determine
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the complexity of the patterns we can produce and learn, in this approach we also depend on
the number of output neurons per heuristic to define the complexity of the patterns.
The basic idea behind the hyper-heuristic model proposed in this research is that, given a
certain instance, a L V Q neural network has to decide which variable ordering heuristic to use
at each node of the search tree. Every time a variable is instantiated, a new subproblem arises
and the properties may differ from the original instance. The idea is to solve the problem by
constructing the answer, deciding which heuristic to apply at each step. Each L V Q neural
network deals with a simplified problem state described only by the instance features; and
uses them as input values. The output of the network is the heuristic to apply at a given
time. Once the neural network has been trained using a given set of instances, it represents a
complete recipe for solving a problem, using a simple algorithm; until the problem is solved:
(a) determine the current problem state, (b) use the neural network to decide which heuristic
to apply, (c) apply the heuristic attached to the state and (d) update the state. B y repeating this
process it is possible to find a solution to any CSP or to prove that none exists.

9.3

The Neural Network Framework

The neural network hyper-heuristic framework is a very simple approach to generate vector
hyper-heuristics. In order to work, the framework requires the following inputs:
1. T. A set of CSP instances that will be used during the hyper-heuristic generation process
(also known as training set).
2. # V A R - A

s e t

°f low-level variable ordering heuristics.

3. # V A L - A set of low-level value ordering heuristics.
4. A. Maximum number of heuristics to be tried per point.
5. n. The number of cycles the framework will run.
Before using the L V Q neural network hyper-heuristics to solve the instances it is needed
to train them. The first step of our solution model requires to solve the training set with some
of the k = | # V A R l
I - ^ V A L I low-level heuristics and keep the best result of them for each
instance in the set. If the number of heuristics is small (k < 5), then all the heuristics will
be tested. It is, i f k < 5, for each instance in the set, the k heuristics are used an the best
result is saved. Because all the heuristics are tested, we know for sure that the the best result
we have record is the best result for all the heuristics. On the other hand, if k > 5, not all
the heuristics are tested and the only a subset of A different heuristics is used per instance. In
this scenario, we do not know i f the best result we have record includes the best result of the
complete set of heuristics because we only took a small sample of them. We decided to limit
the number of heuristics per instance for the reason of saving execution time. Even though
the neural network framework is fast (we will see the analysis of time in the next section),
solving the instances with all the low-level heuristics produces an extra effort which in many
cases was not significantly better than using a small subset of heuristics. Nevertheless, we did
x
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not analytically studied the specific size of the subset of heuristics that gives the best results.
Our limit of k < 5 was based on our previous experience.
The algorithm will record for each instance, the features of it and the heuristic that
performed better on that instance. The performance of the heuristics is based on the number
of consistency checks required to solve the instances. Every time a constraint is revised to see
if it is broken, a consistency check takes place. If we measure the consistency checks after
the search has finished, we would have an estimator of the effort used to solve it. After this
process, the algorithm will produce a table that maps from features to heuristics. Each entry
in this table corresponds to one prototype vector that will be used to train the neural networks.

9.3.1

Time Analysis

The neural network framework requires to solve the training set only once to generate the
prototype vectors for training the networks. Then, each instance in the training set is solved a
maximum number of times A, which are the number tries for each heuristic to achieve the best
result on the instances. Should the process to generate the prototype vectors run for n cycles,
we can estimate the time of generating the prototype vectors as:

Where r is the time needed to solve the training set with the k low-level heuristics. B y
calculating r/k we try to estimate the effort that will be required to solve each instance in the
set by using any of the k heuristics.

9.4

Preliminary Experiments

We will present in this section the preliminary experiments and results obtained with the
neural network framework. In all tables and figures, the prefix N N H H is used to mention each
of the hyper-heuristics produced with the neural network framework and the number of the
hyper-heuristic indicates the number of run it corresponds to. To generate the hyper-heuristics,
we also used the training set described in 7.4.1.

9.4.1

Generating the Neural Network Hyper-heuristic

For this first set of experiments we did not use any value ordering heuristic and the set of
low-level variable ordering heuristics included only M B D and F B Z . To produce each hyperheuristic, the framework ran for 400 cycles and 4 heuristics were tried per point.The features
used to describe the instances included pi and p only. With this configuration the framework
ran for then times to generate ten hyper-heuristics.
Once the hyper-heuristics were generated, we decided to test them first, on the same test
that was used to generate them. Figure 9.1 presents the box plot obtained for the 50 hardest
instances in the training set.
Based only on the information provided by the box plot from Figure 9.1 it is very difficult
to affirm that one of the methods is better than the rest. What we can observe is that some of
the hyper-heuristics present unusual bad results for at least one instance in the set.
2
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Figure 9.1: B o x plot for BEST, M B D , F B Z and NNHH01-10 for the 50 hardest instances in
the training set

To facilitate our analysis, we generated the confidence intervals for the means in the
number of consistency checks with 95% of confidence. These intervals are described in Equation 9.2.

With the information provided by the confidence intervals we can suggest that the performance of N N H H 0 4 is not very different to the performance of BEST. Actually, the statistical
evidence suggests that both methods could have the same real average consistency checks for
instances with similar properties to the ones in the training set.
As we did for the hyper-heuristics obtained with the other frameworks, here we also
compare, by using a hypothesis test, i f the mean of one method is lower than the mean of
other. The null hypothesis states that the mean of the firs method is equal than the real mean
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of the second, and the alternative hypothesis claims that the real mean of the first method
is lower than the mean of the second. The results of this analysis produced the following
conclusions (p — values are presented in parenthesis):
• B E S T is statistically better than M B D (0.0620) and F B Z (0.0422).
• There is not enough statistical evidence to state that the performance of B E S T is better than the performance of any of the hyper-heuristics in terms of mean consistency
checks.
• From all the hyper-heuristics, N N H H 0 4 achieved the best results and its performance is
statistically better than M B D (0.0794) and F B Z (0.0510).
Even though we know that in average the difference is not significant between B E S T
and N N H H 0 4 , when we compare the results for each specific instance we obtain differences
in the performance. In 17.188% of the instances, N N H H 0 4 was able to reduce the number
of consistency checks required to solve the instances. In 48.438%, the performance of the
best result of the low-level heuristics and N N H H 0 4 was the same. Finally, in 34.375% of the
instances, N N H H 0 4 required more consistency checks than B E S T to solve the same instances.
Preliminary experiments once again confirm that the approach can be used to generate hyper-heuristics that work well on random instances, independently of the generation
model. There is no statistical evidence that suggests that B E S T is, compared to the ten hyperheuristics, a method that is significantly better.
In Section 5.4 we presented the patterns formed by M B D and F B Z on the space p i x p
according to the different generation models for instances with 20 variables and 10 values
in their domains. In Figure 9.2 we present the pattern learnt by N N H H 0 4 , when used to
solve a grid of instances produced with model B (n = 20, m = 10). In this figure we can
distinguish that the unsatisfiable region is dominated by F B Z , which is consistent with our
preliminary studies. This is a result that confirms that the neural network is able to produce
hyper-heuristics that learn from the space of features and map them into a suitable low-level
heuristic.
2

9.4.2

Testing on Unseen Hard Instances

We have proved how the hyper-heuristics behave when tested on the same instances that were
used to produce them. But we also need to test this hyper-heuristics in other sets of instances
to prove they can be applied to various types of them. In this section we use the hard set
described in Section 7.4.2 to test the ten hyper-heuristics produced in the previous experiment.
The analysis of the medians based on the box plot shown in Figure 9.3 suggests, with
95% of confidence, that the medians of all the methods are equal. It seems that B E S T achieves
results which are statistically significant with respect to the low-level heuristics and the hyperheuristics.
In an attempt to clarify this situation we also provide the confidence intervals for the
means:
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Figure 9.2: Pattern learnt by N N H H 0 4 when presented a grid of instances generated with
model B (n = 20, m = 10)

Figure 9.3: Box plot for BEST, M B D , F B Z and NNHH01-10 for the instances in the hard set

(9.3)
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Together with the confidence intervals, the hypothesis tests performed in a head-to-head
comparison with 10% of confidence, allow us to conclude that (p — values are presented in
parenthesis):

• B E S T is significantly better than F B Z (0.0221) and some hyper-heuristics: N N H H O l ,
N N H H 2 , N N H H 0 3 ,NNHH04, N N H H 0 6 and N N H H 0 9 (in all cases, the p - value was
below 10%).
• There is no statistical evidence that supports that B E S T is better than M B D , N N H H 0 4 ,
N N H H 0 7 , N N H H 0 8 and N N H H I O . We can conclude that these hyper-heuristics, along
with M B D , are optimal for instances like the ones described.
• From all the optimal hyper-heuristics, N N H H I O achieved the best results but the statistical evidence does not support that in average, it is better than M B D or the other
optimal hyper-heuristics.

If we compare the performance of B E S T and N N H H I O on each instance i n the set,
we obtain that in 23.077% of the cases, N N H H I O reduces the number of consistency checks
required by B E S T to solve the instances in the sample. On the other hand, in 71.154% of the
instances the results of N N H H I O are not as good as the best result of the low-level heuristics.
Finally, only in 5.769% of the instances both methods have the same performance.

9.5

Confirmatory Experiments

In these experiments, we produced ten new hyper-heuristics under a new configuration. This
time, the six features were used to describe the instances: p , p , a , fh, k and a . Also,
the complete set of heuristics was used, including variable and value ordering heuristics. The
set includes 27 heuristics, the result of combining the nine variable ordering heuristics with
three the value ordering strategies. The framework ran ten times for 400 cycles, allowing
10 heuristics to be tried per point. In total, ten hyper-heuristics were produced and named
N N H H 1 1 to N N H H 2 0 . The same training set than in previous experiments was used in this
section to generate the hyper-heuristics.
x

2

m

p

Once the hyper-heuristics were produced, they were tested on the same set that was used
to produced them. The results shown in Figure 9.4 suggest that B E S T and M R V + M N C may
be statistically better than the hyper-heuristics. We included M R V + M N C in the comparison
because it was considered the low-level heuristic with the best performance on this set (see
Appendix B for more details).
The confidence intervals for the real means of the consistency checks for each method
(Equation 9.4) confirm the idea that the hyper-heuristics were not able to perform as well as
BEST. The best hyper-heuristic, based only on the confidence intervals is N N H H 2 0 , but it is
not match for BEST.
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Figure 9.4: Box plot for BEST, M R V + M N C and NNHH11-20 for the 50 hardest instances
in the training set

(9.4)

The statistical evidence gathered from the head-to-head comparison with 10% of significance, confirmed that (p — values are presented in parenthesis):
• B E S T is statistically better than all the other methods, including M R V + M N C (0.0994)
and all the hyper-heuristics (in all cases, the p — value was below 10%).
• The difference between M R V + M N C and N N H H 2 0 is not significant, which allow us
to conclude that they both have the same average performance.
When we compared the result of B E S T and N N H H 2 0 , in 4.688% of the instances
N N H H 2 0 reduced the effort to solve the instances, with respect to the number of consistency
checks needed by BEST. In 20.313% of the instances, N N H H 2 0 obtained the same results
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than the best result of the low-level heuristics. Finally, in 75% of the cases, B E S T achieved
the minimum number of consistency checks.

9.5.1

Testing on Unseen Hard Instances

A s we did for the first ten hyper-heuristics, we also want to try our hyper-heuristics on hard
unseen instances. The set used to test the hyper-heuristics in this section is the hard set described in Section 7.4.2, which contains various hard instances inside the transition phase and
produced with the four models used in this investigation.
Just like the results for the training set, the results of the hyper-heuristics on the hard set
are not very good. The evidence presented in Figure 9.5 suggests that B E S T and K + M N C
(which was the low-level heuristic with the best performance on this set) are better methods
than any of the ten hyper-heuristics. Even though, this information also suggests that the
medians of all the methods could be equal.

Figure 9.5: Box plot for BEST, K + M N C and NNHH11-20 for the instances in the hard set

The analysis of the confidence intervals for the means gives a best picture of the performance of each method. The upper bound serves as a limit to measure the worst case
behaviour and then, estimate which method may be better than the others. The confidence
intervals, generated with 95% of confidence, suggest that B E S T and K + M N C are better
methods that the ten hyper-heuristics. Nevertheless, it is not clear i f the difference between
B E S T and N N H H 1 2 is statistically significant.
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(9.5)

After performing the head-to-head comparison, based on the hypothesis tests with 10%
of confidence, we can conclude that (p — values are shown in parenthesis):

• B E S T has a real mean which is lower than almost all the hyper-heuristics, except
N N H H 1 2 , N N H H 1 3 and N N H H 2 0 . Then, these hyper-heuristics are considered optimal for hard instances like the ones described.

• There is no significant difference between the performance of B E S T and K + M N C .
Then, K + M N C is also considered optimal.

Both B E S T and N N H H 2 0 have a similar average performance, but when they are compared on each instance in the sample, B E S T and N N H H 2 0 have different results. In 3.846% of
the instances, N N H H 2 0 reduces the number of consistency checks required by B E S T to solve
the same instances. In a same percentage of 3.846% of the instances, both methods have the
same behaviour. Finally, in 92.308% of the instances, N N H H 2 0 requires more consistency
checks than BEST.

9.5.2

Testing on Non-random Instances

We have tested the quality of the ten hyper-heuristics on random sets, both seen and unseen.
In this section we will focus our effort in testing their performance on unseen non-random
sets. The non-random sets include the quasi-random, patterned and real sets described in
Section 5.6.
The analysis on the quasi-random instances by means of the box plot (Figure 9.6) is
difficult because of the small heights of the boxes for some methods.
Because the box plot was not very useful, we also produced the confidence intervals for
the means of each method:
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Figure 9.6: B o x plot for BEST, F B Z + M N C and NNHH11-20 for the instances in the quasirandom set

(9.6)

The confidence intervals, which were produced with 95% of confidence, suggest that
the performance of B E S T is better than F B Z and also than any of the ten hyper-heuristics
produced with the neural network approach. To dissipate any doubt, a hypothesis test between
each pair of methods was performed. The evidence obtained from these tests, indicates with
95% of confidence that:
• The difference between B E S T and F B Z + M N C is significant. Then, B E S T has a lower
real mean than F B Z + MNC(O.O).
• NNHH11-20 require more consistency checks than BEST. Then, none of the hyperheuristics proved to be optimal for this type of instances.
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• F B Z + M N C is statistically better than the best hyper-heuristic, N N H H 1 2 (0.0787). In
this case, the hyper-heuristics did not performed well for these instances.
In all cases, the p-values are indicated in parenthesis. When we compared N N H H 1 2
against B E S T for each instance in the quasi-random set, we observed that in all the cases the
hyper-heuristic required more consistency checks than BEST.
When we moved to the patterned instances, the performance of the hyper-heuristics was
also not as good as expected. The box plot presented in Figure 9.7 clearly shows that the
variance in the results of the hyper-heuristics is large.

Figure 9.7: B o x plot for B E S T and NNHH11-20 for the instances in the patterned set
Also, the confidence intervals for the means presented in Equation 9.7 suggest that the
performance of the hyper-heuristic is below the performance of BEST. Based n the information from the confidence intervals for the means, it seems that N N H H 2 0 is the best hyperheuristics, based on the upper bound for its confidence interval. Nevertheless, N N H H 2 0 does
not seem to be as good as the best result of the low-level heuristics.

(9.7)
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The head-to-head comparison between B E S T and the ten hyper-heuristics, one pair at
the time, suggests that the real mean of B E S T and N N H H 1 1 , N N H 1 4 N N H H 1 7 , N N H H 1 8
and N N H H 2 0 are not significantly different.
It is important to stress the fact that none of the low-level heuristics proved to be optimal
for this set of instances. From all the heuristics, R H O , K and E N S (combined with any of
the value ordering strategies) were the ones that obtained the lowest confidence intervals for
their respective means (but still, there was not enough statistical evidence to confirm that one
of them was significantly better than the rest of low-level heuristics). Should we compare the
confidence intervals of those heuristics against the intervals of N N H H 2 0 , for example, the
interval for N N H H 2 0 has a lower upper bound (see Appendix B for more information about
the performance of each low-level heuristic on this set). Nevertheless, as in previous cases,
the statistical evidence suggests that there is no significant difference in the results from each
method. Then, N N H H 2 0 is in average, as good as R H O , K and E N S for instances like the
ones in the patterned set.
When N N H H 2 0 was used to solve the instances in the set, in 66.667% of the times it
performed as well as BEST. In 33.33% of the times, N N H H 2 0 required more consistency
checks than the best result obtained from the 27 low-level heuristics.
The last set where we tested our hyper-heuristics contains real instances. The reader
must remember that the limit in the number of consistency checks was extended to 8 x 10 ,
due to the complexity of the instances.
The box plot presented in Figure 9.8 shows something interesting. The hyper-heuristics
obtain very similar results, which seem to be not as good as the results obtained by B E S T
and M F D + M N C . The analysis of the medians for this set indicates, with 95% of confidence
that the real medians of the ten hyper-heuristics are equal and also, larger than the medians of
B E S T and M F D + M N C .
7

Figure 9.8: The box plot for BEST, M F D + M N C and NNHH11-20 for the instances in the
real set
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The confidence intervals for the means, generated with a 95%, also suggest that the
results of B E S T cannot be achieved by any other method. Also, none of the hyper-heuristics
has an interval with significant difference to the others and then, they all perform equally bad
in average.

The hypothesis tests confirmed our first observations on these instances:
• B E S T is statistically better than all the hyper-heuristics (in all cases, the p-value was
smaller than 0.10).
• There is no significant difference between the results of B E S T and M F D + M N C . Then,
according to our definition, M F D + M N C is optimal for instances with properties similar
to the ones contained in this set.
• There is no evidence that allow us to discriminate among the ten hyper-heuristics. Then,
we can conclude that they all have the same average performance.

9.6

Summary

We have presented in this chapter some ideas to implement hyper-heuristics through neural
networks. Specifically, a L V Q neural network is used to represent vector hyper-heuristics.
These hyper-heuristics map the vectors of features of the instances being solved to one suitable low-level heuristic. The framework uses a small set of C S P instances to generate some
prototype vectors. The process requires the instances to be solved with some of the low-level
heuristics in order to select one which is better than the rest for some instances. Then, these
prototype vectors are used to train the L V Q . Once the L V Q has been trained, it can be used
to solve any instance. The input of the network represents the features of the instance under
exploration and the output, the low-level heuristic to be used. Then, the network is invoked
iteratively until a solution is found.
It is clear that the neural network framework presents some problems. First, there are
repeated vectors and also there are contradictory vectors within the table. The number of
repeated and contradictory vectors depends on how different the instances in the Training Set
are, with respect to the features used to describe them. In this investigation we are only using
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Pi and p because they are the best studied properties for C S P and in many studies they have
been used before to describe C S P instances (see for example [267, 287], but they may not be
enough to properly describe all the instances as we increase the size of the sets.
We are aware that some kind of preprocessing could improve the quality of the prototype
vectors. For example, removing redundant or conflictive vectors, but at this point of the
research the idea was to evaluate the performance of the networks without any preprocessing
method applied to the prototype vectors.
In the next chapter we will discuss the results of the different frameworks described in
this dissertation. We will analyse their benefits and drawbacks in order to provide a clearer
picture about when to use each one of the models, according to our needs.
2

Chapter 10
General Analysis
So far we have described different schemes to produce hyper-heuristics for CSP. A t this point
we have analysed the results of each one of these methods in a separated way, testing their
results independently of the others. In this chapter we focus our attention in comparing the
results of all the hyper-heuristic generation models, stressing their advantages and drawbacks
with respect to the others. The comparison between hyper-heuristic frameworks is performed
according to three criteria: quality of the hyper-heuristics produced, variability among the
hyper-heuristics produced and the generation time of the frameworks.

10.1

Quality of the Hyper-heuristics Produced

In this section, we evaluate the performance of the best hyper-hyper-heuristic produced by
each framework for the different sets used in this investigation. The idea with this comparison
is to have a clearer idea about situations that favour one framework above the others with
respect to the quality of the hyper-heuristics produced.

10.1.1 Hyper-heuristics with a Small Set of Heuristics
We must recall that in our preliminary experiments we used only two low-level variable ordering heuristics: M B D and F B Z . Also, no value ordering strategy was included as part of the
hyper-heuristic process. The properties used to characterize the instances were the constraint
density, p and the constraint tightness, p .
Equation 10.1 presents the best hyper-heuristics produced with each generation model
and the confidence intervals for their real means, with a 95% of confidence for the training set
in the preliminary experiments. It is important to recall that 10 hyper-heuristics were produced
with each one of the three frameworks and only the best hyper-heuristic from each framework
is presented.
It is clear that the difference between these hyper-heuristics, in the upper bound of their
respective confidence interval (which serves as a worst case predictor in this case), is small.
Actually, there is no statistical evidence that suggests that the performance of the distinct
hyper-heuristics is different (with 10% of significance). According to our statistical tests, the
three hyper-heuristics are optimal for this set of instances.
x
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To complement our observations, we also provide the box plot for the 50 hardest instances in the training set for each of the hyper-heuristics. A s we can observe in Figure 10.1,
the performance of the three hyper-heuristics is almost equal. From these three hyper-heuristics,
N N H H 0 4 seems to be the best hyper-heuristic, based on the boundaries of its confidence interval.
Finally, we performed the head-to-head comparison based on the hypothesis tests as we
did in previous experiments where we compare the real means of two methods. The null
hypothesis states that the mean of the first model is larger or equal than the mean of the
second, and the alternative hypothesis states that the null hypothesis is false. In all cases,
the tests were performed with a 10% of significance. The statistical evidence allows us to
conclude that the three hyper-heuristics can be compared to B E S T in average performance.
Also, the three hyper-heuristics are better than F B Z , but the evidence suggests that only B E S T
and N N H H 0 4 are better than M B D with statistical significance.

Figure 10.1: Box plot for BEST, D M H H 0 1 , EHH02 and N N H H 0 4 for the 50 hardest instances
in the training set

When we move to hard unseen instances we once again observe that the performance
of the three hyper-heuristics is very similar. Even though E H H 0 6 has the confidence interval
for the real mean with the lower bounds (Equation 10.2), the statistical evidence suggests that
these hyper-heuristics are all optimal and there is no way to discriminate among them to select
one which is significantly better than the other two.
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(10.2)

In Figure 10.2 we also present the results of all the involved methods on the instances of
the hard set. The results confirm the idea that the three hyper-heuristics are better than F B Z
but similar in performance to B E S T and M B D . We must recall that for this set, M B D also
resulted to be optimal.

Figure 10.2: B o x plot for BEST, D M H H 0 1 , E H H 0 6 and N N H H 1 0 for the instances in the
hard set

10.1.2 Hyper-heuristics with a Larger Set of Heuristics
In the confirmatory experiments of each framework we added more variable ordering heuristics and also incorporated value ordering. With exception to the decision matrix framework,
in the evolutionary and neural network frameworks we incorporated more features to characterize the instances during the confirmatory experiments.
When we analysed the results of the best hyper-heuristics produced with each framework for the training set, we observed that the best hyper-heuristic produced with the neural
network framework is not better than the hyper-heuristics produced with the other frameworks. The statistical evidence indicates that D M H H 1 1 and EHH11 are optimal, with a performance which is not statistically different to BEST. Also, the statistical evidence suggests
that D M H H 11 and EHH11 are better than N N H H 2 0 with p-values of 0.0372 and 0.0407,
respectively.
To have a better look of how these methods perform we provide the confidence intervals
(with 95% of confidence) for the population mean of each method:
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Also, the box plot presented in Figure B . l suggests that the standard deviation i n the
results for the 50 hardest instances in the training set is larger for N N H H 2 0 than for any other
method in the plot.

Figure 10.3: B o x plot for BEST, M R V + M N C , D M H H 1 1 , EHH11 and N N H H 2 0 for the 50
hardest instances in the training set
On hard unseen instances, all the selected methods have a similar performance. Based
only on the confidence intervals presented in Equation B.2, it seems that D M H H 13 is the
best hyper-heuristic, but the statistical analysis through the hypothesis tests confirmed that the
differences in the performance of the five methods is not statistically significant. Then, the
three hyper-heuristics, along with K + M N C , are optimal.

This conclusion is also supported by the box plot presented in Figure B.2, where we can
observe that all the methods find difficult to solve one specific instance.

10.1.3 Hyper-heuristics on Non-random Instances
In this section we will analyse the performance of the best hyper-heuristics obtained from
each framework for the sets composed by non-random instances.

10.1. QUALITY OF THE HYPER-HEURISTICS PRODUCED
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Figure 10.4: Box plot for BEST, K + M N C , D M H H 13, EHH18 and N N H H 1 2 for the instances
in the hard set
First, on the quasi-random set, the hyper-heuristics produced with the different frameworks seem to have a very similar performance (Equation B.3). Based only on the confidence
intervals for the means, D M H H 11 seems to be the best hyper-heuristic.

(10.5)

If we look at the box plot shown in Figure B.3, we will observe that the real median of
B E S T is smaller than the medians of the other methods (with 95% of confidence).

Figure 10.5: B o x plot for BEST, F B Z + M N C , D M H H 1 1 , EHH16 and N N H H 1 2 for the
instances in the quasi-random set
To dissipate any doubts, we developed the hypothesis tests in a head-to-head comparison
and the results confirmed that B E S T is statistically better than K + M N C (0.0), D M H H 11
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(0.0), E H H 1 6 (0.0003) and N N H H 1 2 (0.0032), where the p-values are indicated between
parenthesis. Also, the statistical evidence suggests that K + M N C is better than N N H H 1 2
(0.0787).
With regard to the set of patterned instances, the confidence intervals presented in Equation B.4 suggest that EHH11 is the best hyper-heuristic.

The information obtained from the box plot (Figure B.4) also suggests that EHH11 is
the best hyper-heuristic, being very close to B E S T in performance.

Figure 10.6: Box plot for BEST, D M H H 13, EHH11 and N N H H 2 0 for the instances in the
patterned set

Nevertheless there are differences in the performance of the three hyper-heuristics, the
statistical evidence suggests that the three of them are optimal. Thus, there is no significant statistical difference in the average performance of B E S T and D M H H 1 3 , E H H 1 1 and
NNHH20.
Finally, we compared the three best hyper-heuristics on the real set. The results shown
in Figure B.5 suggest that the medians of BEST, M F D + M N C and E H H 1 7 are equal (with
95% of confidence). The information obtained from the box plot also suggests that N N H H 1 3
is the hyper-heuristic with the poorest performance among the methods analysed.
To confirm our observations we present the confidence intervals for the means of each
method in Equation B.5. The statistical evidence suggests that, contrary to what we may think
based only on the box plot, D M H H 12 is the best hyper-heuristic based on the upper bound of
its confidence interval.

10.2. TIME RESPONSE

203

Figure 10.7: B o x plot for BEST, D M H H 12, EHH17 and N N H H 1 3 for the instances in the
real set

Finally, we tested each pair of methods to observe the differences among them. The
statistical evidence indicates that B E S T is better than D M H H 1 3 (0.0037) and that all the
methods have a real mean in the number of consistency checks which is lower than the mean
of N H H 1 3 (0.0202). There is no significant statistical difference in the average performance
of B E S T and E H H 1 7 . Thus, EHH17 is the only hyper-heuristic which resulted to be optimal
for the real set.

10.2

Time Response

We have observed that the different frameworks have distinct generation times. Among the
three models, the neural network framework has the better time response ( A | ) , followed by
the decision matrix framework ( n | ) ; where r is the time needed to solve the training set with
the k low-level heuristics and A the number of different heuristics used to produce the training
vectors in the neural network framework. The evolutionary framework requires considerably
more time to finish one rune than the other two frameworks (j/k(m + 2n)). One important
remark about the evolutionary framework is that even though its running time is larger than
the other two models, in only one run the model produces more than one hyper-heuristic. A t
the end of a single run, the evolutionary framework produces a population of m well trained
individuals which have survived until the last cycle of the evolutionary process. This is one
of the major differences among the models: while the decision matrix and neural network
frameworks produce only one hype-heuristic per run, the evolutionary framework produces a
whole population of hyper-heuristics at the same time.
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If we consider the quality of the results in the time analysis, it seems the the decision matrix framework is the fastest and also the most efficient mechanism to produce hyper-heuristics
for variable and value ordering within C S P among the three frameworks studied. In most of
the cases, the best hyper-heuristic from the three models was produced by the decision matrix framework. When the complete set of heuristics was considered, only in the case of the
patterned instances the decision matrix hyper-heuristic was unable to produce the best hyperheuristic.

10.3

Variability of the Hyper-heuristics

The three models produce different hyper-heuristics each run. Some of them have a good
quality and others present some problems to solve certain instances. Even though they are
less sensitive than the low-level heuristics to changes in the properties of the instances, for
some instances they do not perform well. This is something expected because we are not
trying to produce a super algorithm able to solve well all the instances presented, but a wide
range of them.
We observed that as we increase the number of low-level heuristics, it is harder for the
hyper-heuristics to be better than BEST. For a small set of heuristics (which is the case of the
preliminary experiments), the best neural network hyper-heuristic reduced the number of consistency checks required by B E S T in 17% of the instances in the training set, compared against
7.813% and 6.68% from the decision matrix and evolutionary hyper-heuristics, respectively.
This improvement in the quality was also observed when tested on the hard instances, where
the neural network framework produced the most qualified hyper-heuristics according to the
same criterion.
One important property of the generation frameworks is the variability among the results. If we run each framework a large enough number of times, it is likely that we find a
very good hyper-heuristic, but then, the generation time is increased by a factor of the number
of runs of the framework. From the information obtained from our experiments, we know
that the evolutionary framework has the lowest standard deviation among the upper bounds
of the hyper-heuristics produced, 4.10 x 10 , followed by the neural network framework with
7.08 x 10 and finally the decision matrix framework, with 9.56 x 10 (which is almost the
double than the standard deviation of the evolutionary framework).
4

4

10.4

4

Summary

In this section we have analysed the performance of the three frameworks proposed in this
research according to different criteria. We have observed that each one of these models has
benefits and drawbacks and, in order to decide which one is better, we need to consider our
needs. Based on what we have learnt, we can conclude that:
• The decision matrix framework produced the best hyper-heuristic among all the models, but the winning hyper-heuristic was produced after ten runs of the decision matrix
framework. Given the generation time of the framework, it is possible to run the model
multiple times and keep the best hyper-heuristic from a set of runs. Nevertheless, given
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its large standard deviation, it is very likely that some of the hyper-heuristics produced
are not as competent as others.
• The evolutionary framework takes the larger time among the three models to finish one
run. Nevertheless, it has the capability of producing more than one hyper-heuristic
within the same run. Also, the standard deviation of their results is small (compared
against the other frameworks) which suggests that it is likely that the hyper-heuristics
produced with just a few runs have a good quality.
• The neural network framework is the fastest of the three models to generate one hyperheuristic. When the set of heuristics is small, it is able to produce hyper-heuristics that
overcome the best result of the low-level heuristic in a proportion which is larger than
with the other two frameworks. The L V Q neural networks are good to improve the best
results of the low-level heuristics, not only learn to behave like them. The problem with
this framework is also its large standard deviation, whichS makes it difficult to obtain a
good hyper-heuristic with a small set of runs.
Finally, a major theory is derived from the results obtained in this dissertation. If different generation frameworks are able to produce good hyper-heuristics, but they do not get to
similar ones, we can consider that the hyper-heuristic landscape is more complex than what
we had on mind when we started this investigation. It may be the case, based on our observations, that the landscape contains many local optima, where the different generation models
are trapped. We are aware that this is a very vast topic of study and it will require more investigation to confirm or reject this idea. A t the moment, we have presented the first ideas about
how to explore the hyper-heuristic landscape by using different alternatives. We expect that
in the future, more alternatives will be used to continue exploring this landscape and more
information will be available in order to have a better picture of what is happening when we
are looking for a good combination of low-level heuristics for a given problem.
To conclude this document, in the next chapter we will discuss some final remarks about
the investigation performed in this dissertation. Finally, the conclusions and future work of
this investigation will be presented.

Chapter 11
Conclusions and Future Work
This chapter summarizes what has been presented throughout this dissertation document, emphasizing on the most important details, the main contributions and the direction that this
research would take in the future.
The following lines present what should be taken as the most important results of the
current research. Also, the main contributions of this dissertation are detailed. Finally, some
closing words regarding this dissertation are presented.

11.1 Dissertation Summary
In this section we present the most important results and some final remarks about different
aspects of this dissertation.

11.1.1 Random vs Non-random CSP
We tried to keep our experiments on random instances the less dependant of the generation
model as possible. We observed that each model produces specific types of instances, showing significant difference specially on the hardest instances. The most studied model in C S P
generation, model B , generated the less difficult instances. On the other hand, model F produced the hardest random instances used in this investigation. Then, we can conclude that
the differences in the way the conflicts within the instances are distributed (the structure) is
important to determine the hardness of the instances. Then, we expect that the distribution of
conflicts in non-random instances may produce harder (or easier) instances, according to their
structure.

11.1.2 Interaction of Variable and Value Ordering Heuristics
We have provided an extensive study of variable and value ordering heuristics for CSP. Nine
variable ordering and three value ordering heuristics were described and analysed. O f special
interest was their interaction, identifying combinations which are statistically significant when
used to solve C S P instances.
From all the variable ordering heuristics, it is impossible to conclude that one is better
than the others for all the instances of the problem. Our experiments confirmed the idea that
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the performance of the heuristics depends on the problem features. This means that some
instances with certain characteristics are more suitable for some heuristics than others. Also,
some heuristics perform equally good on some instances, depending on the criteria used to
make their decisions.
In the case of value ordering, the analysis is very interesting. We found many combinations of variable and value ordering that obtained good results when compared against the
same variable ordering heuristic combined with a random value ordering strategy, but it seems
that selecting the value with the minimal number of conflicts (in any fashion, M N C or M P C )
is the best way to decide the next value to try for the selected variables. Also, we found a
major drawback on F R E Q : it needs to prune the domains of the rest of the variables to be able
to guide the search to promising areas. Then, for easy regions where few constraints occur,
this value ordering heuristic seems to be useless. On the other hand, when the instance is overconstrained, almost all the values are removed during constraint propagation and then again,
the heuristic will not be useful because all the counters will be large numbers. The results of
the experiments suggest that M N C is the most powerful value ordering heuristic, based on the
results of the combinations in all the sets analysed in this dissertation. Nevertheless, we do not
know the effect that a new variable or value ordering heuristic would produce on the results.
It may be the case that a new heuristic improves the average performance of the heuristics
combined with it, or perhaps no. Even though we tried to include the most important variable
and value ordering heuristics, some of the non included heuristics (even they are not considered good) could, when combined with other heuristics, improve the overall performance of
the search.
Value ordering seems to be unnecessary when dealing with unsatisfiable instances. We
still need more analysis to confirm that it is also true for binary branching, but we are sure
that with d-way branching the differences are not statistically significant. We found small
differences in the results of the value ordering heuristics on unsolvable instances, a signal that
there are some decision points where they make different choices, but it seems that somehow,
the fact that the instances have no solution makes any value strategy to perform in average,
exactly as the rest.
Nevertheless, the analysis of the unsatisfiable region of the space of instances remains
practically unexplored. We did some studies to observe the behaviours of the value ordering
heuristics on unsatisfiable instances but the results are limited compared to the results on the
satisfiable region. This is because value ordering did not represented a way to significantly
change the performance of any variable ordering heuristic and also because the six features
presented on this dissertation were not very useful to describe the search in the unsolvable
region.

Features to Describe CSP
It is common in C S P studies to use pi, p and even K to describe the instances studied. These
three properties are well known descriptors of C S P and serve as a measure to compare one
instance with others. In this study we are aware of their importance and that is the reason why
we used them, specially p and p as the basis for our analysis on the performance of the lowlevel heuristics and the generation of random-instances. Nevertheless, these three properties
may not be enough to describe all instances of the problem. For this reason we also used
2
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three additional properties: fh, a and a p. More investigation is required to measure i f these
additional features are really important during the search. In this dissertation we have proved
that they change as long as the search progresses but we did not provided any evidence that
confirms the changes in one of these specific properties makes the search more efficient. Also,
the features used to describe the instances presented in this research are useless for the region
of unsatisfiable instances.
m

11.1.3 Performance of the Frameworks
We have described three hyper-heuristic generation frameworks, each one has its own complexity and produces hyper-heuristics in a different way. Regarding the generation time, the
decision matrix and the neural network framework have very low running times. On the other
hand, the evolutionary algorithm is extremely time consuming compared to the other frameworks.
With regard to the performance, the decision matrix framework is limited because it
was only developed for handling two features. The model can be extended to handle a n dimensional matrix, but this was not explored within this research. For the three frameworks,
preliminary experiments were developed with a limited number of heuristics and features,
showing that the patterns the hyper-heuristics learn are similar to those obtained through an
analytic analysis of the instances, their features and the available solution methods. Confirmatory experiments presented the implications of adding more low-level heuristics and features
to the generation process and we observed in general, an improvement in the performance of
the hyper-heuristics produced.
The main idea behind hyper-heuristics is to provide more general methods for solving
CSP, methods which are not so specialized for certain instances but keep their performance
competitive with good results in general. We observed that our hyper-heuristics fulfill this
requirement.
One issue that attracted our attention was the applications of these hyper-heuristics on
real CSP. Because in all the experiments we tried the hyper-heuristics with random instances,
in a small set with features different to the ones of non-random instances, we did not know
what to expect when we analysed the results. It seems that the hyper-heuristics are able to
generalize, specially for quasi-random instances and achieve competitive results. We think
that this is because the quasi-random instances share some properties of the instances used for
training. In the case of patterned and real sets, the results depend on the framework, being the
evolutionary framework the one that produced the most competitive hyper-heuristics for these
sets (at a higher cost in the generation time).
One question comes to our mind. Should we train the hyper-heuristics with real instances would we obtain more specialized hyper-heuristics for such instances? To answer
this question we used the neural network framework to generate five new hyper-heuristics,
using the real set as input for the framework. We decided to use this framework because of its
running time.
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The statistical evidence suggests that B E S T is still the best method to solve real instances
with properties similar to the ones contained in this set. Also, the best hyper-heuristic trained
with the grid set is better than any of the new hyper-heuristics trained with the real set. The
evidence suggests that there is no significant difference in the performance of these new hyperheuristics that suggests that using the real set improves the performance of the hyper-heuristics
produced. From this information we can conclude that it seems to be better to provide a
training set with more variety of instances than an specialized set of instances to achieve
better results. Then, it is not useful to train the hyper-heuristics with very specific instances
(for example, only hard ones).

11.1.4 Summary of Most Relevant Findings
We think it is important to summarize the most important insights gained by this investigation:
• Non.binary branching seems to be better than binary branching for solving C S P when
combined with backjumping and constraint propagation.
• Value ordering affects the complexity of the search when combined with certain variable
ordering heuristics. Also, value ordering is not important for unsatisfiable instances.
• Regarding C S P random generation, model B produces the hardest instances, followed
by model F. The proposed model J also produces very hard instances, but not as hard as
those produced by model B .
• According to the problem features, there are regions where some heuristics perform
better than others. Then, it is feasible to use a hyper-heuristic approach to solve CSP.
• Different hyper-heuristic generation frameworks produce different hyper-heuristics. Then,
we think that the representation of the hyper-heuristics may affect its performance based
on the results of the decision matrix and the vector hyper-heuristics.
• The local improvement process, the genetic algorithm and the neural networks proved
to be a good alternative to generate hyper-heuristics for CSP.
• Hyper-heuristics trained with random instances can indeed be applied to larger an structured instances with acceptable results.
• The hyper-heuristic landscape seems to be more complex than we first taught. The
evidence allows us to consider that maybe, there are multiple local optima in the space.

11.2. MAIN CONTRIBUTIONS
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Main Contributions

Various contributions are derived from this dissertation. The different contributions of this
dissertation are listed below:
Branching factor on CSP search. We briefly explored the different branching schemes
used in the literature to go through the search tree. We found evidence that supports the
idea that k-way branching is more efficient than 2-way branching on random instances.
The analysis of hyper-heuristics within a search tree. The hyper-heuristics developed in
this dissertation are meant to work together with a tree search. The implications of
using different schemes of decision points, it is, the number of times a hyper-heuristic
has to decide which low-level heuristic to apply, were studied and their consequences
in the running time were discussed.
The definition of vector hyper-heuristic. The definition of the vector hyper-heuristic and
the analysis of the heuristic space presented in this document is one of the main contributions of this dissertation. Many studies about hyper-heuristic generation have been
presented before, but just a few exist that consider the space of heuristics and the complexity of finding a good quality hyper-heuristic are found in the literature.
The analysis of variable and value ordering for CSP. A n extensive analysis of the impact
of variable and value ordering for C S P is presented in this dissertation. We focused
our attention on the interactions of variable and value ordering and the regions of the
space where they achieved the better results. This analysis served as a basis for the
comparison of methods and to propose a very simple hyper-heuristic framework which
is based on a probabilistic decision matrix.
The description and generation of three frameworks to generate hyper-heuristics. These
frameworks were described and implemented by incorporating different generation models. Each model produces hyper-heuristics for variable and value ordering according to
different criteria and with different demands of resources. For example, the evolutionary
framework requires more time to generate one hyper-heuristic compared to the decision
matrix and the neural network framework. A l l these frameworks explore the space of
heuristics and find good combination of low-level heuristics to form hyper-heuristics
for variable and value ordering for CSP.

11.3

Future Work

The future work of this research includes various lines of investigation:
Incorporate constraint ordering to the hyper-heuristics. So far we have only explored
the use of variable and value ordering for C S P but it is also important to include constraint ordering strategies to the hyper-heuristics in order to improve their performance.
Constraint ordering has received almost no attention compared to variable and value
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ordering, but it is also an important aspect of C S P search. We consider that our approach may be extended to incorporate constraint ordering with just a few changes in
the implementation. One of the main problematic issues regarding the incorporation of
a new dimension of heuristics to the model is the increase in the size of the heuristics
space, which would be increased by a factor of k , where k is the number of constraint
ordering heuristics incorporated to the model.
c

c

Testing the hyper-heuristics with 2-way branching. We proposed our hyper-heuristics to
work with a d-way branching scheme and we justified it by showing the binary branching seemed to be not as good as d-way branching when using a random variable ordering
heuristic. It would be interesting to test the implications of using hyper-heuristics with
binary branching.

Including more features to describe the instances. The instances presented in this investigation showed to be ineffective to guide the search on the unsatisfiable region. We
need to incorporate more features to the model, features that fulfill the requirements of
changing during the search and being applicable to instances of any arity. Also, these
new features need to be able to provide some guidance during the search that allows
the hyper-heuristics to make more informed decisions when located in the unsatisfiable
region.

Explore other hyper-heuristic generation mechanisms. We have explored local search,
genetic algorithms and neural networks to generate hyper-heuristics for variable and
value ordering in CSP. There are many other generation approaches that could be used;
for example, tabu search or simulated annealing. What are the benefits of a new generation model? How is their performance with respect to the models described in this dissertation? There is still much work to be done regarding the hyper-heuristic generation
models. One of the main ideas to develop as generation mechanisms considers a hybrid
framework, which applies the local improvement method on vector hyper-heuristics.
We think that this combination could produce even better results than the decision matrix framework and, at the same time, reduce the variance of the performance of the
hyper-heuristics produced.

Extending our results to practical applications. Even though we used non-random instances in this investigation, including patterned and real instances, a more extensive
study of the limits of our generation models and the hyper-heuristics produced is needed.
We require to test our approach on more real instances, not limited in arity or in definition of the constraints. In this dissertation we focused our effort on binary instances
defined in extension, but our implementation is not limited to any arity or definition.
It is necessary to provide results also on instances of larger arities to test the models
on more practical instances. In real problems, the arity of the constraints is not homogeneous along the instance, and then, new behaviours could be observed during the
search.

11.4. CLOSING REMARKS
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Closing Remarks

When dealing with CSP, the variable and value ordering will always be an important part of
any solution method. Also, constraint ordering is gaining interest in the C S P community, but
it is still an almost unexplored topic. The future of C S P seems to consider methods which
perform fast and with certain average quality, putting special interest on avoiding exceptionally bad results. For specific instances, we can use one of the many heuristics that exist, using
always the one with the best average performance. If the instances to solve are very different
from each other, it seems more suitable to use a method such as hyper-heuristics, which proved
to be good for many different instances, even thought the instances had different properties
and structure.
Hyper-heuristics seem to be suitable for combining the strengths of distinct low-level
heuristics to generate a method which performs well on a wider range of instances than the
such heuristics. It is important to stress the fact that, even though we tried to cover the most
important aspects of the hyper-heuristic generation for CSP, many issues are still to be considered.
With the evidence gathered so far we can conclude that hyper-heuristics can indeed improve the performance of the low-level heuristics without loosing generality. Hyper-heuristics
can, in fact, be as competitive as the best result of various low-level heuristics for some groups
of instances, depending on the instances used for training and the set of heuristics available
for the hyper-heuristic.

Appendix A
Statistical Analysis
A.l

Comparison of Means

To statistically compare two means we have to take into consideration the size of the samples.
Should the sample be large (more than 29 elements per sample) we can apply a hypothesis
test based on the z statistic. On the other hand, if the samples are small (lees than 30 elements
per sample), we should use a Welch's test, which is a hypothesis test based on t-test.
There are two types of hypothesis tests: bidirectional and unidirectional. Each type is
designed to prove or reject specific hypothesis:
Bidirectional. Used to test i f the population means are equal or different.
Unidirectional. Used to test i f one population mean is smaller or greater than the other.
In all the cases presented in this research we use a unidirectional hypothesis test with
the following hypothesis:

Usually, H is referred as the null hypothesis and H is known as the alternative hypothesis. The test determines i f we should keep or reject the null hypothesis. The amount of
evidence required to accept that an event is unlikely to have arisen by chance is known as the
significance level, a. In hypothesis testing, the p-value is the probability of observing data at
least as extreme as that observed, given that the null hypothesis is true. If the obtained p-value
is smaller than the significance level then it can be said that the null hypothesis is false with a
significance of a.
0

x

Until this point, there is not difference in the analysis regardless the size of the samples.
The next part of the statistical analysis must be selected according to the size of the samples.

A.l.l

Small Samples

The Welch's test is intended for comparing the real means of two methods by using only two
small samples (less than 30 elements per sample) through a i-test. The test has no restrictions
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about the probability distribution of the samples or their variances. Actually, the test assumes
that the population variances of the two methods may be different.

Where x\ and x are the sample means 1 and 2, respectively. s\ and s\ represent the variances
of samples 1 and 2, respectively.
2

Also, this test requires the calculation of the freedom degrees of the test:

is rejected only if t < — i( a ,/), where / are the freedom degrees. If H is rejected,
the statistical evidence suggests that the population mean of the first sample is smaller than
the population mean of the second one. Also, comparing the p-value against the significance
value is another way to test the hypothesis (p-value = P(x < t)). The lower the p-value, the
fewer the statistical evidence that supports that H is true.
HQ

0

0

A. 1.2 Large Samples
A z-test is a statistical test for which the distribution of the test statistic under the null hypothesis can be approximated by a normal distribution. Due to the central limit theorem, many test
statistics are approximately normally distributed for large samples. Therefore, many statistical
tests can be performed as 2-tests i f the sample size is large.

Where x~i and x are the sample means 1 and 2, respectively and a\ and o f represent the
population variances of each sample. Because we are dealing with large samples and based
on the central limit theorem we can replace a\ and a\ by s\ and s\, which are the sample
variances of samples 1 and 2, respectively.
2

H is rejected only i f z < —z . If H is rejected, the statistical evidence suggests that
the population mean of the first sample is smaller than the population mean of the second
one. Also, comparing the p-value against the significance value is another way to test the
hypothesis (p-value = P(x < z)). The lower the p-value, the fewer the statistical evidence
that supports that H is true.
0

a

0

0

A.2

Confidence Intervals for the Real Means

The confidence intervals for the population mean of a sample is a way to estimate, with a
certain level of confidence, a range of values where the population mean of a sample can be
located. The higher the confidence level, the wider the interval. Also, as we decrease the
sample size we increase the size of the interval because less information is provided. The
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confidence interval for the population mean of a large sample (more than 29 elements) is
estimated as follows:

A.3

Reading a Box Plot

To interpret the results on the box plots presented in this research we need to understand what
each element in the figure means. Figure A . 1 presents an example box plot where its elements
w i l l be interpreted as follows:
Upper outlier. Values which are more than 3/2 above the upper quartile.
Maximum. Greatest value excluding values within the upper outlier.
Upper quartile. 25% of the values are greater than this value.
Median. Middle of the data set. 50% of the data are greater than this value.
Lower quartile. 25% of the data is less than this value.
Minimum. Least value excluding values within the lower outlier.
Lower outlier. Values less than 3/2 times of lower quartile.

Figure A . l : A box plot example
A s we can see, the upper and lower quartiles show the boundaries where the 50% of
the data are contained. The larger the box, the larger the variation for the 50% of the data
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set. Also, outliers indicate those unusual largest or smallest values in the sample. Finally, the
notches are used to compare the real medians of two samples. If a box plot contains at least
two samples (one box is plotted per sample) and the notches of those boxes overlap, then we
can state, with a 95% of confidence, that the real medians of both samples are equal.

Appendix B
Analysing the Low-level Heuristics
We know that different heuristics obtain different results according to the features of the instances under exploration. Here we are trying to determine which is the best low-level heuristic for each instance set used in this investigation, in order to use it to compare the performance
of the hyper-heuristics produced.

B.l

Grid Set

This set (which is used for training the hyper-heuristics and sometimes is also referred as
training set) is composed by a grid of instances uniformly distributed in the space p x p .
The grid set includes 16 points produced by the intersections of 0.2, 0.4, 0.6 and 0.8 in each
axis. Four instances were produced for each point, one per random model.
x

2

Figure B . l : The box plot for the whole set of low-level heuristics on the grid set
The box plot for the whole set of low-level heuristics shown in Figure B . l is not very
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useful because of the outliers produced by some heuristics. Even though we observe some
differences among some heuristics, the box plot is not clear enough to discriminate between
the good heuristics for this set. Looking for more information, we produced the respective
confidence intervals for the means of each of the 27 heuristics, based on their performance
on the training set. These confidence intervals, with 95% of confidence are described in
Equation B . l .

The head-to-head comparison, based on a hypothesis test with 10% of significance,
showed that nine low-level heuristics are not dominated by any other: M R V + M N C , K +
M N C , M F D + M N C , FBZ + M N C , M R V + FREQ, ENS + FREQ, K + FREQ, M R V + M P C
and K + M P C . We can state that there is not statistical difference in the average performance
of these nine low-level heuristics for instances with features similar to the instances in the
set. To select the best of these nine heuristics we used the information from the confidence
intervals. Then, M R V + M N C will be referred as the best low-level heuristic for the grid set.

B.2. HARD SET

B.2
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Hard Set

The hard set includes 50 hard instances with 20 variables and 10 values in their domains,
distributed along the transition phase. Each instance was produced by randomly selecting
among one of the four generation models. Thus, the hard set includes a mixture of hard
instances produced with the four models.
A s in the previous section, the box plot for the whole set of low-level heuristics shown in
Figure B.2 is not very useful: there are many heuristics and their differences are not notorious.
Anyway, we consider important to present the box plot to somehow have a reference of the
overall performance of each heuristic on the set.
To gather more information, we also generated the confidence intervals for the means of
each heuristic:

The statistical evidence indicates that there is not significant difference in the results
of 18 of the 27 low-level heuristics. This result was achieved by a head-to-head comparison
for each pair of methods. Looking at the confidence intervals presented in Equation B.2,
we consider that K + M N C is the best low-level heuristic, given its narrow and low interval
compared to the rest of the heuristics.

222

APPENDIX B. ANALYSING THE LOW-LEVEL

HEURISTICS

Figure B.2: The box plot for the whole set of low-level heuristics on the hard set

Figure B.3: The box plot for the whole set of low-level heuristics on the quasi-random set

B.3

Quasi-random Set

This set includes a small selection of ten instances composed of a main (under-constrained)
fragment and some auxiliary fragments, each of which being grafted to the main one by
introducing some binary constraints. The benchmark is composed of 10 binary instances
(all satisfiable), described in extension. Each instance has 105 variables and 10 values in each

B.3. QUASI-RANDOM SET
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domain (the instances have uniform domain size).
The box plot presented in Figure B.3 is very interesting. It is clear that M N C seems to
be a good value ordering heuristic for this kind of instances. On the other hand, F R E Q and
M P C depend of the variable ordering heuristic used as complement. The variance among the
performance of the 27 low-level heuristics is notorious but we can not decide which of the
good heuristics is the best based only on the information from the box plot.
In order to complement our results, we also generated the confidence intervals for the
population means of each method:

The head-to-head statistical analysis based on the hypothesis tests to decide if one
method has a lower real mean number of consistency checks than the other indicates that
there are seven heuristics which are not dominated by any other: M R V + M N C , M F D +
M N C , F B Z + M N C , E N S + F R E Q , M X C + F R E Q , R H O + M P C and M X C + M P C . The
tests were performed with a 10% of significance. F B Z + M N C will be considered as the best
low-level heuristic for this set because of its well defined and small confidence interval for the
real mean (Equation B.3).
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Figure B.4: The box plot for the whole set of low-level heuristics on the patterned set

B.4. PATTERNED SET

B.4
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Patterned Set

The patterned set is composed of nine binary unsatisfiable instances defined in extension,
composed by 40 and 30 variables and domain sizes varying from three to six.
The box plot shown in Figure B.4 suggests that all the low-level heuristics used in this
investigation seem to have problems to solve patterned instances. The results are really bad,
except for R H O , E N S and K (in combination with any of the three value ordering heuristics).
The confidence intervals for the real means of each low-level heuristic (with 95% of
confidence) are not helpful this time because the width of the intervals is really large (See
Equation B.4)
Finally, the hypothesis tests for each pair of methods provided no extra information that
could be used to select one heuristic from the others. Then, for the set of patterned instances
none of the low-level heuristics is statistically better (or worse) than others.

Figure B.5: The box plot for the whole set of low-level heuristics on the real set

B.5

Real Set

This set is composed by nine unsatisfiable instances from the domain of the R L F A P , defined
in extension and composed by 28, 32 or 36 variables with 36 or 44 values in their domains.
In order to properly analyse this set, and due to the complexity of the instances, the limit
for the number of consistency checks was extended to 8 x 1 0 . Because the set contains
only unsatisfiable instances, it is expected that the low-level variable ordering heuristics have
7
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the same performance regardless of the value ordering strategy used. A s we can observe in
Figure B.5, M F D has the best performance behaviour no matter the value ordering heuristic
used. Also, its real median is lower (with a 95% of confidence) than the medians of the rest
of the heuristics.
The analysis of the means by using confidence intervals (with 95% of confidence) confirms our previous observation: M F D has the best performance in terms of real average consistency checks on this set of instances:

The head-to-head comparison confirmed that M F D (combined with either low-level
value ordering heuristic) is the best low-level heuristic for the instances contained in the real
set (for each case, with 10% of significance). For this reason, we will consider M F D + M N C
the best heuristic for this set.
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